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The “adas”1 , prefer the structure “switch... case” over the structure “if... else”, given its
infinite possibilities. Programming the world for the “adas” implies creating the conditions
for each one to be whatever one wants to be, even when this corresponds to something not
referenced yet with a word in the world, or when it can not be imagined clearly; it implies
creating the conditions that even allow us to change our mind.

Las “adas”2 , frente a la estructura “if... else...”, prefieren la estructura “switch... case...”
llevada a una infinidad de opciones. Programar el mundo para las “adas” implica crear las
condiciones para que cada cual pueda ser lo que uno mismo quiera ser, incluso cuando lo
que se quiera corresponda a lo que aún no está referenciado con una palabra en el mundo, o
todavı́a no se imagina con claridad; implica crear las condiciones que incluso nos permitan
cambiar de opinión.

Remedios Zafra. “(h)adas, mujeres que crean, programan, prosumen, teclean”. 2013

1
“Adas” making reference to the generations of women who have followed Ada Byron in its desire of
breaking the mold, of creating and programming. Note that hada in Spanish (pronounced the same as ada)
means fairy.
2
“Adas” hace referencia a las generaciones de mujeres que han seguido los pasos de Ada Byron en su deseo
de romper moldes, de crear y programar.

“What you do makes a difference, and you have to decide what kind of difference you
want to make.”
Jane Goodall

To all the billions of animal souls that expire every year in great pain for satisfying our
greed and our fleeting pleasure. To all the children that do not get to know the world because
of this, because we look the other way and do not connect the dots. I dream of the day when
we finally stop torturing all of you.

To all the women who fought incandescently with their life for the rest of us to be free.
Actually, to all the people who fought and is fighting at this moment. You are my inspiration,
do not let this bitter world discourage you and steal your dreams.
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quieres marcar.”
Jane Goodall
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A todas las mujeres que han luchado incandescentemente con su vida para que el resto de
nosotros seamos libres. En realidad, a todos los que han luchado y siguen luchando. Sois mi
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The story of the little kernel who wanted to
surf the equations of life

Once upon a time, there was a little Gaussian kernel with a huge heart. He loved
Mexican hats and spending time optimising itself. The little kernel had a big dream, to
help everyone in their machine learning tasks. He wanted to help meteorologists to predict
possible snowfalls, so children could know when they could make a snowman. He wanted
to help people to detect outliers, such as true love or real friendship. He wanted to help
the human being to understand what dolphins or birds say, but mostly, he wanted to help
them to distinguish trivial things from really important ones, such as visiting Mother Earth
or dancing under the light of the stars.
His father, a linear kernel, thought it was pointless. His mother, a polynomial kernel,
thought it was too complicated to please everyone. “I know that, mum” - said the little
kernel - “I know there is a huge search space out there with hundreds of local optima
but... wouldn’t it be wonderful to embark on such an adventure and become an universal
approximator?”.
Finally, both dad and mum gave up and so, the little kernel made his way to the kernel
school. There he spent the best years of his life. He loved to play with the support vectors,
and there he knew a lovely and astonishing accurate projection, which was later to become
his partner in life. He learnt everything about optimisation algorithms, and so, with some
time, he became the first of his class, being always the first in finding the best solution
to every problem. The little kernel finally graduated a few years later and made a great
scientist of himself. Now, he lives happily searching for new machine learning problems to
solve.
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We are all apprentices in a craft where no one ever
becomes a master.
Ernest Hemingway

1

Introduction, motivation and objectives

As science and technology have been achieving a vast amount of important and
useful discoveries, our lifestyle has also changed. All this progress has incredibly improved
our standard of living, allowing an increased industrial production, relieving the human
being from some mechanical and tedious works, and enabling communication from one
point to the other of the world, among others.
The classification paradigm has always been one of the more complex but useful
tasks for humans. It allows us to impose some order on reality and understand it (at least
slightly better), either for classifying animals, different kinds of vegetation, diseases, etc.
But most of these problems are solved at a sensory level or intuitively, without an explicit
method or algorithm (up to our understanding). Nonetheless, nowadays the large amount
of valuable and available data has become intractable. Because of that, the development
and application of new automatic processing techniques has become necessary, in order
to extract proper information and knowledge from this enormous quantity of data. As a
result of this imperious necessity of developing specialised processing techniques, some
new research branches have emerged under the general notion of data science (as pattern
recognition, machine learning and data mining).
The goal of using these data is to build systems adaptable to their environments and
that can learn from their experience, an issue which has attracted researchers from many
different fields, including computer science, engineering, physics, mathematics, neuros-
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cience and cognitive science. Out of this research, a wide variety of learning techniques
have appeared with the enough potential to transform many scientific and industrial fields.
It could be said that “if data had mass, the earth would be a black hole” [81], because, all around the world, computers capture and store terabytes of data every day.
In this sense, banks are building up pictures of how people spend their money, hospitals
are recording information about patients (e.g. diseases, corresponding treatments used,
responses to medication, etc.), and engine monitoring systems in cars are recording information about the engine in order to detect when it might fail. The challenge then is how
to exploit this data in order to do something constructive that leads to a improvement in
our society. The main question is, if bank’s computers could learn about spending patterns,
can they help to detect credit card fraud quickly? If hospitals share their data and make
use of it, then, could treatments that do not work as well as expected be identified quickly? Could an intelligent car give you early warnings of problems so that you do not end
up stranded in the worst part of town? These are some of the questions that data science
methods (and more specifically machine learning) can be used for. The key concept in this
case is learning from data, which in terms of human behaviour might be seen as learning
from experience. The more important parts of human learning in this case are memory
and ability to adapt and generalise. One of the most interesting features of machine learning is that it lies on the boundary of several different academic disciplines, principally
computer science, statistics, mathematics and engineering, although it also makes use of
concepts of nature and the phisiology of the human brain.

1.1.

Data science and machine learning
Generally, the term data science refers to the extraction of knowledge from data.

This involves a wide range of techniques and theories drawn from many research fields
within mathematics, statistics and information technology, including statistical learning,
data engineering, pattern recognition, uncertainty modelling, probability models, high
performance computing, signal processing, and machine learning, among others. Precisely,
the growth and development of this last research area (i.e. machine learning) has made
data science more relevant, increasing the necessity of data scientists and the development
of novel methods in the scientific community, given the great breadth and diversity of
knowledge and applications of this area.
It is felt that the decision-making processes of a human being are somewhat related
to the recognition of patterns [41] (it is usually not directly stated because at the moment
the complex behavioural patterns of the human brain remain still unresolved). For instance, the next move in a chess game is decided upon the present pattern on the board,
analysing potential and auspicious moves and anticipating what our opponent might do.
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The goal of pattern recognition is to emulate these complicated mechanisms of decision
making processes and automate them using computers (in order to simplify some intractable or tedious tasks). However, because of the complex nature of this emulation, most
pattern recognition and machine learning research is actually focused on more realistic
and practical problems, such as the ones represented in Figure 1.1.1: applications in biometry such as iris or fingerprint recognition, handwriting or plate identification, facial
recognition, brain segmentation and others. However, there are other research projects in
machine learning much more ambitious than simplifying some aspect of our lives. One
example is the Human Brain Project, which aims to simulate the complete human brain
on supercomputers to better understand how it works.

Figure 1.1.1: Examples of machine learning applications: biometry, handwriting recognition, facial
recognition and subcortical segmentation.

Machine learning methods can be divided according to different criteria, as the following taxonomy shows1 (and also Figure 1.1.2):
• Concerning the nature of the model: whether it is a full or partial probabilistic model
or it fits a discriminant/regression function directly.

• Considering the type of reasoning applied: inductive or transductive depending on
whether the model performs a reasoning from observed training cases to general
rules or the other way around.
• According to the learning task itself: in this sense, we can distinguish between supervised, unsupervised or reinforcement learning.

1
Note that there might be very different categorisations for the machine learning methods, but these are,
to our opinion, the most general ones.
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• Regarding the manner in which the training data are presented to the learner: batch
learning, when all the data are given to the learner at the beginning of the process;

or online learning, when the learner receives one example at a time (in this case the
learner updates its current hypothesis in response to each new example).
• Taking into account the type of learning task to perform: e.g., classification or regression (although this division can be subdivided in more complex and different
tasks).
• Depending on the classification model itself: generative or discriminative, depending

on whether it defines the joint probability of the data and latent variables of interest, and therefore explicitly states how the observations are assumed to have been
generate; or it simply focuses on discriminating one class from another.

MODEL TYPE
Probabilistic/
non-probabilistic
TYPE OF
REASONING
Induction/
transduction

TYPE OF
LEARNING
Supervised/
unsupervised/
reinforcement

MACHINE LEARNING
TYPE OF
LEARNING
PROCESS
Batch/on-line

TYPE OF
TASK
TYPE OF
CLASSIFICATION
MODEL

Classification/
regression

Generative/
discriminative

Figure 1.1.2: Different categorisation for the machine learning paradigm.

As stated, machine learning methods can be categorised and framed under different
criteria. However, there are some categorisations that are of more interest to the potential reader of this thesis. The differentiation of the concepts supervised and unsupervised
learning [11], is, for example, of special interest. Unsupervised learning [52, 60] tries to
discover the structure of the clusters underlying the data from purely unlabelled data. This
paradigm is generally useful to analyse whether there are differentiated groups or clusters present in the data. The curse and the blessing of this branch of pattern recognition
is that there is no ground truth against which to compare the results, i.e. there is not a
single wrong clustering structure because there are many different ways to cluster a set
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of patterns. However, for supervised learning, each object in the data is preassigned to a
class label before the learning process, and this information is given to the learning algorithm [49]. Then, the main task is to design an algorithm able to learn a classification rule
that ideally produces the same labelling for the provided data. Most often, the labelling
process can not be described in an algorithmic form. Thus, we supply the machine with
learning skills and present the labelled data to it. The classification knowledge learned by
the machine in this process might be obscure, but the recognition accuracy of the classifier
will be the judge of its adequacy.
Other important categorisation relies on the nature of the labelling space (only applicable for supervised learning). Under this premise, one can divide the methods in classification or regression techniques. Subsequent divisions of these terms can be also done: multi-label classification, multi-instance classification, multiple-output regression, etc.
However, there is one learning paradigm, known both as ordinal classification or ordinal
regression, which lies between the classification and regression paradigms. In fact, the
concept of ordinal classification, which will be discussed and exposed in the following
sections, is the cornerstone of this thesis.
The following subsections briefly introduce some of the main topics of the thesis,
separating between methodology (different paradigms of classification and kernel techniques) and real-world applications.

1.1.1.

Classification

Supervised learning is perhaps the most common learning problem considered in
machine learning. For instance, suppose we want to predict house prices. Under this premise, we can collect data regarding house prices and information such as its size in square
meters, the number of bedrooms, how old the house is, and others in order to provide the
algorithm with this training data which is composed of the independent variables (size,
number of bedrooms, etc) and the dependent variable (the price itself). The learning algorithm will be then responsible for the construction of an accurate learning model from
this labelled data. In this case, since the output variable is continuous, rather than discrete, the learning problem is referred to as regression. However, when this labelling space,
or output variable is discrete, the learning problem receives the name of classification.
Typically, for the purpose of classification, an unique dependent variable is considered. However, other supervised classification branches exist, such as multi-output, multilabel, multi-instance or one-class classification, which are slightly different learning paradigms. The general aim of the classification algorithm is to be able to separate the classes
of the problem (as far as possible) using only the information provided by the training
data. If the output variable has two possible values, the problem is referred to as binary

6
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classification. On the other hand, if there are more than two classes, the problem is named
as multiclass or multinomial classification. There are other categorisations of classification
methods, and two of the main ones are the focus of the study of this thesis, i.e. ordinal
classification and imbalanced classification.
Ordinal classification
The classification of patterns into naturally ordered labels is usually referred to as
ordinal regression or ordinal classification. This learning paradigm, although still mostly
unexplored, is spreading rapidly and receiving a lot of attention from the pattern recognition and machine learning communities, given its applicability to real world problems
(e.g. economy, medicine, psychology and others). This paradigm can be said to lie between
both classification and regression: as opposed to multinomial or multiclass classification,
there exists some ordering between the categories in the labelling space Y, and both stan-

dard classifiers and the common zero-one loss function do not capture and reflect this

ordering; in contrast to regression, Y is a finite set and a non-metric space (i.e. distances

between categories are unknown).

For an explanatory example of ordinal regression problems consider the case of articles/services rating via a Likert scale, where the categories of the problem (i.e. {strongly

disagree, disagree, neither agree or disagree, agree, strongly agree}) corresponds to the
level of agreement with a given statement (e.g. “do you agree that article/service x is
helpful?”). In this case, the natural order among the classes can be appreciated, as well
as the necessity of penalising differently the misclassification errors (it should not be considered equal misclassifying a “strongly disagree” pattern as one of the “strongly agree”
class than misclassifying it as one of the “agree” class). The same problem that arises when
classifying the level of severity of an illness using an ordinal scale.

An example of an ordinal synthetic dataset can be found in Figure 1.1.3, where,
although the class labels are ordered, this order is only partially appreciated in the input
space. The dataset is highly nonlinear, what motivates the use of nonlinear classifier.
More formally, the aim of ordinal regression classifiers is to learn a prediction rule
f : X → Y, where X ⊂ Rd corresponds to the input space and Y to the labelling space.

Therefore, f will assign an input pattern xi ∈ X to one of the K discrete classes Ck , k ∈

{1, . . . , K}, Ck ∈ Y, where there exist a given ordering between the labels (i.e. C1 ≺ C2 ≺

· · · ≺ CK , ≺ denoting this order information). For the sake of understanding, denote to the

independent and identically distributed (i.i.d.) training sample as T = {xi , yi }N
i=1 , where

N is the number of patterns.

Concerning ordinal problems, a common (although not totally correct) approach
is to use nominal classifiers (obviating the ordinal information), regression methods (as-
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Figure 1.1.3: Two-dimensional ordinal toy dataset.

suming that the distances between different categories are known and equal) or a costsensitive approach (assuming, as we will see, the absolute cost when no further information is provided) [67]. Contrary to these approaches, the use of techniques specifically
developed for ordinal regression has been proved to lead to better performance (in terms
of the ordering of the classes) for multiple ordinal classification problems. Other approaches assess the problem by decomposing the original ordinal regression problem into a
set of binary classification tasks [20, 39] (which, as we shall see, will also be one of the
focus of the thesis), or by formulating the original problem as a larger augmented binary
classification one [73]. However, the most popular way of tackling this kind of problem
is using threshold models [101, 97, 84, 25]. These methods are based on the idea that,
to model ordinal ranking problems from a regression perspective, one can assume that
some underlying real-valued outcomes exist (also known as latent variable), but they are
unobservable. Consequently, two different things are estimated:
• A function f (x) that predicts the real-valued outcomes and intends to uncover the
nature of the assumed underlying variable.

• A threshold vector b ∈ RK−1 (where K is the number of classes in the problem) to

represent the intervals in the range of f (x), where b1 ≤ b2 ≤ . . . ≤ bK−1 (possible
different scales around different ranks).

To maintain and exploit the order information, most thresholds methods include
a restriction on the projection to find. This is, these methods try to find the projection
which provides the greater separation of the data but also maintains the classes ordered
according to their rank (to minimise certain misclassification errors). To see this, analyse

8
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Figure 1.1.4 where two projections can be seen (w and w0 ). In this case, w0 should be
preferred over w because it maintains the data ordered according to their ranking (C1 ≺

C2 ≺ C3 ≺ C4 ).

w'

w

Figure 1.1.4: Different projections for an ordinal example.

Imbalanced classification
Machine learning techniques are usually based on the assumption that the target
classes of the problem share similar prior probabilities. However, this is often not the case
in many real-world applications in areas such as medical diagnosis, information retrieval,
fraud detection, fault monitoring, etc. The classification paradigm when one or several
classes have a much lower prior probability is known as imbalanced classification [51, 61]
and it poses a real challenge for machine learning researchers. Because of that, imbalanced
classification is currently receiving a lot of attention from the pattern recognition and
machine learning communities [23, 102, 87, 18, 50, 10, 9]. Often, the minority class
happens to be more important than the majority one, but it may also be much more
difficult to model and identify complex underlying behaviour patterns due to the low
number of available minority samples. Since most traditional learning systems have been
designed to work on balanced data, they will usually be focused on improving overall
performance and be biased towards the majority class, consequently harming the minority
one [43]. Although, from a formal perspective, an imbalanced dataset is any set of labelled
data exhibiting an unequal distribution between classes, it has been shown that this is not
the only factor involved in hindering the learning in this context [51, 61]. The nature of
the class imbalance problem can be also attributed to other factors, such as the complexity
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of the data (existence of noisy and non-representative samples or class overlapping) or
the size of the training set (high-dimensional data or small sample size). The approaches
developed over the years for tackling the class imbalance problem can be categorised in
two groups:
• First, the data approach, based on sampling methods, including over-sampling mino-

rity classes (groups of interesting rare examples), or under-sampling majority classes
(groups with large example sizes), the combination of both being also very popular.

• Secondly, the algorithmic approach, which forces the classifier to pay more attention
to the minority class, e.g. by a cost-sensitive approach [103].

Concerning previous studies, the cost-sensitive learning setting has been proved to lead to
over-fitting [43] in some cases, thus data approaches are usually preferred. In the same
vein, some studies suggest that over-sampling is more useful and powerful than undersampling for highly imbalanced and complex datasets [61, 7], given the potential loss of
meaningful information of under-sampling techniques.
Concerning over-sampling, as said, the first idea is to perform a random replication
of the minority data, but this often leads to over-fitting [43]. Therefore, another common
approach is to generate new synthetic patterns according to the minority class distribution. One of the most well-known methodologies in this group is the synthetic minority
over-sampling technique (SMOTE) [23] based on generating new instances by convex
combination of one point and one of its k-nearest neighbours (both belonging to the minority class). However, the classes can not be assumed to be convex in general, and hence
SMOTE does not avoid new synthetic patterns to fall inside majority regions. Therefore, more careful techniques have been developed to prevent this issue (prevent, but not
solve). Adaptive synthetic [87, 18, 50] and cluster-based sampling methodologies [9, 10]
are examples of more flexible and powerful techniques, based on extracting knowledge directly from the data to analyse which patterns and regions of the space are more suitable
for over-sampling. In this thesis, this will be referred to as preferential over-sampling.
At the same time, kernel methods have been spreading rapidly and gaining more acceptance from machine learning researchers due to their good generalisation ability and
their determinism, being one of the most widely used the Support Vector Machine paradigm (SVM) [12, 28]. However, for the specific SVM technique, imbalanced data pose a
serious challenge, due to the formulation of the soft-margin maximisation paradigm which
is focused on improving overall performance. Thus, the combination of kernel methods
with methods for tackling class imbalance is widely spread in the literature [102, 118].
It is clear that the problem of imbalanced classification also arises when tackling ordinal regression. For an explanatory example, consider the case of financial trading where
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an agent intends to predict not only whether to buy an asset, but also the amount of
investment. The different situations could be categorised as {“no investment”, “little investment”, “big investment”, “huge investment”}. In this case, the natural order among

the classes can be appreciated, as well as the necessity of penalising differently the misclassification errors. However, one can also note that there are some classes that are naturally much more probable than others (specially when the number of classes is high),
and, therefore, the problem present an imbalanced nature. According to this example, it is
reasonable to expect a lower number of “huge investment” situations than the number of
“little investment” ones. Although standard over-sampling methods could also be applied
to ordinal regression, the new synthetic samples are obtained without taking into account
the ordering scale, and this can result in classifiers more prone to commit errors of several
categories in the ordinal scale, motivating this a further study on this topic.

1.1.2.

Kernel methods

It is well-known that the formulation of a nonlinear separating hyperplane is much
complex than the formulation of its linear version (in this sense, Figure 1.1.5 shows a
linearly separable dataset and a nonlinearly separable one). Furthermore, it is widely
known that linear real-world data is not the norm, but the exception. Therefore, the problem of handling the nonlinearity of the data has been vastly debated in machine learning.

Figure 1.1.5: Linearly and nonlinearly separable datasets.

The idea is the construction of a nonlinear mapping function Φ which will map the
data into a space where the classes are ideally linearly separable. In practice, this will
translate to a nonlinear separating decision region in the original input space. Analyse
Figure 1.1.6 for a one-dimensional explanatory example.
However, the choice of the mapping function Φ is also tricky, motivating this the
use of kernel functions (i.e. instead of explicitly computing the function Φ, H can be efficiently obtained from a suitable kernel function). In this vein, it can be said that the crucial
ingredient of kernel methodologies, such as kernel principal component analysis, kernel
discriminant learning or support vector machines is undoubtedly the application of the
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Figure 1.1.6: Φ mapping for a one-dimensional dataset where the problem becomes linearly separable.

so-called kernel trick [111], a procedure that maps the data into a higher-dimensional, or
even infinite, feature space H via some mapping Φ. This allows the formulation of nonli-

near variants of any algorithm that can be cast in terms of inner products between data
points. These techniques have emerged from a combination of some research branches
such as mathematical analysis, operations research and machine learning theory, and have spread far beyond the standard support vector machine algorithm in such a way that
virtually each learning technique has been (or could be) redesigned to exploit the power
of kernel functions. Indeed, this kernel function implicitly determines the feature space H

in such a way that a poor choice of this function can lead to significantly impaired performance. These choices are related to the definition of a metric between input patterns that
fosters correct classification. Usually, a parametrised set of kernels is considered for this
purpose, although it is still necessary to choose a performance measure and an optimisation strategy. This optimisation is often performed using a grid-search or cross-validation
procedure over a previously defined search space.
For the sake of understanding, consider the case of the Gaussian kernel function
applied to a binary classification toy dataset, where one class is a circle and the other
one is an ellipsoidal ring. The output of applying this function would be equivalent to the
result represented in Figure 1.1.7 where a Gaussian distribution is considered for each
pattern. The axes x and y are the ones associated to the data and z represents the sum
of Gaussians centred in each point. This would be equivalent to introducing a similarity
notion of the data, where within-class data is intended to be as similar as possible and vice
versa.
Other learning strategies have also emerged apart from the above-mentioned and
well-known cross-validation technique with the aim of better suiting a given dataset. These techniques are referred to as kernel learning strategies. Ideally, we would like to find
the kernel that minimises the true risk of a specific classifier for a specific dataset. Unfortunately, this quantity is not accessible; therefore and as said, different estimates or
bounds have been developed based on both analytical and experimental knowledge, such
as the span of support vectors [109], the radius margin bound [111] or kernel-target alignment [29]. This problem has also been tackled using evolutionary algorithms [35, 54, 88],

12

1. Introduction, motivation and objectives

z

y
x

Figure 1.1.7: Representation of the sum of Gaussians centred in each point for an ellipsoidal ring toy
dataset.

meta-learning approaches [98], or Bayesian inference [99], by defining data-dependent
estimates of the complexity of a function class [66, 8] or simply by optimising the class
separability in the feature space [115]. In most of these cases, a large amount of computation time is needed because the bounds or the algorithms require training the learning
machine several times and might even require solving an additional optimisation problem. Moreover, some of the bounds are not differentiable, which means that they must
be smoothed to use a gradient descent method [21], which can result in a loose solution
for the problem that is tackled. A study of all these methods could be conducted in order to
select the most appropriate one (in terms of accuracy, computational load, differentiability,
etc.).
Kernel-target alignment [29] is a promising technique, where the kernel matrix is
aligned to the ideal one by optimising its parameters. In this sense, Figure 1.1.8 shows
the idea of selecting the closest kernel matrix Kα from a family of kernels Q to the ideal

matrix K∗ , according to a distance relation D. α represents the parameters associated to
the kernel and K the set of positive semidefinite kernels.

On the other hand, some authors suggest the use of the multi-scale kernel [21]
(also known as a multi-parametric, anisotropic or ellipsoidal kernel), where a different
kernel parameter is chosen for each feature. The general motivation for the use of multiscale kernels is that, in real-world applications, the attributes can present very different
natures, which hampers the performance of spherical kernels (i.e. with the same kernel
width for each attribute). It is clear that more flexible kernels could fit heterogeneous
datasets better, leading to a lower generalisation error [58, 40]. However, the number
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Figure 1.1.8: The most appropriate kernel for learning is Kα (the one nearest the ideal one (K∗ )
according to some measure of similarity D, being K the set of positive definite kernels).

of parameters of the kernel function (as many parameters as the number of features)
makes the computational cost prohibitive when considering a cross-validation technique.
For this reason, these kernels have been barely used in the literature; when they have been
used, they have been optimised by evolutionary algorithms [45, 88, 40] or by gradientbased techniques applied to some measure of kernel quality or generalisation error bound
[96, 21, 58]. The use of these kernels could be explored in order to analyse its potential.
Finally, it is also important for the topic of this thesis to define the notion of the
empirical feature space [95, 116], which has been used for kernelising any given learning
algorithm without needing to reformulate the method in terms of inner products. This
space is Euclidean and preserves the geometrical structure of the original feature space,
given that distances and angles in the feature space are uniquely determined by dot products and that the dot products of the corresponding images are the original kernel values.
Note than when applying a nonlinear kernel which perfectly fits the data, the patterns in
the empirical feature space will be linearly separable, which is an interesting feature for
a wide range of uses. Figure 1.1.9 shows the relations between the input space, feature
space F and empirical feature space E. Note that ϕ is a linear operation.

1.1.3.

Real-world problems

Several real-world problems are considered in this thesis in order to validate the
methodologies proposed and solve some important difficulties which have been found for
these applications.
Donor-recipient matching in liver transplantation
During the last few decades, new trends in biomedicine have considered using some
machine learning techniques as classification methods [68, 117], which has worked well
in a great number of problems and resulted in remarkable applications for science [105,
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Figure 1.1.9: Representation of the relation and mapping between input space, feature space and
empirical feature space.

100]. Liver transplantation is an accepted treatment for patients who present end-stage
liver disease. However, transplantation is restricted by the lack of suitable liver donors;
this imbalance between supply and demand resulting in significant waiting list death. In
order to cope with this situation, several methods have been developed and applied to
find a better system to prioritize recipients on the waiting list.
The first attempt at developing a system was the Donor Risk Index (DRI) [38], aimed
at establishing the quantitative risk associated with the transplant when considering donor
information. Another widely validated methodology that is the cornerstone of current
allocation policy is the Model for End-stage Liver Disease (MELD) [64], which is based on
the “sickest-first” principle, where the only aspect considered is information concerning
the recipient. The use of expanded criteria donors (donors with extreme values of age,
days in the intensive care unit (ICU), inotrope usage, body mass index (BMI) and cold
ischemia time) results in an increased risk of recipient and/or graft losses compared to
the risk associated with the use of livers from non-extended criteria donors [19]. These
risks should be carefully analysed since the combination of several of these risk factors
can result in graft loss [15]. Nevertheless, these methods can not be considered good
predictors of graft failure after transplantation since they only take into consideration
either characteristics of donors or of recipients (but not both), when there could actually
be more complex factors involved in the situation (donor, recipient and transplant organ
characteristics). In order to deal with this problem, Rana et al. [91] devised a scoring
system (SOFT) that predicted recipient survival three months after liver transplantation,
which is intended to complement MELD-predicted waiting list mortality rates by making
use of both donor and recipient characteristics. P. Dutkowski et al. recently proposed a
balance of risk (BAR) score [37] based on donor and recipient characteristics. A rulebased system was used to determine graft survival one year after the transplant [30, 14].
The input of this rules-based system being the response of two artificial neural networks
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trained with donor, recipient and transplant organ characteristics.
Figure 1.1.10 graphically represents the process of organ allocation (figure restructured from [94]). Generally, donors are assigned to the candidates under the greatest-risk
according to the MELD score. This policy does not allow the liver transplant team to match
the donor to the recipient according to principles of fairness and benefit. This could lead to
a risk of unconscious gaming when trying to match marginal donors to urgent candidates.
Initial Waiting list
New candidates

Wait-listed patients'
information

Donated organs

Waiting list

Organ allocation
process

Removal from
waiting list
Waiting list
mortality

Relisting

Post-transplant
survival
Post-transplant
mortality

Figure 1.1.10: Graphic representing the organ allocation process.

A significant contribution in this area could be made by addressing the classification problem using an ordinal regression point of view since the classes could be designed
taking into account the time leading up to liver failure (in case of failure) and, therefore, provide more thorough information than the common binary approach. The classes
involved in the dataset could be: 1) failure of the graft within the first 15 days after transplantation, 2) failure between 15 days and 3 months, 3) failure between 3 months and
one year, and 4) no failure presented. These intervals have been highlighted by experts
as being the most pertinent in early graft loss. However, several issues need to be taken
into account in order to exploit the presence of this order structure. First of all, the learner
(classifier, in this case) could benefit from this implicit ordering in order to construct more
robust and fairer decision regions for the data, since the classification errors to be minimised vary from the ones considered in the nominal classification paradigm (the zero-one
loss function). Secondly, with the final aim of evaluating the performance of those classifiers, different measures or metrics could be developed and used. Other factor to consider
when approaching this problem is the imbalanced nature of the problem, which should
not be ignored in order to derive non-trivial and fair classification models.
Analysis of sustainable development
Sustainable development (SD) is among the most relevant and pressing challenges
of the modern age. Since the work of Meadows et al. [85], the interest in this problem
has been increasingly growing in the political arena and social consciousness. The underlying idea still remains: human consumption is outstripping what the planet can produce,
as we are spending natural resources faster than they can be replenished. In this sense,

16

1. Introduction, motivation and objectives

the academic community, main stakeholders and the political and media debate display
special interest in achieving SD as a model of growth for nations and as a primary goal. In
times of a deep economic crisis, society and policy-makers focus their attention on economic indicators such as income and employment rates; however, sustainability and social
inclusion should also be a priority.
Usually, what is commonly established is that SD is concerned with ensuring longterm human well-being, which necessarily involves confronting the challenges of limited
natural resources and global poverty, having a good standard of living, a long and healthy
life, access to education, participation in the social and political life of the community and
well-paid work that provides people with the opportunities to achieve their goals, hopes
and aspirations [107].
The imperious need for reliable and pertinent indicators, to better monitor and foster SD and to guide this SD process at a national level, was recognised early at the time of
the Rio Conference and the Agenda 21 [106], followed by the Commission on Sustainable Development work programme on indicators. The most common effect of indicators
could be calling attention to an existing problem. However, these indicators yield different
scores and rankings depending on the nature and type of assessments. They also report
on past performance [3] and they do not predict whether a certain country is heading (or
could head) a group in these terms.
A great deal of measurement attempts have been developed over the last two decades at various levels (international organisations, academic and private initiatives) for
managing and monitoring progress towards SD [13, 32, 90, 72, 89], some of which have
focused on households, distribution of wealth, quality of life, social progress and ecological
sustainability [4, 48, 59], but without a consensus on which one is the most determinant
at a general level [70].
Among these initiatives, actions to improve and complement the current growth
measurements [59] are frequently outlined. This is important, as there are various dimensions that can be interlinked, e.g. education or employment quality can affect health, social
relations and status, civic participation, etc. The motivation for proposing an alternative
methodology to composite indicators or indices could be that, in the first place, indices
summarise too much and provide less information than the description of the characteristics of a cluster or the analysis of models able to predict the class for a new pattern. On
the other hand, these indices have been found to be very sensitive to the choices of the
index’s construction and the selection of the variables to be used.
Machine learning could be, in this sense, very helpful. For example, it could give
us some clues about how to group the chosen countries according to different indices
associated to their sustainable development (always supervised by an expert). Ordinal
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classification could be also used to learn an interpretable model to rank these countries
which in the future could be used for for monitoring the progress towards SD of the
different countries and to extract some knowledge of the most significant characteristics
to measure this progress.
The Unequal Area Facility Layout Problem
Facility layout design (FLD) determines the placement of facilities in a manufacturing plant with the aim of deciding the most effective arrangement in accordance with
some criteria or objectives, under certain constraints. In this respect, Kouvelis et al. [69]
outlined that FLD is very important for production efficiency because it directly affects
manufacturing costs, lead times, work in process and productivity. According to [104],
well laid out facilities contribute to the overall efficiency of operations and can reduce
between 20 % and 50 % of the total operating costs. There are many kinds of layout problems. In short, the unequal area facility layout problem (UA-FLP) considers a rectangular
plant layout that is made up of unequal rectangular facilities that have to be placed effectively in the plant layout (as can be seen in Figure 1.1.11, where the different facilities,
the material flow and some restrictions are represented in different colours).

Figure 1.1.11: Facility layout example.

Most authors have solved this problem using quantitative criteria. Unfortunately,
the approaches may not adequately consider all the essential qualitative information that
affects a human expert involved in design (e.g. engineers, stakeholders, regulators, etc.)
[6]. In this way, qualitative features are also important to be taken into account, such as
location preferences of certain facilities, the way that remaining space is distributed in the
layout or any other subjective consideration that can be judged as relevant for the decision
maker (DM). Besides, these features can be subjective, unknown a priori and changing during the procedure evolution. So that, it is difficult to take into account both quantitative
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and qualitative aspects at the same time, because they can not be easily formulated as
an objective function. Consequently, including the expert knowledge is vital to incorporate qualitative considerations in the design. This fact also gives us the following benefits:
finding a solution that is satisfactory to the DM (but that it is not necessarily an optimal
solution) [5, 76], choosing the best trade-off solution when a conflict among objectives or
constraints exists [62], assisting the algorithm in achieving the search process towards the
DM preferences [80, 22], excluding the need to give all the required preference information a priori, offering the DM the possibility to know about his/her own preferences [62],
stimulating the creativity of the DM [93] and getting original and feasible designs.
Many evolutionary computation approaches have been applied to UA-FLP. Among
these, the genetic algorithms (GAs) [53] are frequently considered. Brintup et al. [17] have emphasised that interactive evolutionary computation can greatly help improve design
by involving experts in searching for a satisfactory solution [16].
An interactive genetic algorithm (IGA) previously developed for FLD [44] considers
user evaluation and handle subjective features. This algorithm uses a clustering mechanism to reduce the number of evaluations required from the user. However, running the
IGA can be a tedious task for a designer, as many evaluations are still required. Fatigue
is the main reason for an early stop of IGAs, thus reducing the possibilities of the system
to find better designs. Moreover, user evaluation is some orders of magnitude slower than
computed evaluation, leading to a much smaller search capacity. Learning user design
preferences over a concrete layout problem would allow to simulate user responses. In
this way, fatigue could be avoided and search could be performed much faster, which is
specially useful in the context of the large search space of facility layouts. An interesting
contribution would be then to design a system able to learn these user layout preferences
and perform a search considering both, the user preferences and other objective criteria
(it is clear that such a learning of the user preferences should be performed by means of
ordinal classification). In this vein, Figure 1.1.12 shows the process to generate a multiobjective optimisation algorithm that simulates the expert opinion in order to explore the
search space in depth.
States of development in fish oocytes
The analysis of microscopic images of fish gonad cells (oocytes) is a useful tool to
estimate parameters of fish reproductive ecology and to analyse fish population dynamics.
The assessment of oocyte development dynamic and fecundity is a fundamental topic in
the study of reproductive biology and population dynamics [57]. To estimate fecundity
with accuracy, only mature oocytes must be considered, which requires a reliable classification of oocytes according to its state of development. The best method to classify
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Figure 1.1.12: Diagram for a facility layout search system.

oocytes is histology, although experienced personnel is required. The main developmental
states of oocytes are: Primary Growth (PG), Cortical Alveoli (CA), Vitellogenic (VIT), Hydrated (HYD) and Atretic (AT). The PG state corresponds to immature oocytes; CA, VIT and
HYD to mature ones; and AT corresponds to those mature oocytes that will be resorpted
(i.e. non-ovulated). Depending on the objective of the study, these main states could be
divided in sub-states. Specifically, the specie Reinhardtius hippoglossoides, also known as
Greenland halibut, presents some irregularities in the maturation processes [86, 63] that
could suggest that individual spawning does not necessarily occur on an annual basis as
for most exploited fish. This specie presents a unique reproductive development pattern,
with ovaries simultaneously containing oocytes developing for the current and subsequent
reproductive seasons [92, 65]. Four sub-levels of development within the VIT state have
been identified (VIT1, VIT2, VIT3 and VIT4) in this specie (see Figure 1.1.13). When maturation begins, a group of oocytes evolves from PG to CA and progresses until reach VIT2;
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then some oocytes (called the leading cohort) continue the progression (VIT3-VIT4-HYD),
while the rest of mature oocytes (secondary cohort) remains in VIT2 (likely until the next
spawning season) or become AT. To analyse oocyte cohort dynamic and estimate egg production it is necessary to classify correctly the VIT sub-states (note that these sub-states
also present an ordinal nature, therefore motivating the application of such techniques in
this case).

Figure 1.1.13: Examples of histological images of fish specie Reinhardtius hippoglossoides. The cell
outlines were manually annotated by experts using the Govocitos software tool. The color identifies the state of development of the oocyte: black (PG), red (CA), pink (VIT1), cyan (VIT2), blue
(VIT3), orange and green (VIT4).

1.2.

Motivation and challenges
From the previous section, two main issues can be noted concerning ordinal classi-

fication: firstly, the need to define and use different metrics for error characterisation and,
secondly, the exploitation of the data ordering. These two issues have been the focus of
most of the ordinal classification works of the related literature. However, in addition to
these, there are other issues that have not been solved up to the date. Firstly, since class labels often represent ranks or degrees, class overlapping is common between all or a subset
of classes. Specially for latent variable models, which are by far the most extended methods [112, 47], high dimensionality and nonlinearly separable data can make the mapping
function result into complex models that impose highly nonlinear transformations from
the input space to the latent space. Imposing too rigid models in these projections can derive into problems for classifying patterns in the class boundaries, specially in the presence
of the abovementioned noise or class overlapping. Secondly, as said, the most used and
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successful methods for this learning setting are threshold methods, i.e. models that try
to discover a mapping function f (x). Usually, the optimisation of a nonlinear separation
function is much more difficult than when dealing with linear functions, unless the kernel
trick is used (which is the case for most of ordinal classification algorithms). However,
kernel learning techniques specially designed for these algorithms have not been derived
yet and neither does a general method to kernelise any ordinal regression algorithm (independently of whether it can be cast in terms of inner products between patterns). Finally,
the class imbalance problem (a problem that poses a serious hindrance for learning and
which is encountered when one or several categories present a much lower prior probability) is also present in ordinal classification problems [56, 31, 47]. Indeed, for most real
world ordinal datasets, there are some classes that are naturally much more probable than
others (specially when the number of classes is high) and therefore the problem presents
an imbalanced nature.
Considering the ahead issues, we can synthesise the following open challenges that
constitute the objectives of this thesis:
State-of-the-art in ordinal regression. Compared with nominal classification, ordinal regression is a machine learning field much less studied and explored. However, there
are several works and literature dealing with ordinal regression, and it is necessary
to properly analyse them. A taxonomy of ordinal regression methods and an effort to
gather and compare all of the algorithms would help to contextualise the proposals
in this field.
Ordinal decomposition methods and a more general technique. As will be analysed,
one of the most simple and common approaches to ordinal regression is to decompose the labelling space into more simpler ones and solve the associated classification
problems separately in order to finally merge all of the output responses into a single
output variable. This formulation allows the use of binary classification methods and
usually obtains good results at a generally reasonable computational load. This thesis will analyse the different proposals under this framework in order to formulate a
more general technique.
Ordinal kernel learning techniques. Kernel methods are one of the most common choices when performing an ordinal regression learning task. There methods help to deal
with the nonlinear nature of the data and have shown to perform very well for this
learning setting as opposed to other pioneer linear methods. However, few efforts
have been made to reformulate kernel learning algorithms and create a general method to kernelise any ordinal regression algorithm (which could be useful to improve
the abovementioned linear methods).
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Class imbalance. Classification methods in machine learning often conveniently assume
that the prior class probability distribution is of high entropy. However, this is not
the case in many real-world applications from areas such as medical diagnosis, information retrieval, fraud detection, fault monitoring and others. The classification
paradigm when one or several classes have a much lower prior probability is known
as imbalanced classification and poses a serious hindrance for the learning process.
Imbalanced datasets are very common in the setting of ordinal regression, because
there are some classes that are, by nature, of lower probability. Therefore, the study
of the existing sampling methods is interesting in order to reformulate the most adequate ones for the paradigm of ordinal regression, and test then their performance.
The analysis of different potential real-world applications. In this thesis, the applicability of the different developed techniques is also going to be tested in order to
analyse their performance in a different framework than those of benchmark datasets. To do so, different potential fields of research in which ordinal learning problems could be considered will be selected and studied, such as the ones discussed
in previous section.

1.3.

Objectives
The present thesis addresses the aforementioned open challenges. All these challen-

ges result in the following formal objectives.
1. State-of-the-art in ordinal regression objectives:
a) To propose an ordinal regression method taxonomy. The first part in the study
consist on a review of the state-of-the-art in ordinal regression. Although this
objective is implicit in most theses, ordinal regression is a very recent field and,
up to the authors knowledge, there are not surveys related to this topic. Thereafter, it is even more important to collect related works and also to propose
a taxonomy to organize existing methods in order to properly contribute to the
state-of-the-art.
b) To select benchmark datasets. Preliminary exploration of the state-of-the-art suggests that there are no public specific datasets repositories for ordinal classification. The most used dataset repository in the literature is the ordinal regression benchmark datasets provided by Chu et al. [25]. However, the benchmark
datasets provided by Chu and Ghahramani are not real ordinal classification
datasets but regression ones for which the target variable has been discretised
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into several equal-width bins. We identify two problems regarding these datasets: first, as said, the datasets are not real classification datasets; and second,
using same width intervals for classes label generation produce an artificial
class imbalance in the datasets.
c) To test their performance in real-world data. Most of the developed methods
in this setting have been tested using the aforementioned regression datasets,
being their performance not realistic. Therefore, it could be useful to study and
compare ordinal and nominal methods in a real-world application in order to
analyse the potential improvement in the results.
2. The study and development of a decomposition method, which can be divided in the
following objectives:
a) To derive a general method to decompose the labelling space considering the ordinal nature of the data and focusing equally on each class in order to take into
account the potential imbalance of the data.
b) To propose and test different approaches for merging the predictions from the classifiers of the different decomposed learning problems. More specifically, compare
static approaches to that ones that require a specific training (dynamic approaches).
3. The following objectives try to face the kernel learning open challenge:
a) To analyse most common and successful techniques for kernel learning. To enumerate the advantages and disadvantages of these methods in order to analyse
which will is the best suited to be redefined for tackling ordinal regression problems.
b) To reformulate and improve the algorithm chosen in the previous objective to ordinal regression and test whether it achieves significant better performance than
other chosen ordinal kernel methods.
c) To derive a method to kernelise any linear ordinal regression algorithm (even
those that can not be cast in terms of dot products) in order to improve its
performance and compare it to other learning methods which can deal with
nonlinear data boundaries (and therefore study whether the detriment in the
results of these linear methods as compared to others was only produced by
their inability to properly exploit nonlinear data).
4. The class imbalance challenge has resulted in the following objectives:
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a) To review the different alternatives that have been considered in the imbalanced
classification literature in order to properly identify the most successful techniques and solve the different issues that have been noted in some of the nominal
approaches.
b) To address these issues and formulate a more general and flexible methodology
for this problem (in this case, for nominal classification).
c) To explore new solutions considering ordinal imbalanced problems in order to
analyse their behaviour. More specifically, ordinal over-sampling methods are
to be derived not only to balance the class distribution but also to improve the
quality of data.
5. Application of ordinal regression methods to real-world problems. In this thesis,
some learning problems will be addressed under the umbrella of ordinal regression.
The ultimate goal is to justify the research in this field. There are three objectives
associated to this open challenge:
a) To develop a model for donor-recipient matching in liver transplantation. Learning models are being developed nowadays for the complex task of assigning
the most compatible recipient to a donor in organ transplantation based on the
survival principle. The main problem of these methods is that they only consider the binary classification task (success or potential rejection of the organ),
not allowing the discrimination between different patients which are predicted
to be compatible. We will propose a more fine model, which, ideally, will be
capable of predicting the time leading up to organ failure (if it does indeed
occur) by using an ordinal regression approach. This thesis aims at testing and
analysing this model in order to extract some knowledge of its behaviour.
b) To develop a tool to rank the EU countries according to their advances in sustainable development. Sustainable development is a major challenge for nations,
even more so in the current economic crisis and uncertain environment. Although different indicators, indices and rankings to measure and monitor these
advances at the macro level exist, the benefits for stakeholders and policy makers are still limited because of the absence of predictive models. In order to do
so and to analyse the characteristics that could be said to be of most importance
for sustainable development ordinal methods will be also used.
c) To analyse the usefulness of ordinal classification in other real-world settings. The
other two applications presented (the facility layout problem and the classification of states of development in occytes) will be considered in this case in order
to study the potential superiority of ordinal classifiers over nominal ones. The
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case of the facility layout is of special interest, as it will demonstrate whether
ordinal classification should be used when considering user preferences.

1.4.

Summary of the thesis
The concept of machine learning is one of the most actively researched in the branch

of artificial intelligence. The most basic idea behind this paradigm is to create intelligent
models able to automatically learn from data. The applicability of machine learning is
vast, given its naturally generic root (i.e. discovering patterns from data). Therefore, some application examples could be found in areas such as robotics, medicine, finances,
microbiology, agronomy and others, where a predictive or data clustering model could be
of vital importance for some specific purpose.
Within this machine learning research area, different paradigms can be found. However, the classification paradigm is one of the most useful and studied ones given its
relevance. This paradigm can be subsequently divided into several groups, according to
the nature of the different types of models and the considered data. Each subdivision of
machine learning is focused on different challenges and aims, and their study is of great
significance for the literature and for its applications. Ordinal classification (also called
ordinal regression) is one of these examples. It is a less studied area with great potential
and a wide range of possible and helpful applications. The main topic of this thesis is precisely the study of the ordinal classification paradigm: the discovery and identification of
the different challenges, the study of the existing approaches and the development of new
techniques. The main difference between this paradigm and the standard classification
one is the natural order between the categories or classes in the problem. In contrast to
regression, the number of ranks is finite and there is no knowledge about the distances
among them. Ordinal classification problems are common in real-world, a few examples
being preference learning, credit rating or risk rating.
There are several challenges that have been identified for the concept of ordinal
classification and that form the research line of the present thesis. More specifically, these are: the necessity of reviewing the state-of-the-art, exploring in depth decomposition
techniques, deriving specific kernel learning techniques and approaching the problem of
imbalanced classification.
As stated before, ordinal classification has been less explored when compared to
binary or multinomial classification. However, several works in the literature have been
published, making therefore their analysis a necessary and preliminary step of the current
thesis. A taxonomy of ordinal regression methods and an effort to gather and compare
the main methods, datasets, libraries and metrics for their evaluation would help to con-
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textualise the proposals in the field. This is precisely the first challenge of the current
thesis. In this sense, the literature regarding ordinal regression has been reviewed and
the methods have been organised according to a proposed taxonomy. The main methods
for each group have been selected and their performance is compared in a wide and thorough statistical analysis. Different techniques outstand from these groups depending on
different criteria, such as time or several evaluation metrics. Moreover, the proposals are
studied on a real-world database in order to validate the potential advantages of ordinal
methods over nominal techniques in practice. More specifically, the case of predicting the
state-of-development of occytes is considered.
As it is noted in this review of the state-of-the-art, one of the most common approaches to ordinal classification is the use of a labelling decomposition procedure. This
formulation allows the use of binary classification methods and has been shown to lead,
in general, to good results at a reasonable computational load. This thesis analyses the
different proposals under this framework in order to formulate a more general ordinal
technique. Different strategies for fusing the outputs of the constructed models are explored (such as the error correcting output codes or different trainable strategies), as well
as the use of decomposition methods for imbalanced classification problems (via the use
of a cascade utility model). The interpretability of such decomposition approaches is also
analysed when using linear models. Two applications are taken into account in this case: the rating towards sustainable development of EU countries and the construction of a
donor-recipient assignation model in organ transplantation.
Moreover, kernel mapping is one of the most widespread approaches to intrinsically
derive nonlinear classifiers. However, few efforts have been paid to study and compare
the different kernel learning techniques proposed in the literature, i.e. methods focused
on selecting and adjusting the kernel function to the data itself. Each of these methods is
designed for a very specific setting or data distribution. Then, the analysis of these techniques is vital to highlight the most advantageous ones. Kernel methods are also a common
choice for ordinal classification algorithms, since these methods help to deal with the nonlinear nature of the data and have shown to perform very well for this learning setting, as
opposed to other pioneer linear methods. However, no kernel learning technique has been
derived until the date for ordinal classification. This thesis introduces a first approximation to this idea, where a previous analysis of kernel learning techniques is also conducted,
in order to highlight the most interesting ones. Furthermore, the empirical feature space
has been used for kernelising several binary classification algorithms that can not be cast
in terms of inner products. We propose the use of this empirical feature space for obtaining a nonlinear version of the most commonly used ordinal regression linear classifiers.
A dimensionality reduction technique is usually employed, in order to reduce the data dimensionality while approximating the data. This proposal is also extended to the case of
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ordinal classification by maintaining the ordinal information when reducing the number
of dimensions.
Finally, the imbalanced nature of some real-world data is also one of the current
challenges for machine learning researchers. Most approaches to deal with this issue oversample the minority class through convex combination of its patterns, which could result
in data inconsistencies. The nature of these inconsistencies is explored and they are fixed
in this thesis in order to provide a more robust and fair method for tackling the data imbalance. To do so, the notion of empirical feature space induced by a kernel function, which
has been mentioned before, is used. Class imbalance has also been seen to represent a
general issue for ordinal classifiers, since there are classes, usually the most extreme ones,
which are naturally of lower probability. The study of a method, then, able to consider
the order information when generating new synthetic patters is considered by means of
graph-based techniques.
Note that all of the above-mentioned challenges and hypothesis have been validated
by using a set of benchmark ordinal classification and binary datasets (when necessary)
and thorough statistical comparisons. The majority of the datasets are extracted from the
well-known UCI repository. In addition, some of the ordinal regression benchmark datasets
were also considered, since they are widely used in the ordinal regression literature.
The work done in this thesis is reflected in thirteen papers in international conferences and nine papers in international journals.

1.5.

Publications
Figure 1.5.1 shows a diagram presenting the topic (or topics) related to each of the

publications associated to the current thesis. The following international journal papers
include some of the ideas of this thesis:
J1 M. Pérez-Ortiz, P.A. Gutiérrez and C. Hervás Martı́nez. Projection-Based Ensemble
Learning for Ordinal Regression. IEEE Transactions on Cybernetics, 44(5):681–694,
2014, Impact Factor (2013): 3.781 (Q1).
J2 M. Pérez-Ortiz, M. Cruz-Ramı́rez, M. D. Ayllón-Terán, N. Heaton, R. Ciria and C.
Hervás-Martı́nez. An organ allocation system for liver transplantation based on ordinal regression. Applied Soft Computing, 14:88–98, 2014, Impact Factor (2013):
2.679 (Q1).
J3 M. Pérez-Ortiz, M. de la Paz-Marı́n, P.A. Gutiérrez and C. Hervás-Martı́nez. Classification of EU countries’ progress towards sustainable development based on ordinal
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Figure 1.5.1: Diagram for the publications associated to this thesis and their relation to the three
main topics of the thesis: ordinal classification, kernel-based learning and imbalanced data.

regression techniques. Knowledge-Based Systems, 66:178–189, 2014, Impact Factor
(2013): 3.058 (Q1).
J4 M. Pérez-Ortiz, P.A. Gutiérrez, M. Cruz-Ramı́rez, J. Sánchez-Monedero and C. HervásMartı́nez. Kernelising the Proportional Odds Model through Kernel Learning techniques. Neurocomputing, In press, 2014, Impact Factor (2013): 2.005 (Q1).
J5 M. Pérez-Ortiz, P.A. Gutiérrez, C. Hervás-Martı́nez and X. Yao. Graph-Based Approaches for Over-sampling in the context of Ordinal Regression. IEEE Transactions
on Knowledge and Data Engineering (TKDE), In press, 2015, Impact Factor (2013):
1.815 (Q1).
Some ideas have been submitted to different journals and are currently under review
process:
J6 P.A. Gutiérrez, M. Pérez-Ortiz, J. Sánchez-Monedero, F. Fernández-Navarro and C.
Hervás-Martı́nez. Ordinal regression methods: survey and experimental study. IEEE
Transactions on Knowledge and Data Engineering (Second Revision), 2014, Impact
Factor (2013): 1.815 (Q1).
J7 M. Pérez-Ortiz, M. Fernández-Delgado, E. Cernadas, R. Domı́nguez-Pétit, P.A. Gutiérrez and C. Hervás-Martı́nez. On the use of nominal and ordinal classifiers for
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the discrimination of states of development in fish oocytes. Neural Processing Letters
(Second Revision), 2014, Impact Factor (2013): 1.237 (Q2).
J8 M. Pérez-Ortiz, P.A. Gutiérrez, J. Sánchez-Monedero and C. Hervás-Martı́nez. A
study on multi-scale kernel optimisation via centred kernel-target alignment. Neural
Processing Letters (Under Review), 2014, Impact Factor (2013): 1.237 (Q2).
J9 M. Pérez-Ortiz, P.A. Gutiérrez, P. Tino and C. Hervás-Martı́nez. Over-sampling the
minority class in the feature space. Submitted to IEEE Transactions on Neural Networks and Learning Systems (Under Review), 2014, Impact Factor (2013): 4.370
(Q1).
Moreover, some works have also been published in national and international conferences:
C1 M. Pérez-Ortiz, P.A. Gutiérrez, C. Garcı́a-Alonso, L. Salvador-Carulla, J.A. SalinasPérez y C. Hervás-Martı́nez. Ordinal classification of depression spatial hot-spots of
prevalence. In Intelligent Systems Design and Applications (ISDA), pages 1170–1175,
2011, Córdoba, Spain.
C2 P.A. Gutiérrez, M. Pérez-Ortiz, F. Fernandez-Navarro, J. Sánchez-Monedero, and C.
Hervás-Martı́nez. An experimental study of different ordinal regression methods and
measures. In 7th International Conference on Hybrid Artificial Intelligence Systems, pages 296–307, 2012, Salamanca, Spain.

C3 M. Pérez-Ortiz, L. Garcı́a-Hernández, L. Salas-Morera, C.Hervás-Martı́nez and A.
Arauzo-Azofra. An ordinal regression approach for the unequal area facility layout
problem. In Soft Computing Models in Industrial and Environmental Applications (SOCO), pages 13–21, 2012, Ostrava, Czech Republic.
C4 M. Pérez-Ortiz, A. Arauzo-Azofra, C. Hervás-Martı́nez, L. Garcı́a-Hernández y L.
Salas-Morera. A system learning user preferences for multiobjective optimization
of facility layouts. In Soft Computing Models in Industrial and Environmental Applications (SOCO), pages 43–52, 2012, Ostrava, Czech Republic.
C5 M. Pérez-Ortiz, P.A. Gutiérrez, C. Hervás-Martı́nez, J. Briceño y M. de la Mata. An
ensemble approach for ordinal threshold models applied to liver transplantation. In
International Joint Conference on Neural Networks (IJCNN), pages 2795–2802, 2012,
Brisbane, Australia.
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C6 P. A. Gutiérrez, M. Pérez-Ortiz, J. Sánchez-Monedero, and C. Hervás-Martı́nez. Estudio comparativo de distintos métodos de umbral en regresión ordinal. In IX Congreso Español de Metaheurı́sticas, Algoritmos Evolutivos y Bioinspirados (MAEB), pages
872–881, 2013, Madrid, Spain.
C7 M. Pérez-Ortiz, P.A. Gutiérrez, J. Sánchez-Monedero and C. Hervás-Martı́nez. Multiscale support vector machine optimization by kernel-target alignment. In European
Symposium on Artificial Neural Networks, Computational Intelligence and Machine
Learning (ESANN), pages 391–396, 2013, Bruges, Belgium.
C8 M. Pérez-Ortiz, P.A. Gutiérrez and C. Hervás-Martı́nez. Synthetic over-sampling in
the empirical feature space. In European Symposium on Artificial Neural Networks,
Computational Intelligence and Machine Learning (ESANN), pages 385–390, 2013,
Bruges, Belgium.
C9 M. Pérez-Ortiz, R. Colmenarejo, J.C. Fernández-Caballero y C. Hervás-Martı́nez. Can
machine learning techniques help to improve the common fisheries policy?. In International Work Conference on Artificial Neural Networks (IWANN), Lecture Notes in
Computer Science Volume 7903, pages 278–286, 2013, Tenerife, Spain.
C10 M. Pérez-Ortiz, P.A. Gutiérrez, M. Cruz-Ramı́rez, J. Sánchez-Monedero and C. HervásMartı́nez. Kernelizing the proportional odds model through the empirical kernel
mapping. In International Work Conference on Artificial Neural Networks (IWANN),
Lectures Notes in Computer Science Volume 7902, pages 270–280, 2013, Tenerife,
Spain.
C11 M. Pérez-Ortiz, P.A. Gutiérrez and C. Hervás-Martı́nez. Borderline kernel based oversampling. In International Conference on Hybrid Artificial Intelligence Systems (HAIS),
Lecture Notes in Computer Science Volume 8073, pages 472–481, 2013, Salamanca,
Spain.
C12 M. Pérez-Ortiz, P.A. Gutiérrez y C. Hervás-Martı́nez. Log-gamma distribution optimisation via maximum likelihood for ordered probability estimates. In International
Conference on Hybrid Artificial Intelligence Systems (HAIS), Lecture Notes in Computer Science Volume 8480, pages 454–465, 2014, Salamanca, Spain.
C13 M. Pérez-Ortiz, P.A. Gutiérrez and C. Hervás-Martı́nez. Learning kernel label decompositions for ordinal classification problems. In International Conference on Neural
Computation Theory and Applications, pages 218–225, 2014, Rome, Italy.
C14 M. Pérez-Ortiz, P.A. Gutiérrez and C. Hervás-Martı́nez. Incorporating privileged information to improve manifold ordinal regression. In International Conference on
Neural Computation Theory and Applications, pages 187–194, 2014, Rome, Italy.
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Other publications done during the PhD.:
• M. Cruz-Ramı́rez, C. Hervás-Martı́nez, P.A. Gutiérrez, M. Pérez-Ortiz, J. Briceño y
M. de la Mata. Memetic pareto differential evolutionary neural network for donor-

recipient matching in liver transplantation. Soft Computing, 17(2):275–284, 2013,
Impact Factor (2013): 1.304 (Q2).
• L. Garcı́a-Hernández, M. Pérez-Ortiz, A. Arauzo-Azofra, L. Salas-Morera y C. HervásMartı́nez. An evolutionary neural system for incorporating human expert knowledge

into the UA-FLP. Neurocomputing, 135:69–78, Impact Factor (2013): 2.005 (Q1).
• J. Sánchez-Monedero, P.A. Gutiérrez, M. Pérez-Ortiz y C. Hervás-Martı́nez. A n-

spheres based synthetic data generator for supervised classification. In International
Work Conference on Artificial Neural Networks (IWANN), Lectures Notes in Computer
Science Volume 7902, pages 613–621, 2013, Tenerife, Spain.

• M.D. Ayllón, R. Ciria, R. Valente, M. Cruz-Ramı́rez, M. Pérez-Ortiz, C. Hervás-Martı́nez, M. Rela, J. O’Grady, M. de la Mata, N.D. Heaton, J. Briceño. External european
validation of a multicenter model for donor-recipient matching in liver transplantation based on artificial neural networks. In 2014 International Liver Congress, pages
S381, 2014, London, United Kingdom.
• M. Pérez-Ortiz, P.A. Gutiérrez, J. Sánchez-Monedero, C. Hervás-Martı́nez, Athanasia
Nikolaou, Isabelle Dicaire y F. Fernández-Navarro. Time series segmentation of paleoclimate tipping points by an evolutionary algorithm. In International Conference
on Hybrid Artificial Intelligence Systems (HAIS), Lecture Notes in Computer Science
Volume 8480, pages 318–329, 2014, Salamanca Spain.
• M. Cruz-Ramı́rez, M. de la Paz-Marı́n, M. Pérez-Ortiz y C. Hervás-Martı́nez. Time

series segmentation and statistical characterisation of the Spanish stock market Ibex35 index. In International Conference on Hybrid Artificial Intelligence Systems (HAIS),
Lecture Notes in Computer Science Volume 8480, pages 74–85, 2014, Salamanca,
Spain.

• M. Rodrı́guez-Perálvarez, M. Cruz-Ramı́rez, E. Tsochatzis, C. Garcı́a-Caparrós, P. A.
Gutiérrez, G. Pieri, M. Pérez-Ortiz, D. Patch, J. L. Montero, J. O. Beirne, J. Briceño,

A.K. Burroughs, C. Hervás-Martı́nez y M. de la Mata. The role of machine learning
classifiers to predict early recurrence of hepatocellular carcinoma after liver transplantation, In The International Liver Congress, 2014, London, United Kingdom.

Learning is always rebellion... Every bit of new truth discovered is revolutionary to what was believed before.
Margaret Lee Runbeck
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The state-of-the-art in ordinal regression

This chapter presents a review of the state-of-the-art in ordinal regression, including
a taxonomy based on how the models are designed to take the order into account. Up to
the authors knowledge there are not similar reviews in this field. Moreover, the chapter
also includes a study of these classifiers on two real-world problems.
Main publications associated to this chapter:
• P.A. Gutiérrez, M. Pérez-Ortiz, J. Sánchez-Monedero, F. Fernández-Navarro and C.
Hervás-Martı́nez. Ordinal regression methods: survey and experimental study. IEEE

Transactions on Knowledge and Data Engineering (Second Revision), 2014, Impact
Factor (2013): 1.815 (Q2).
• M. Pérez-Ortiz, M. Fernández-Delgado, E. Cernadas, R. Domı́nguez-Pétit, P.A. Gu-

tiérrez and C. Hervás-Martı́nez. On the use of nominal and ordinal classifiers for
the discrimination of states of development in fish oocytes. Neural Processing Letters
(Second Revision), 2014, Impact Factor (2013): 1.237 (Q2).

• M. Pérez-Ortiz, A. Arauzo-Azofra, C. Hervás-Martı́nez, L. Garcı́a-Hernández y L.
Salas-Morera. A system learning user preferences for multiobjective optimization
of facility layouts. In Soft Computing Models in Industrial and Environmental Applications (SOCO), pages 43–52, 2012.
Other publications associated to this chapter:
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• M. Pérez-Ortiz, P.A. Gutiérrez, C. Garcı́a-Alonso, L. Salvador-Carulla, J.A. Salinas-

Pérez y C. Hervás-Martı́nez. Ordinal classification of depression spatial hot-spots of
prevalence. In Intelligent Systems Design and Applications (ISDA), pages 1170–1175,
2011.

• P.A. Gutiérrez, M. Pérez-Ortiz, F. Fernandez-Navarro, J. Sánchez-Monedero, and C.
Hervás-Martı́nez. An experimental study of different ordinal regression methods and

measures. In 7th International Conference on Hybrid Artificial Intelligence Systems,
pages 296–307, 2012.
• M. Pérez-Ortiz, L. Garcı́a-Hernández, L. Salas-Morera, C.Hervás-Martı́nez and A.

Arauzo-Azofra. An ordinal regression approach for the unequal area facility layout
problem. In Soft Computing Models in Industrial and Environmental Applications (SOCO), pages 13–21, 2012.

• P. A. Gutiérrez, M. Pérez-Ortiz, J. Sánchez-Monedero, and C. Hervás-Martı́nez. Estudio comparativo de distintos métodos de umbral en regresión ordinal. In IX Congreso Español de Metaheurı́sticas, Algoritmos Evolutivos y Bioinspirados (MAEB), pages
872–881, 2013.
• M. Pérez-Ortiz, R. Colmenarejo, J.C. Fernández-Caballero y C. Hervás-Martı́nez. Can
machine learning techniques help to improve the common fisheries policy?. In Inter-

national Work Conference on Artificial Neural Networks (IWANN), Lecture Notes in
Computer Science Volume 7903, pages 278–286, 2013.
The three main publications are now presented in the different subsections of this
chapter.

2.1.

Ordinal regression: survey and experimental study
The following paper presents a study on ordinal classification methods, one of the

current open challenges for machine learning researchers. In this sense, ordinal classification, or ordinal regression, focus on machine learning problems where there exist a natural
order of the categorical variable. Many real-world applications present this structure and
this has increased the number of methods and algorithms developed over the last years
in this field. Therefore, it is interesting the study and analysis of the different approaches already published. Because of this, this paper aims at surveying the state-of-the-art
and proposing a taxonomy for the different models. A thorough experimental design is
conducted to test the difference of ordinal and standard multiclass methods when using
ordinal data.
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More specifically, in this paper, the problem tackled is defined formally and extensively to help the reader, and ordinal classification is distinguished from other paradigms,
such as ranking, sorting or monotonic classification, among others. The taxonomy proposed mainly discriminates between naı̈ve approaches (which are indeed the most common
ones) and methods specially designed for ordinal classification. Under the term of naı̈ve
approaches several strategies can be found: the application of multiclass classification, regression or cost-sensitive techniques. The taxonomy also differentiates between ordinal
classification methods, dividing these into the following categories: binary decomposition
methods (distinguishing also between multiple model and single model approaches), threshold models (again separating discriminative, generative and ensemble models) and
finally, augmented binary classification techniques.
The most representative proposals from the different families of the previous taxonomy are used for the experiments. 27 ordinal datasets are considered, as well as three
evaluation metrics (the well-known accuracy, Acc, mean absolute error or M AE measure
which is the most widely used metric in ordinal classification, and the time in seconds).
Most datasets are publicly available real ordinal classification datasets extracted from benchmark repositories (UCI and mldata.org). However, other datasets representing regression tasks are also used, as they belong to one of the most widely used dataset repository
for ordinal classification (the one provided by Chu et al. [25]). As previously discussed,
these datasets are not real ordinal classification ones but regression problems, which are
turned into ordinal classification, the target variable being discretised into K different bins
with equal frequency.
Some conclusions are extracted from the results obtained in this paper. Firstly, it
should be noted that several ordinal regression methods could be emphasised according
to the different metrics considered. However, there are many factors that can influence
the choice of the method, and all of them should be taken into account. It is also important to note the poor performance obtained by most pioneer linear methods, such as
the proportional odds model [83], which is surprising given that it is one of the most widely used in real-world applications. The number of classes in the problem has been also
seen to be an important factor when considering the scalability of the different methods,
decomposition methods [39, 113] being the ones more affected by this. Both binary decomposition methods and threshold models (specially the reformulation of the support
vector machine [26]) obtain outstanding results, as well as the augmented binary decomposition approach [74], that produces a remarkable trade-off between Acc and M AE. On
the other hand, naı̈ve approaches have been seen to obtain promising results for Acc but
not for M AE, which is the main objective of this type of classification. Finally, if dealing
with large- scale datasets, the most appropriate option is the use of the extreme learning
machine algorithm for ordinal regression [33].
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Ordinal regression methods: survey and
experimental study
Pedro Antonio Gutiérrez, Member, IEEE, Marı́a Pérez-Ortiz, Javier SánchezMonedero, Francisco Fernández-Navarro, and César Hervás-Martı́nez, Senior Member, IEEE
Abstract—Ordinal regression problems are those machine learning problems where the objective is to classify patterns using a
categorical scale which shows a natural order between the labels. Many real-world applications present this labelling structure and
that has increased the number of methods and algorithms developed over the last years in this field. Although ordinal regression can
be faced using standard nominal classification techniques, there are several algorithms which can specifically benefit from the ordering
information. Therefore, this paper is aimed at reviewing the state of the art on these techniques and proposing a taxonomy based on
how the models are constructed to take the order into account. Furthermore, a thorough experimental study is proposed to check if the
use of the order information improves the performance of the models obtained, considering the most significant published approaches
within the taxonomy. The results confirm that ordering information benefits ordinal models improving their accuracy and the closeness
of the predictions to actual targets in the ordinal scale.
Index Terms—Ordinal regression, ordinal classification, binary decomposition, threshold methods, augmented binary classification,
proportional odds model, support vector machines, discriminant learning, artificial neural networks
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I NTRODUCTION

EARNING to classify or to predict numerical values
from prelabelled patterns is one of the central research topics in machine learning and data mining [1]–
[3]. However, less attention has been paid to ordinal
regression (also called ordinal classification) problems,
where the labels of the target variable exhibit a natural
ordering. For example, student satisfaction surveys usually involve rating teachers based on an ordinal scale
{poor, average, good, very good, excellent}. Hence, class
labels are imbued with order information, e.g. a sample
vector associated with class label average has a higher
rating (or better) than another from the poor class, but
good class is better than both. When dealing with this
kind of problems, two facts are decisive: misclassification costs are not the same for different errors (it is
clear that misclassifying an excellent teacher as poor
should be more penalised than misclassifying him/her
as very good) and the ordering information can be used
to construct more accurate models. A further distinction is made by Anderson [4], which differentiates two
major types of ordinal categorical variables, “grouped
continuous variables” and “assessed ordered categorical
variables”. The first one is a discretised version of an underlying continuous variable, which could be observed
This work has been partially subsidised by the TIN2011-22794 project of
the Spanish Ministry of Economy and Competitiveness (MINECO), FEDER
funds and the P2011-TIC-7508 project of the “Junta de Andalucı́a” (Spain).
P.A. Gutiérrez, M. Pérez-Ortiz, J. Sánchez-Monedero and C.
Hervás-Martı́nez are with the Department of Computer Science
and Numerical Analysis, University of Córdoba, Campus de
Rabanales, Albert Einstein building, 14017 - Córdoba, Spain, email:{pagutierrez,i82perom,jsanchezm,chervas}@uco.es
F. Fernández-Navarro is with the Department of Mathematics and Engineering, Loyola University Andalucı́a, Spain, e-mail: i22fenaf@uco.es

itself. The second one covers those variables where a user
provides his/her judgement on the grade of the ordered
categorical variable. However, imposing an ordering is
meaningful for both cases.
Ordinal regression problems are very common in
many research areas, and they have been frequently
considered as standard nominal problems which can
lead to non-optimal solutions. Indeed, ordinal regression
problems can be said to be between classification and
regression, presenting some similarities and differences.
Some of the fields where ordinal regression is found
are medical research [5]–[11], age estimation [12], brain
computer interface [13], credit rating [14]–[17], econometric modelling [18], face recognition [19]–[21], facial
beauty assessment [22], image classification [23], wind
speed prediction [24], social sciences [25], text classification [26], and more. All these works are examples of
application of specifically designed ordinal regression
models, where the ordering consideration improves their
performance with respect to their nominal counterparts.
In statistics, ordinal data were firstly studied by using
a link function able to model the underlying probability for generating ordinal labels [4]. The field of
ordinal regression has evolved in the last decade, with
a plethora of noteworthy research progress made in
supervised learning [27], from support vector machine
(SVM) formulations [28], [29] to Gaussian processes [30]
or discriminant learning [31], to name a few. However,
up to the authors’ knowledge, these methods have not
yet been categorised in a general taxonomy, which is
essential for further research and for identifying the
developments made and the present state of existing
methods. This paper contributes a review of the stateof-the-art of ordinal regression, a taxonomy proposal to
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better organise the advances in this field, and an experimental study with a complete repository of datasets
and a total of 16 ordinal regression methods (including
a software tool to run and test all the methods).
Several objectives motivate the experimental study.
First of all, our focus is on evaluating the necessity
of taking ordering information into account. In [32],
ordinal meta-models were compared with respect to
their nominal counterparts to check their ability to exploit ordinal information. The work concludes that such
meta-methods do exploit ordinal information and may
yield better performance. However, as will be analysed
in this work, specifically designed ordinal regression
methods can further improve the results with respect to
meta-model approaches. Another study [33] argues that
ordinal classifiers may not present meaningful advantages over the analogue non-ordinal methods, based on
accuracy and Cohen’s Kappa statistic [34]. The results
of the present review show that statistically significant
differences are found when using measures which take
the order into account, which is the case of the Mean
Absolute Error (M AE), i.e. the average deviation between predicted and actual targets in number of categories. The second main motivation of this paper is to
provide some guidelines to decide on the best methods
in terms of accuracy, M AE and computational time.
Since there are not specific repositories of ordinal regression datasets, proposals are usually evaluated using
discretised regression ones, where the target variable is
simply divided into different bins or classes. 24 of these
discretised datasets are used for our study, in addition to
17 real benchmark ordinal regression datasets extracted
from public repositories. The last objective is to evaluate
whether the methods behave differently depending on
the nature of the datasets.
This paper is a significant extension of a preliminary
conference version [35]: a deeper analysis of the stateof-the-art has been performed, including most recent
proposals and a taxonomy to group them. Moreover, the
experimental study includes more methods and datasets.
The rest of the paper is organised as follows. Section 2
introduces the problem of ordinal regression and briefly
describes its differences from some related machine
learning topics outside the scope of this paper. Section
3 revises ordinal regression state-of-the-art by grouping
different methods with a proposed taxonomy. The main
representatives of each family are then empirically compared in Section 4, where the experiments are described
and the corresponding results are studied and discussed.
Finally, Section 5 deals with the main achievements.

2
2.1

N OTATION

AND NATURE OF THE PROBLEM

Problem definition

The ordinal regression problem consists on predicting
the label y of an input vector x, where x ∈ X ⊆ RK and
y ∈ Y = {C1 , C2 , . . . , CQ }, i.e. x is in a K-dimensional
input space and y is in a label space of Q different labels
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corresponding to the categories. The objective is to find
a classification rule or function f : X → Y to predict the
labels of new patterns, given a training set of N points,
D = {(xi , yi ), i = 1, . . . , N }. A natural label ordering is
included for ordinal regression, C1 ≺ C2 ≺ . . . ≺ CQ ,
where ≺ is an order relation given by the nature of
the classification problem. Many ordinal regression measures and algorithms consider the rank of the label, i.e.
the position of the label in the ordinal scale, which can
be expressed by the function O(·), in such a way that
O(Cq ) = q, q = 1, . . . , Q. The difference between this
setting and other related ones is now established. The
assumption of an order between class labels makes that
two different elements of Y can be always compared by
using the relation ≺, which is not possible under the
nominal classification setting. If compared to regression
(where y ∈ R), it is true that real values in R can be
ordered by the standard < operator, but labels in ordinal
regression (y ∈ Y) do not carry metric information, so the
category serves as a qualitative indication of the pattern
rather than a quantitative one.
2.2 Ordinal regression in the context of ranking and
sorting
Although ordinal regression has been paid attention
recently, the amount of related research topics is worth
to be mentioned. First, it is important to remark the
differences between ordinal regression and other related
ranking problems. There are three terms to be clarified:
ranking, sorting and multipartite ranking.
Ranking generally refers to those problems where the
algorithm is given a set of ordered labels [36], with one
label for each pattern, and the objective is to learn a rule
able to rank patterns by using this discrete set of labels.
The induced ordering should be partial with respect to
the patterns, in the sense that ties are allowed. This rule
should be able to obtain a good ranking, but not to
classify patterns in the correct class. For example, if the
labels predicted by a classifier are shifted one category
(in the ordinal scale) with respect to the actual ones, the
classifier will still be a perfect ranker.
Another term, sorting [36] is referred to the problem
where the algorithm is given a total order for the training
dataset and the objective is to rank new sets during the
test phase. As we can see, this is equivalent to a ranking
problem where the size of the label set is equal to the
number of training points, Q = N . Ties are not allowed
for the prediction. Again, the interest is in learning a
function that can give a total ordering of the patterns
instead of a concrete label.
The multipartite ranking problem is a generalisation
of the well-known bipartite ranking one. ROC analysis,
which evaluates the ability of classifiers to sort positive
and negative instances in terms of the area under the
ROC curve, is a clear example of training a binary
classifier to perform well in a bipartite ranking problem.
Multipartite ranking can be seen as an intermediate point
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between ranking and sorting. It is similar to ranking
because training patterns are labelled with one of Q
ordered ratings (Q = 2 for bipartite ranking), but here
the goal is to learn from them a ranking function able
to induce a total order in accordance with the given
training ratings [37]–[39], which is similar to sorting. The
objective of multipartite ranking is to obtain a classifier
which ranks “high” classes ahead of “low” classes (in
the ordinal scale), being this a refinement of the order
information provided by an ordinal classifier, as the latter does not distinguish between objects within the same
category. The relationship between multipartite ranking
and ordinal classification is discussed in [38]. An ordinal
regression classifier can be used as a ranking function by
interpreting the class labels as scores. However, this type
of scoring will produce a large number of ties (which
is not desirable for multipartite ranking). On the other
hand, a multipartite ranking function f (·) can be turned
into an ordinal classifier by deriving thresholds to define
an interval for each class, but how to find the optimal
thresholds is an open issue.
A more general term is learning to rank, gathering
different methods in which the goal is to automatically
construct a ranking model from training data [40]. Methods used for the three previously mentioned problems
can be used for learning to rank ones. Moreover, ordinal
regression can be used as a learning to rank algorithm,
where the categories are individually evaluated for each
training pattern, using a finite ordinal scale. In this
context, we refer now to the categorisation presented
in [40], which establishes different families of ranking
model structures: pointwise or itemwise ranking (where the
relevance of an input vector x is predicted by using either real-valued scores or ordinal labels), pairwise ranking
(where the relative order between two input vectors x
and x0 is tried to be predicted, i.e. the local comparison
nature of ranking, which can be easily cast to binary
classification) and listwise ranking (where the algorithms
try to order a finite set of patterns S = {x1 , x2 , . . . , xN }
by minimising the inconsistency between the predicted
permutation and the training permutation. All these
categories are connected to ordinal regression in [41].
In summary, ordinal regression is a pointwise approach to classify data, where the labels exhibit a natural
order. It is related to the problems of ranking, sorting
and multipartite ranking, but, during the test phase, its
objective is to obtain correct labels or labels as close
as possible to the correct ones, not a correct relative
partial order of the patterns (ranking), a total order of
patterns in accordance to the order of the training set
(sorting) or a total order in accordance to the training
labels (multipartite ranking).
2.3

Advanced related topics

In this section, other advanced methods related to ordinal regression are surveyed. They are outside the scope
of this paper, as they consider different learning settings
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Monotonic classification [42]–[44] is a special class of
ordinal classification task, where there are monotonicity
constraints between features and decision classes, i.e.
x  x0 → f (x) ≥ f (x0 ) [45], where x  x0 means
that x dominates x0 , i.e. xk ≥ x0k , k = 1, . . . , K. Monotonic classification tasks are very common in real-world
problems [43] (e.g. consider the case where employers
must select their employees based on their education and
experience), where monotonicity may be an important
model requirement for justifying the decision made. This
kind of problems have been approached, for example, by
decision trees [43], [46] and rough set theory [44].
A recent work is concerned with transductive ordinal
regression [27], where a SVM model is derived to learn
from a set of labelled and unlabelled patterns. The core
of their formulation is an objective function that caters
to several commonly used loss functions in transductive
settings, but for ordinal regression. This SVM model is
combined with a proposed label swapping scheme for
multiple class transduction to derive ordinal decision
boundaries that pass through a low-density region of
the augmented labelled and unlabelled data. Another
related work [47] considers transfer learning in the same
context, where the objective is to obtain a classifier for
new target domains using the available label information
of other related source domains. The proposed method
spans the feasible solution space with an ensemble of
ordinal classifiers from the multiple relevant source domains, using the maximum margin criterion.
Uncertainty has been included in ordinal regression
models in two different ways. Nondeterministic ordinal
classifiers (defined as those allowed to predict more
than one label for some patterns) are considered in [48].
In [49] a kernel model is proposed for those ordinal
problems where partial class memberships probabilities
are available instead of crisp labels.
One step forward [50] considers those problems where
the prediction labels follow a circular order (e.g. directional predictions).

3

AN

ORDINAL REGRESSION TAXONOMY

In this section, a taxonomy of ordinal regression methods
is proposed. With this purpose we firstly review what
have been referred to as naı̈ve approaches, in the sense that
the model is obtained by using other standard machine
learning prediction algorithms (e.g. nominal classification or standard regression). Secondly, ordinal binary decomposition approaches are reviewed, the main idea being
to decompose the ordinal problem into several binary
ones, which are separately solved by multiple models
or by one multiple-output model. The third group will
include the set of methods known as threshold models,
which are based on the general idea of approximating a
real value predictor and then dividing the real line into
intervals. The taxonomy proposed is given in Fig. 1.
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3.1

4

Naı̈ve approaches
Ordinal
Regression

Ordinal regression problems can be easily simplified
into other standard problems, which generally involves
making some assumptions. As will be later discussed,
these methods can be very competitive given that, even
though these assumptions may not hold, they inherit the
performance of very well-tuned models.
3.1.1 Regression
One idea is to cast all the different labels {C1 , C2 , . . . , CQ }
into real values {r1 , r2 , . . . , rQ } [51], where ri ∈ R, and
then to apply standard regression techniques [2], [52],
[53] (such as neural networks, support vector regression...). Typically, the value of each label is related to
its position in the ordinal scale, i.e. ri = i. For example,
Kramer et al. [54] map the ordinal scale by assigning
numerical values, applying a regression tree model and
rounding the results for assigning the class when predicting new values. They also evaluate the possibility of
using the median, the mode, or the rounded mean of all
the patterns in the leaves of the tree. The main problem
with these approaches is that real values used for the
labels may hinder the performance of the regression
algorithms, and there is no principled way of deciding
the value a label should have without prior information
about the problem, since the distance between classes
is unknown. Moreover, regression learners will be more
sensitive to the representation of the label rather than
its ordering [55]. A recent alternative is proposed in
[56], where, instead of choosing arbitrary ordered values
for the different labels, the variable is reconstructed by
examining the different pairwise class distances.
3.1.2 Nominal classification
Ordinal classification problems are usually considered
from a standard nominal perspective, and the order
between classes is simply ignored. Some researchers
routinely apply nominal response data analysis methods
(yielding results invariant to the permutation of the
categories) to both nominal and ordinal target variables
alike because they are both categorical [57]. Nominal
classification algorithms ignore the ordering of the labels,
thus requiring more training data [55]. The Support
Vector Machine paradigm (SVM) [58] is perhaps the most
common kernel learning method for statistical pattern
recognition. Beyond the application of the kernel trick to
allow non-linear decision discriminants, and the slackvariables to avoid inseparability, relax the constraints
and handle noisy data, the original binary SVM had to
be reformulated to deal with multiclass problems [59].
3.1.3 Cost-sensitive classification
A more advanced method that can be considered in this
group is cost-sensitive learning. Many real-world applications of machine learning and data mining require the
evaluation of the learned system with different costs
for different types of misclassification errors [60]. This

Naı̈ve
Approaches

Regression

Nominal
Classification

Cost
Sensitive
Classification

Ordinal Binary
Decompositions

Multiple
Models

Multiple
Output
Single
Model

Threshold
Models

Cumulative Link Models
Support Vector Machines
Discriminant Learning
Perceptron Learning
Augmented Binary Classification
Ensembles
Gaussian Processes

Fig. 1. Proposed taxonomy for ordinal regression methods
TABLE 1
Example of different cost matrices for a five class
classification problems, with class labels
y ∈ Y = {C1 , C2 , C3 , C4 , C5 }.
Zero-one
Absolute cost
Quadratic cost

 
 

0 1 1 1 1
0 1 2 3 4
0
1 4 9 16
0 1 4
9
1 0 1 1 1 1 0 1 2 3  1

 
 

1 0 1
4
1 1 0 1 1 2 1 0 1 2  4
1 1 1 0 1 3 2 1 0 1  9
4 1 0
1
1 1 1 1 0
4 3 2 1 0
16 9 4 1
0
Actual class labels are arranged in rows, while predicted class labels are
arranged in columns.

is the case with ordinal regression, although the exact
costs for misclassification can not be always evaluated
a priori. The cost of misclassifications can be forced to
be different depending on the distance between real
and predicted classes, in the ordinal scale. The work
of Kotsiantis and Pintelas [61] considers cost-sensitive
classification, by using absolute costs (i.e. the element
cij of the cost matrix C is equal to the difference in
the number of categories, cij = |i − j|). Different algorithms are shown to obtain better M AE values when
cost matrices are used, without harming (in fact even
improving) accuracy [61]. We include two cost matrices
for a five class problem in Table 1, with the absolute
cost matrix and the quadratic cost (cij = |i − j|2 ),
together with a zero-one cost matrix, which is the one
assumed in nominal classification. Other possibilities are
to choose asymmetric costs or non-convex two-Gaussian
cost [41]. Again, the main problem is that, without a
priori knowledge of the ordinal regression problem, it
is not clear which cost matrix is more suitable.
3.2

Ordinal binary decompositions

This group includes all those methods which are based
on decomposing the ordinal target variable into several
binary ones, which are then estimated by a single or
multiple models. A summary of the decompositions is
given in Table 2, where five classes are considered, each
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TABLE 2
Binary decompositions for a 5-class ordinal problem, with
class labels y ∈ Y = {C1 , C2 , C3 , C4 , C5 }.
OneVsAll


+, −, −, −, −
−, +, −, −, −


−, −, +, −, −
−, −, −, +, −
−, −, −, −, +

OrderedPartitions


−, −, −, −
+, −, −, −


+, +, −, −
+, +, +, −
+, +, +, +

Nominal decompositions
OneVsOne


−, −, −, −, , , , , ,
 +, , , , −, −, −, , , 


 , +, , , +, , , −, −, 
 , , +, , , +, , +, , −
, , , +, , , +, , +, +
Ordinal decompositions
OneVsNext
OneVsFollowers
OneVsPrevious

 
 

−, , ,
−, , ,
+, +, +, +
 +, −, ,   +, −, ,  +, +, +, −

 
 

 , +, −,   +, +, −,   +, +, −, 
 , , +, − +, +, +, −  +, −, , 
,

,

,+

+, +, +, +

−,

,

,

method generating a different decomposition matrix.
Columns of the matrix correspond to the binary subproblems and rows to the role of each class for each subproblem. The symbol + is associated to the positive class and
the symbol − to the negative one. If the class is not used
in the specific binary subproblem, no symbol is included
in the corresponding position. OneVsAll and OveVsOne
formulations are nominal classification methods (and
should be listed as naı̈ve approaches), but they have been
included in this table for comparison purposes. Note
the high number of binary decompositions needed by
OneVsOne (in this case, 10 combinations).
Two main issues have to be taken into account when
analysing the methods herein presented: 1) some of them
are based on the idea of training a different model for
each subproblem (multiple model approaches), while
others learn one single model for all the subproblems; 2)
apart from defining how to decompose the problem, it
is important to define a rule for predicting new patterns,
once the decision values are obtained. For the prediction
phase, the corresponding binary codes of Table 2 can be
considered as part of the error-correcting output codes
(ECOC) framework [62], where the predicted class is the
one closest to the code formed by all binary responses.
Taking the first criterion into account, we have divided
ordinal binary decomposition algorithms into multiple
model and multiple-output single model approaches.
3.2.1

Multiple model approaches

Ordinal information gives us the possibility of comparing the different labels. For a given rank q, a direct
question can be the following, “is the label of pattern x
greater than q?” [41]. This question is clearly a binary
classification problem, so ordinal classification can be
solved by considering each binary classification problem
independently and combining the binary outputs into a
label, which is the approach followed by Frank and Hall
in [63] (this decomposition is called OrderedPartitions in
Table 2). In their work, Frank and Hall considered C4.5
as the binary classifier and the decision of the different
binary classifiers were combined by using associated

probabilities pq = P (y  Cq |x), q = 1, . . . , Q − 1:
P (y = C1 |x) ≈ 1 − p1 , P (y = CQ |x) ≈ pQ−1 ,

P (y = Cq |x) ≈ pq−1 − pq , 2 ≤ q ≤ Q − 1.

Note that this approach may lead to negative probability
estimates [64], given that binary classifiers are independently learned and nothing assures that pq−1 < pq .
When there is no need for proper probability estimations,
prediction can be done by selecting the maximum.
In the work of Waegeman et al. [65], this framework
is used but explicit weights over the patterns of each
binary system are imposed, in such a way that errors on
training objects are penalised proportionally to the absolute difference between their rank and q (the category
examined). Additionally, labels for the test set are obtained by combining the estimated outcomes yq of all the
Q−1 binary classifiers. The interpretation of these binary
outcomes yqi ∈ {+1, −1}, q = 1, . . . , Q − 1, i = 1, . . . , N,
intuitively leads to yi  Cq if yqi = +1. In this way, the
rank k is assigned to pattern xi so that yqi = −1, ∀q < k,
and yqi = +1, ∀q ≥ k. As stated by the authors, this
strategy can result in ambiguities for some test patterns,
and they should be solved by using similar techniques
to those considered for nominal classification. A very
similar scheme is proposed in [12], where the weights
are obtained slightly differently, and different kernels are
used for the different binary classification sub-problems.
Other ordinal binary decompositions can be found
in the literature. The cascade linear utility model [66]
considers Q−1 projections, in such a way that projection
q separates classes C1 ∪ . . . ∪ CQ−q−1 from class CQ−q ,
i.e. one class is eliminated for each projection (this is
the OneVsPrevious decomposition in Table 2). The predictions are then combined by a union utility function.
Finally, binary SVMs were also applied to ordinal regression [15], by making use of the ordinal pairwise
partitioning approach [14]. This approach is composed of
four different reformulations of the classical OneVsOne
and OneVsAll paradigms. OneVsNext considers that each
binary classifier q separates class Cq from class Cq+1 , and
OneVsFollowers (which is similar to the OneVsPrevious
approach in [66] but in the opposite direction) constructs
each binary classifier q for the task of separating class Cq
from classes Cq+1 ∪ . . . ∪ CQ . The prediction phase is then
approached by examining each binary classifier in order,
so that, if a model predicts that the pattern is in the class
which is isolated (not grouped with other classes), then
this is the predicted class. This can be done in a forward
manner or in a backward manner [15].
Finally, another possibility [67] is to derive a classifier
for each class but separating the labels into groups
of three classes (instead of only two) for intermediate
subtasks (labels lower than Cq , label Cq , and labels
higher than Cq ), or two classes for the extreme ones.
The objective is to incorporate the order information in
the subclassification tasks. Although the decomposition
for intermediate classes is not binary but ternary, this
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approach has been included in this group because its
motivation is similar to all the aforementioned.
3.2.2 Multiple-output single model approaches
Among non-parametric models, one appealing property
of neural networks is that they can handle multiple
responses in a seamless fashion [68]. Usually, as many
output neurons as the number of target variables are
included in the output layer and targets are presented
to the network in the form of vectors ti , i = 1, . . . , N .
When applied to nominal classification, the most usual
approach is to consider a 1-of-Q coding scheme [53],
i.e. ti = {ti1 , . . . , tiQ }, tiq = 1 if xi corresponds to an
example belonging to class Cq , and tiq = 0 (or tiq =
−1), otherwise. In the ordinal regression framework,
one can take the ordering information into account to
design specific ordinal target coding schemes, which
can improve the performance of the methods. Indeed,
all the decompositions in Table 2 can be used to train
neural networks, by taking each row as the code for
the target class, ti , and a single model will be obtained
for all related subproblems (considering that each output
neuron is solving each subproblem). This can be done by
assigning a value (+1, 0 or −1) to each of the different
symbols (+ or −) in Table 2. For sigmoidal output
neurons, a 1 is assigned for positive symbols (+) and a 0
for negative ones (−). For hyperbolic functions, negative
symbols are represented with a −1 and positive ones
also with a 1. Those decompositions where a class is
not involved should be treated as a “does not matter”
condition where, whatever the output response, no error
signal should be generated [69].
A generalisation of ordinal perceptron learning [70]
in neural networks was proposed in [71]. The method
is based on two main ideas: 1) the targets are coded
using the OrderedPartitions approach; and 2) instead of
using the softmax function [53] for the output nodes, a
standard sigmoid function is imposed, and the category
assigned to a pattern is equal to the index previous to
that of the first output node whose value is higher than
a predefined threshold T , or when no nodes are left.
This method ignores inconsistencies (e.g. a sigmoid with
value higher than T after the index selected).
Extreme learning machines (ELMs) are single-layer
feedforward neural networks, where the hidden layer
does not need to be tuned given that corresponding
weights are randomly assigned. ELMs have demonstrated good scalability and generalisation performance
with a faster learning speed when compared to other
models such as SVMs [72]. They have been adapted
to ordinal regression [73], and one of the proposed
ordinal ELMs also considers OrderedPartitions targets.
Additionally, multiple models are also trained using the
OneVsOne and the OrderedPartitions approaches. For the
prediction phase, the loss-based decoding approach [62]
is utilised, i.e. the chosen label is that which minimises
the exponential loss, k = arg minq=1,...,Q d (Mq , y(x)) ,
where Mq is the code associated to class q (q-th row
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of the coding matrix), y(x) is the vector of predictions, and d (Mq , y(x)) is the exponential loss function,
PQ
d (Mq , y(x)) = i=1 exp (Mqi · yi (x)). The values of the
vector y(x) are assumed to be in the [−1, +1] range,
and those of Mq in the set {−1, 0, +1}. The single ELM
was found to obtain slightly better generalisation results
and also to report the lowest computational time [73].
Other adaption of the ELM is found in [74], where
an evolutionary algorithm is applied to optimise the
different weights of the model by using a fitness function
to impose the ordering restriction in model selection. A
different approach is taken in [75], where the ordinal
constraints are included into the weights connecting the
hidden and output layers.
Costa [69] followed a probabilistic framework to propose another neural network architecture able to exploit
the ordinal nature of the data. The proposal is based
on the joint prediction of constrained concurrent events,
which can be turned into a classification task defined
in a suitable space through a “partitive approach”. An
appropriate entropic loss is derived for P(Y), i.e. the
set of subsets of Y, where Y is a set of Q elementary
events. A probability for each possible subset should
be estimated, leading to a total of 2Q probabilities.
However, depending on the classification problem, not
all possibilities should be examined. For example, this is
simplified for random variables taking values in finite ordered sets (i.e. ordinal regression), as well as in the case
of independent boolean random variables (i.e. nominal
classification). To adapt neural networks to the ordinal
case structure, targets were reformulated following the
OneVsFollowers approach and the prediction phase was
accomplished by considering that, under its constrained
entropic loss formulation, the output of the q-th output
neuron estimates the probability that q and q − 1 events
are both true. This methodology was further evaluated
and compared in other works [64], [76], [77].
Although all these neural network approaches consist
of a single model, they are trained independently in
the sense that the output of the neurons do not depend
on the other outputs (only on common nonlinear transformations of the inputs). That is the reason why we
have included them into the category of ordinal binary
decompositions.
These neural network models can be grouped under
the term multitask learning [78] (MTL), which is a learning paradigm that considers the case of simultaneously
tackling several related tasks. Any of the different proposals in this field could be applied to train a single
model for the different ordinal decompositions analysed
in this section. Indeed, one of the existing proposals,
MTL via conic programming [79], was validated in the
context of ordinal regression, showing promising results.
3.3 Threshold models
Often, in the ordinal regression paradigm, it is natural
to assume that an unobserved continuous variable underlies the ordinal response variable. Such a variable
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is called a latent variable, and methods based on that
assumption are known as threshold models, which are
the most popular approaches for modelling ordinal and
ranking problems [49]. These methodologies estimate:
• A function f (x) that tries to predict the nature
of those underlying real-valued outcomes, which
acts as a projection function (similar to the ranking
function to be learned by multipartite algorithms).
Q−1
• A set of thresholds b = (b1 , b2 , . . . , bQ−1 ) ∈ R
to
represent intervals in the range of f (x), which must
satisfy the constraints b1 ≤ b2 ≤ . . . ≤ bQ−1 .
Threshold models can be seen as an extension of
naı̈ve regression models. The main difference between
these two approaches is that the distances among the
different classes are not defined a priori for threshold
models, being estimated during the learning process.
Although they are also related to (single-model) ordinal
binary decomposition approaches, inconsistencies in the
predictions can be found for the latter kind of models.
3.3.1 Cumulative link models
Arising from a statistical background, the Proportional
Odds Model (POM) is one of the first models specifically
designed for ordinal regression [80], dated back to 1980.
It is a member of a wider family of models recognised as
Cumulative Link Models (CLMs) [81]. In order to extend
binary logistic regression to ordinal regression, CLMs
predict probabilities of groups of contiguous categories,
taking the ordinal scale into account. In this way, cumulative probabilities P (y  Cj |x) are estimated, which can
be directly related to standard probabilities:
P (y  Cq |x) = P (y = C1 |x) + . . . + P (y = Cq |x),

P (y = Cq |x) = P (y  Cq |x) − P (y  Cq−1 |x),

with q = 1, . . . , Q, and considering by definition that
P (y  CQ |x) = 1. Stochastic ordering of space X is
satisfied by the following general model form [28]:
g −1 (P (y  Cq |x)) = bq − wT x, q = 1, . . . , Q,

where g −1 : [0, 1] → (−∞, +∞) is a monotonic function
often referred to as the inverse link function and bq is
the threshold defined for class Cq . This model is clearly
inspired by the latent variable motivation, considering
that f (x) = wT x is a linear transformation. A decision
rule f : X → Y is not fitted directly. If the ordinal response is a coarsely measured latent continuous variable
f (x), label Cq in the training set is observed if and only
if f (x) ∈ [bq−1 , bq ], where the function f (latent utility)
and b = (b0 , b1 , ..., bQ−1 , bQ ) are to be determined from
the data. It is assumed that b0 = −∞ and bQ = +∞,
so the real line, defined by f (x), x ∈ X , is divided
into Q consecutive intervals. Each region separated by
two consecutive biases corresponds to a category Cq . The
constraints b1 ≤ b2 ≤ . . . ≤ bQ−1 ensure that P (y  Cq |x)
increases with q [82].
Suppose a model of the latent variable, f (x) = wT x+,
where  is the random component with zero expectation,
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E[] = 0, distributed according to F . If a distribution
assumption F is made for , the cumulative model
is obtained by choosing the inverse distribution F−1
as the inverse link function g −1 . The most common
choice for the distribution of  is the logistic function
(which is indeed the one selected for the POM [83]),
although probit, complementary log-log, negative loglog or cauchit functions could also be used [81]. As will
be seen, all the models in this section are inspired by the
POM in the strategy assumed, obtaining a projection and
dividing this projection into different ordered intervals.
This projection can be used to obtain more information
about the confidence of the predictions by relating it to
its proximity to the biases. Additionally, the POM model
provides us with a solid probabilistic interpretation.
Focusing on the POM model [83], the distribution of
 is assumed to be the standard logistic function:


P (y  Cq |x)
= bq − wT x,
g −1 (P (y  Cq |x)) = ln
P (y  Cq |x)
where q = 1, . . . , Q − 1, odds(y  Cq |x) = exp(bq − wT x),
P (yCq |x)
. Therefore, the ratio of
so odds(y  Cq |x) = 1−P (yC
q |x)
the odds for two pattens x0 and x1 are proportional:
odds(y  Cq |x1 )
= exp(−wT (x1 − x0 )).
odds(y  Cq |x0 )

More flexible non-proportional alternatives have been
developed, one of them simply assuming different w for
each class (which is known as the generalised ordered
logit model [84]), and another applying the proportional
odds assumption only to a subset of variables (partial
proportional odds [85]). Moreover, Tutz [86] presented a
general framework for parametric models that extends
generalised additive models to incorporate nonparametric parts.
Another main problem with linear CLMs is that they
are rather inflexible since the decision functions are
always linear hyperplanes, this generally affecting the
performance of the model (as analysed in the experimental section of this work). A non-linear version of the
POM model was proposed in [18], [82] by simply setting
the projection f (x) to be the output of a neural network.
The probabilistic interpretation of CLMs can be used to
apply a maximum likelihood maximisation for setting
the network parameters. Gradient descent techniques
with proper constraints for the biases serve this purpose.
This non-linear generalisation of the POM model based
on neural networks was considered in [87], where an
evolutionary algorithm was applied to optimise all the
parameters considered. Linear ordinal logistic regression
was combined with nonlinear kernel machines using
primal-dual relations from Nystrom sampling [88]. However, to make the computation of the model feasible,
a sub-sample from the data had to be selected, which
limits the applicability to those cases where there is a
reasonable way to do this [88].
An interesting alternative to CLMs is the so-called
ordistic model presented in [89]. The work presents
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two threshold-based constructions which can be used
to generalise loss functions for binary labels, such as
the logistic and hinge loss, and another generalisation
of the logistic loss based on a probabilistic model for
ordered labels. Both constructions are based on including
Q−1 thresholds partitioning the real line to Q segments,
but they differ in how predictors outside the “correct”
segment (or too close to its edges) are penalised. The
immediate-threshold construction only penalises the violations of the two thresholds limiting this segment, while
the all-threshold one considers all of them.
3.3.2

Support vector machines

Because of their good generalisation performance, SVM
models are maybe the most widely applied ones to
ordinal regression, their structure being easily adapted
to that of threshold models. The proposal of Herbrich et
al. [28], [90] is the first SVM based algorithm, where they
consider a pairwise approach by deriving a new dataset
made up of all possible difference vectors xdij = xi − xj
and yij = sign (O(yi ) − O(yj )), with yi , yj ∈ {C1 , . . . , CQ }.
In contrast, all the SVM pointwise approaches share the
common objective of seeking Q − 1 parallel discriminant hyperplanes, all of them represented by a common
vector w and the scalars biases b1 ≤ . . . ≤ bQ−1 to
properly separate training data into ordered classes. In
this sense, several methodologies for the computation of
w and {b1 , . . . , bQ−1 } can be considered. The work of
Shashua and Levin [91] introduced two first methods:
the maximisation of the margin between the closest
neighbouring classes and the maximisation of the sum of
margins between classes. Both approaches present two
main problems [64]: the model is incompletely specified, because the thresholds are not uniquely defined,
and they may not be properly ordered at the optimal
solution, since the inequality b1 ≤ b2 ≤ . . . ≤ bQ−1 is not
included in the formulation.
Consequently, Chu and Keerthi [29], [92] proposed
two different reformulations for the same idea, solving
the problem of unordered thresholds at the solution.
On the one hand, they imposed explicit constraints on
the optimisation problem, only considering adjacent labels for threshold determination (Support Vector Ordinal
Regression with Explicit Constraints, SVOREX). On the
other hand, patterns in all the categories were allowed
to contribute errors for each hyperplane (SVOR with
Implicit Constraints, SVORIM), which, as they prove
[29], leads to automatically satisfied constraints in the
optimal solution. More specifically, the SVORIM learning
problem is defined as follows:


Nq
Nq
Q−1
q X
Q X
X X
X
1
q
∗q 

||w|| + C
ξji
+
ξji
,
min
w,b,ξ,ξ ∗ 2
q=1
j=1 i=1
j=q+1 i=1

q
q
subject to the constraints: w · xji − bk ≤ −1 + ξji
, ξji
≥0
j
(for j ∈ {1, . . . , q}, i ∈ {1, . . . , Nq }), and w · xi − bk+1 ≥
∗q
∗q
+1−ξji
, ξji
≥ 0 (for j ∈ {q+1, . . . , Q}, i ∈ {1, . . . , Nq }),
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∗q
q
are the slacks for the qand ξji
where b ∈ RQ−1 , ξji
th parallel hyperplane (defined for the left and right
part of the hyperplanes, respectively), and Nq is the
number of patterns of class Cq . They empirically found
that SVOREX performed better in terms of accuracy
(with a more local behaviour), and SVORIM preceded
in terms of absolute deviations in number of classes or
M AE (with a more global behaviour), and this is justified theoretically based on the loss minimised for each
method. The framework of reduction [41] also explains
this from the point of view of the cost matrices selected.
Our results seem to agree with these conclusions for
discretised regression datasets, but the differences are
not so clear for real ordinal regression ones. Generalisation properties for some ordinal regression algorithms,
including SVOR, were further studied in [93].
In [94], the errors of an ordinal SVM classifier are
studied separately depending on whether they correspond to upgrading errors (predicted label higher than
the actual one) or downgrading ones (the predicted label
being lower than the actual one). Authors address the
two-objective problem of finding a classifier maximising
simultaneously the two margins, and they show that the
whole set of Pareto-optimal solutions can be obtained by
solving a quadratic optimisation problem.
Some recent works focused on solving the bottleneck of these SVM proposals, which is usually the
high computational complexity to handle larger datasets.
Concerning this topic, two different proposals can be
distinguished: block-quantised support vector ordinal
regression [95] and ordinal-class core vector machines
[96]. The former is based on performing kernel k-means
and applying SVOR in the cluster representatives, on the
idea of approximating the kernel matrix K by K̃ which
will be composed of k 2 constant blocks, in such a way
that the problem scales with the number of clusters, instead of the dataset size. The latter is an extension of core
vector machines [97] in the ordinal regression setting.
Finally, an incremental version of SVOR algorithms is
proposed in [98].

3.3.3 Discriminant learning
Discriminant learning has also been reformulated to
tackle ordinal regression [31]. Discriminant analysis is
usually not considered as a classification technique by
itself, but rather as a supervised dimensionality reduction. Nonetheless, it is widely used for that purpose,
since, as a projection method, the definition of thresholds
can be used to discriminate the classes. In general, to
allow the computation of the optimal projection for the
data, this algorithm analyses two main objectives: the
maximisation of the between-class distance, and the minimisation of the within-class distance, by using variancecovariance matrices and the Rayleigh coefficient. In order
to reformulate the algorithm for ordinal regression, an
ordering constraint over contiguous classes is imposed
on the averages of projected patterns of each class, which
leads the algorithm to order projected patterns according
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to their label. This will preserve the ordinal information
and avoid some serious ordinal misclassification errors.
The original optimisation problem is transformed and
extended with a penalty term (C):
min J(w, ρ) = wT Sw w − Cρ,

PNq

subject to w (mq+1 − mq ) ≥ ρ, where mq =
i=1 xi ,
Sw is the the between-class scatter matrix and ρ represents the minimum difference of the projected means
between consecutive classes (if ρ > 0, the projected
means are correctly ranked). This methodology is known
as Kernel Discriminant Learning for Ordinal Regression
(KDLOR) [31] and it has been used in some later works
[9], [99]. In [100], the KDLOR model is extended by
trying to learn multiple orthogonal projections, which
are then combined into a final decision function.
The method was extended in [101], [102] based on
the idea of preserving the intrinsic geometry of the
data in the embedded non-linear structure, i.e. in the
induced high-dimensional feature space, via kernel mapping. This consideration is the basis of manifold learning
[53], and the algorithms mentioned construct a neighbourhood graph (which takes the ordinal nature of the
dataset into account) which is afterwards used to derive
the Laplacian matrix and obtain a projection which
considers the underlying manifold of the data. A related
method is proposed in [103], where several different
projections are iteratively derived.
3.3.4 Perceptron learning
PRank [104] is a perceptron online learning algorithm
with the structure of threshold models. It was then extended by approximating the Bayes point, what provides
good performance for generalisation [55].
3.3.5 Augmented binary classification
Although the approaches in Subsection 3.2 are simple
to implement, their generalisation performance cannot
be analysed easily. The two algorithms included in this
subsection work differently, and, as later analysed, the
models derived are equivalent to threshold models.
A reduction framework can be found in the works
of Lin and Li [41], [105], where ordinal regression is
reduced to binary classification, applying three steps:
1) Given a coding matrix M of (Q − 1) rows, input
patterns (xi , yi ) are transformed into extended bi(q) (q)
nary patterns by replicating them, (xi , yi ), with:
(q)

xi

(q)

= (xi , mq ), yi

TABLE 3
Extended binary transformation for three given patterns
(x1 , y1 = C1 ), (x2 , y2 = C2 ), (x3 , y3 = C3 ), the identity
coding matrix and the quadratic cost matrix.
(q)

1
Nq

T
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= 2Jq < O(yi )K − 1,

where q = 1, . . . , Q − 1, mq is the q-th row of M
and J·K is a Boolean test which is 1 if the inner
condition is true, and 0 otherwise. Q − 1 replicates
of each pattern are generated with weights:
wi,q = (Q − 1) · |CO(yi ),q − CO(yi ),q+1 |,

where i = 1, . . . , N , C is a V-shaped cost matrix (i.e.
CO(yi ),q−1 ≥ CO(yi ),q , if q ≤ O(yi ), and CO(yi ),q ≤

xi
i
1
1
2
2
3
3

q
1
2
1
2
1
2

wi,q
2 · |0 − 1|
2 · |1 − 4|
2 · |1 − 0|
2 · |0 − 1|
2 · |4 − 1|
2 · |1 − 0|

=
=
=
=
=
=

2
6
2
2
6
2

x
x1
x1
x2
x2
x3
x3

mq
{1, 0}
{0, 1}
{1, 0}
{0, 1}
{1, 0}
{0, 1}

(q)

2J1
2J2
2J1
2J2
2J1
2J2

<
<
<
<
<
<

yi
1K − 1
1K − 1
2K − 1
2K − 1
3K − 1
3K − 1

=
=
=
=
=
=

−1
−1
+1
−1
+1
+1

CO(yi ),q+1 , if q ≥ O(yi )). The cost matrix must be
defined a priori. An example of this transformation
is given in Table 3.
2) A single binary classifier with confidence outputs,
f (x, mk ), is trained for the new extended patterns,
aiming at a low weighted 0/1 loss.
3) A classification rule like the following is used to
construct a final prediction for new patterns:
r(x) = 1 +

Q−1
X
q=1

Jf (x, mq ) > 0K.

(1)

All the binary classification problems are solved jointly
by computing a single binary classifier. The most striking
characteristic of this algorithm is that it unifies many
existing ordinal regression algorithms [41], such as the
perceptron ones [104], kernel ranking [36], AdaBoost.OR
[106], ORBoost-LR and ORBoost-All thresholded ensemble models [107], CLM [81] or several ordinal SVM
proposals (oSVM [64], SVORIM and SVOREX [29]).
Moreover, it is important to highlight the theoretical
guarantees provided by the framework, including the
derived cost and regret bounds and the proof of equivalence between ordinal regression and binary classification. An extension of this reduction framework was
proposed in [108], where ordinal regression is proved to
be equivalent to a regular multiclass classification whose
distribution is changed. This extension is free of the
following restrictions: target functions should be rankmonotonic; and rows of loss matrix are convex.
The data replication method of Cardoso et al. [64]
(whose previous linear version appeared in [10]) is a
very similar framework, except that it essentially considers the absolute cost, consequently being less flexible.
However, for ordinal regression, increasing the error
with the absolute difference between the predicted and
estimated labels is a natural choice in the absence of any
other information [18]. An advantage of the framework
of data replication is that it includes a parameter s which
limits the number of adjacent classes considered, in such
a way that the replicate q is constructed by using the
q − s classes to its ’left’ and the q + s classes to its ’right’
[64]. This parameter s ∈ {1, ..., Q − 1} plays the role of
controlling the increase of data points.
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It is worth mentioning that augmented binary classification models and threshold models are closely related.
The intersection of the binary hyperplane obtained in
the extended dataset with each of the subspace replicas
can be projected to the original dataset [10] to derive
parallel boundaries, resulting in this way in a threshold
model. In fact, SVORIM and reduction to SVM is known
to be not so different in formulation [103]. The model
of Mathieson [18] (threshold model) is equivalent to
the one proposed in [64] (oNN, an augmented binary
classification model) if the activation function of the
output node is set to the logsig function and the model
is trained to predict the posterior probabilities when
fed with the original input variables and the variables
generated by the data replication method. The predicted
thresholds would be the weights of the connection of the
added Q − 2 components.
3.3.6

Ensembles

From a different perspective, the confidence of a binary
classifier can be regarded as an ordering preference.
RankBoost [109] is a boosting algorithm that constructs
an ensemble of those confidence functions to form a
better ordering preference. Some efforts were made to
apply a similar idea for ordinal regression problems,
deriving into Ordinal Regression Boosting (ORBoost)
[107]. The corresponding thresholded-ensemble models
inherit the good properties of ensembles, including more
stable predictions and sufficient power for approximating complicated target functions [110]. The model is
composed of confidence functions, and their weighted
linear combination is used as the projection f (x). Following a similar approach to [89], large margin bounds of
the classification error and the absolute error are derived,
from which two algorithms are presented: ORBoost
with all margins and ORBoost with left-right margins
[107]. Two alternative thresholded-ensemble algorithms
are presented in [111], both generating an ensemble
of ordinal decision rules based on forward stagewise
additive modelling.
With a different perspective, the well-known AdaBoost algorithm was recently extended to improve any
base ordinal regression algorithm [106]. The extension,
AdaBoost.OR, proved to inherit the good properties of
AdaBoost, improving both the training and test performances of existing ordinal classifiers. Another ordinal regression version of AdaBoost is proposed in [112], while
in this case the adaption is based on considering a cost
matrix both in pattern weighting and error updating.
The framework of negative correlation learning (where
the ensemble members are learnt in such a way that the
correlation between their responses is minimised) was
used in the context of ordinal regression [17], [113] by
calculating the correlation between the latent variable
estimations or, alternatively, between the probabilities
obtained by the ensemble members.
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3.3.7

Gaussian processes

All the previous threshold models can be considered
discriminative models in the sense that they estimate
directly the posterior P (y|x), or learn a function to map
the input x to class labels. On the contrary, generative
models learn a model of the joint probability P (x, y) of
input patterns x and label y, and make the prediction by
a Bayesian framework to estimate P (y|x).
Gaussian Processes for Ordinal Regression (GPOR)
[30] models the latent variable f (x) using Gaussian Processes, to estimate then all the parameters by means of
a Bayesian framework. The values of the latent function
{f (xi )} are assumed to be the given by random variables
indexed by their input vectors in a zero-mean Gaussian
process. Mercer kernel functions approximate the covariance between the functions of two input vectors. Given
the latent function f , the joint probability of observing
QN
the ordinal variables is P (D|f ) = i=1 P (yi |f (xi )), and
the Bayes theorem is applied to write the posterior probQN
1
ability P (f |D) = P (D)
i=1 P (yi |f (xi ))P (f ). A Gaussian
noise with zero mean and unknown variance σ 2 is assumed for the latent functions. The normalisation factor
P (D), more exactly P (D|θ), is known as the evidence
for the vector of hyperparameters θ and is estimated
in the paper by two different approaches: a Maximum
a Posteriori approach with Laplace approximation and
an Expectation Propagation with variational methods. A
more general GPOR was then proposed to tackle multiclass classification problems but with a free structure of
preferences over the labels [114]. A probabilistic sparse
kernel model was proposed for ordinal regression in
[115], where a Bayesian treatment was also employed
to train the model. A prior over the weights governed
by a set of hyperparameters was imposed, inspired by
the well-known relevance vector machine. Srijith et al.
have proposed a probabilistic least squares version of
GPOR [116], two different sparse versions [117] and a
semi-supervised version [118].
3.4

Other approaches and problem formulations

This subsection includes some methods that are difficult
to consider in the previous groups. For example, an
alternative methodology is proposed by da Costa et al.
[76], [77] for training ordinal regression models. The
main assumption of their proposal is that the random
variable class associated with a given pattern should
follow a unimodal distribution. For this purpose, they
provide two possible implementations: a parametric one,
where a specific discrete distribution is assumed and
the associated free parameters are estimated by a neural
network; and a non-parametric one, where no distribution is assumed but the error function is modified to
avoid errors from distant classes. The same idea was
then applied to SVMs in [119] by solving an ordinal
problem through a single optimisation process (the allat-once strategy).
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In [120], both decision trees and nearest neighbour
(NN) classifiers are applied to ordinal regression problems by introducing the notion of consistency: a small
change in the input data should not lead to a ’big jump’
in the output decision, i.e. adjacent decision regions
should have equal or consecutive labels. This rationale
was used as a post-processing mechanism of a standard
decision tree and as a pre- or post- processing step for
the NN method. An improvement was presented in [121]
to reduce the over-regularised decision region artifact by
using ensemble learning techniques.
Two ordinal learning vector quantisation schemes,
with metric learning, specifically designed for classifying
data items into ordered classes, are introduced in [122],
[123]. The methods use the order information during
training, both in the selection of the prototypes and for
determining the way they are updated.
Different prediction methods as a function of the error
measure to be minimised are presented in [124]. The paper discusses the fact that the Bayes optimal decision for
a classifier which return probability estimates is different
depending on the loss function considered for the errors.
In this way, for the maximisation of the accuracy one
should consider the mode (or maximum probability),
but the median of the probability distribution is the
optimal decision when minimising the M AE in ordinal
regression problems.

4

E XPERIMENTAL

STUDY

This section presents the design of the experimental
study followed in this paper (Subsection 4.1), the results
obtained for discretised regression datasets (Subsection
4.2) and for ordinal regression ones (Subsection 4.3), and
its corresponding discussion (Subsection 4.4).
4.1
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TABLE 4
Characteristics of the benchmark datasets
Discretised regression datasets
#Pat. #Attr. #Classes
Class distribution
74
27
5
≈ 15 per class
209
7
5
≈ 42 per class
506
14
5
≈ 101 per class
700
9
5
140 per class
4177
11
5
≈ 836 per class
8192
8
5
≈ 1639 per class
8192
32
5
≈ 1639 per class
8192
12
5
≈ 1639 per class
8192
21
5
≈ 1639 per class
20640
8
5
4128 per class
22784
8
5
≈ 4557 per class
22784 16
5
≈ 4557 per class
74
27
10
≈ 8 per class
209
7
10
≈ 21 per class
506
14
10
≈ 51 per class
700
9
10
70 per class
4177
11
10
≈ 418 per class
8192
8
10
≈ 820 per class
8192
32
10
≈ 820 per class
8192
12
10
≈ 820 per class
8192
21
10
≈ 820 per class
20640
8
10
2064 per class
22784
8
10
≈ 2279 per class
22784 16
10
≈ 2279 per class
Real ordinal regression datasets
Dataset
#Pat. #Attr. #Classes
Class distribution
contact-lenses (CL)
24
6
3
(15, 5, 4)
pasture (PA)
36
25
3
(12, 12, 12)
squash-stored (SS)
52
51
3
(23, 21, 8)
squash-unstored (SU) 52
52
3
(24, 24, 4)
tae (TA)
151
54
3
(49, 50, 52)
newthyroid (NT)
215
5
3
(30, 150, 35)
balance-scale (BS)
625
4
3
(288, 49, 288)
SWD (SW)
1000
10
4
(32, 352, 399, 217)
car (CA)
1728
21
4
(1210, 384, 69, 65)
bondrate (BO)
57
37
5
(6, 33, 12, 5, 1)
toy (TO)
300
2
5
(35, 87, 79, 68, 31)
eucalyptus (EU)
736
91
5
(180, 107, 130, 214, 105)
LEV (LE)
1000
4
5
(93, 280, 403, 197, 27)
automobile (AU)
205
71
6
(3, 22, 67, 54, 32, 27)
winequality-red (WR) 1599
11
6
(10, 53, 681, 638, 199, 18)
ESL (ES)
488
4
9
(2, 12, 38, 100,
116, 135, 62, 19, 4)
ERA (ER)
1000
4
9
(92, 142, 181, 172,
158, 118, 88, 31, 18)
Dataset
pyrim5 (P5)
machine5 (M5)
housing5 (H5)
stock5 (S5)
abalone5 (A5)
bank5 (B5)
bank5’ (BB5)
computer5 (C5)
computer5’ (CC5)
cal.housing5 (CH5)
census5 (CE5)
census5’ (CEE5)
pyrim10 (P10)
machine10 (M10)
housing10 (H10)
stock10 (S10)
abalone10 (A10)
bank10 (B10)
bank10’ (BB10)
computer10 (C10)
computer10’ (CC10)
cal.housing (CH10)
census10 (CE10)
census10’ (CEE10)

Experimental design

In this subsection, the experiments are clearly specified,
including the datasets and algorithms considered, the
parameters to optimise, the performance measures and
the statistical tests used for assessing the differences.
4.1.1 Datasets selected
The most widely used dataset repository is the one
provided by Chu et al. [30], including different regression benchmark datasets. These datasets are not
real ordinal classification ones but regression problems,
which are turned into ordinal classification, the target
variable being discretised into Q different bins with
equal frequency. It is clear that these datasets do not
exhibit some characteristics of typical complex classification tasks, such as class imbalance, given that all classes
are assigned the same number of patterns. Furthermore,
there are observed values of the actual target regression
variable (although they are ignored), so the classification
problem can be simpler than problems where these
values are not available and there are only categories.
On the other hand, we find interesting to check how the

algorithms perform in this more controlled environment
and to compare the conclusions obtained.
Table 4 shows the characteristics of the 41 datasets,
including the number of patterns, attributes and classes,
and also the number of patterns per class. The real
ordinal classification datasets were extracted from benchmark repositories1 (UCI [125] and mldata.org [126]),
and the regression ones were obtained from the website
of W. Chu2 . For the discretised datasets, we considered
Q = 5 and Q = 10 bins to evaluate the response
of the classifiers to the increase in the complexity of
the problem. The synthetic toy dataset was generated
as proposed in [77] with 300 patterns. All nominal attributes were transformed into as many binary attributes
as the number of categories and all the datasets were
property standardised.
1. We would like to note that many of these datasets have been
frequently considered in machine learning literature, ignoring the
ordering information.
2. http://www.gatsby.ucl.ac.uk/∼chuwei/ordinalregression.html
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4.1.2

Algorithms selected

We have selected some representatives of the different
families included in the proposed taxonomy (see Table
5). It is important to note that naı̈ve approaches and
ordinal binary decompositions can be applied using
almost any base binary classifier or regressor. In our experiments, we have selected in those cases SVMs, given
that they are suggested by many of the authors of the different works analysed. Starting with naı̈ve approaches,
the following methods were considered: 1) C-Support
Vector Classifier (C-SVC) with OneVsOne and OneVsAll
decompositions (SVC1V1 and SVC1VA), because they
are the two main approaches when applying SVM to
multiclass problems [59]. Although these methods consider binary decompositions, they have been included
in the nominal classification group, given that they do
not take the class order into account. 2) Support Vector
Regression (SVR) applied to a modified dataset where
the target variable Y = {C1 , C2 , . . . , CQ } is mapped to the
real values {0, 1/(Q − 1), 2/(Q − 1), . . . , 1}. The concrete
regression model considered is the -SVR [52]. 3) CostSensitive SVC (CSSVC), which is a C-SVC [59] with the
OneVsAll decomposition, where costs are included as
different weights [127] for the negative class of each
decomposition. Absolute costs are considered for the
errors.
Regarding the ordinal binary decompositions, the
methods considered are the following: 1) The OrderedPartitions decomposition was applied to the C-SVC classification algorithm (SVMOP), but including different
weights as proposed by Waegeman et al. [65]. However,
given the problem of possible ambiguities recognised
by the authors, probability estimates are obtained following the method presented in [128], considering the
fusion of probabilities presented by Frank and Hall [63]
(equation (1)). 2) The neural network model proposed in
[71] (NNOP). This model considers the OrderedPartitions
coding scheme for the labels and a rule for decisions
based on the first node whose output is higher than
a predefined threshold (T = 0.5, in our experiments).
We consider then the mean square error function over
the outputs and the iRProp+ algorithm [129] to optimise
the parameters. 3) Finally, the single model ordinal ELM
presented in [73] (ELMOP).
The threshold models considered are the following:
1) The POM [83], with the logit link function (the most
popular one). 2) A neural network approach based on
the POM (NNPOM), such as the one proposed by Mathieson [18]. By considering corresponding probabilities,
the cross entropy function is optimised by the iRProp+
algorithm [129]. Threshold constraints are satisfied by
substituting the set of parameters {b1 , b2 , . . . , bQ } by
2
{α1 , α1 +α22 , . . . , α1 +α22 +. . .+αQ
}, which allows unconstrained optimisation of {α1 , . . . , αQ }. 3) Ordinal support
vector formulations of Chu and Keerthi [29], including
both explicitly and implicitly constrained alternatives
(SVOREX and SVORIM). 4) KDLOR algorithm presented
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TABLE 5
Different algorithms considered for the experiments
Abbr.
SVC1V1
SVC1VA
SVR
CSSVC
SVMOP
NNOP
ELMOP
POM
NNPOM
SVOREX
SVORIM
KDLOR
GPOR
REDSVM
ORBALL
ORBLR

Short description

Naı̈ve approaches
Support Vector Classifier with OneVsOne [59]
Support Vector Classifier with OneVsAll [59]
Support Vector Machines for regression [52]
Cost-Sensitive Support Vector Classifier (CSSVC) [59]
Ordinal Binary decompositions
Support Vector Machines with OrderedPartitions [63], [65]
Neural Network with OrderedPartitions [71]
Extreme Learning Machine with OrderedPartitions [73]
Threshold models
Proportional Odds Model [80]
Neural Network based on Proportional Odd Model [18]
Support Vector Ordinal Regression with Explicit Constraints [29]
Support Vector Ordinal Regression with Implicit Constraints [29]
Kernel Discriminant Learning for Ordinal Regression [31]
Gaussian Processes for Ordinal Regression [30]
Reduction applied to Support Vector Machines [41]
Ordinal Regression Boosting with All margins [107]
Ordinal Regression Boosting with Left-Right margins [107]

in [31]. 5) The GPOR method [30] including automatic
relevance determination, as proposed by the authors. 6)
The reduction from ordinal regression to binary classification applied to SVMs (REDSVM) was also considered.
The configuration used was the identity coding matrix,
the absolute cost matrix and the standard binary softmargin SVM, as proposed in [41]. 7) Finally, the ORBoost
method with all margins and left-right margins [107]
(ORBALL and ORBLR). As proposed by the authors, the
total number of ensemble members is set to T = 2000,
and normalised sigmoid functions are used as the base
classifier, where the smoothness parameter is γ = 4 [107].
4.1.3 Performance evaluation and model selection
Different measures can be considered for evaluating
ordinal regression models [119], [130], [131]. However,
the most common ones are the Mean Zero-one Error
(M ZE) and the Mean Absolute Error (M AE). M ZE is
the error rate of the classifier:
M ZE =

N
1 X ∗
Jy 6= yi K = 1 − Acc,
N i=1 i

where yi is the true label, yi∗ is the predicted label and
Acc is the accuracy of classifier. M ZE values range from
0 to 1. It is related to global performance, but without
considering different errors with regards to ordering.
The M AE is the average deviation in absolute value
of the predicted rank (O(yi∗ )) from the true one (O(yi ))
[131]:
N
1 X
|O(yi ) − O(yi∗ )|.
M AE =
N i=1

M AE values range from 0 to Q − 1 (maximum deviation
in number of categories). In this way, M ZE considers a
zero-one loss for misclassification, while M AE uses an
absolute cost. We consider these costs for evaluating the
datasets because they are most common (for example,
see [29]–[31], just to cite some of them).
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TABLE 6
Test M ZE results for each dataset and method, including the average over all the splits and the standard deviation.
Discretised regression datasets (M eanSD )
NNOP ELMOP POM NNPOM SVOREX
.646.109 .652.088 .485.118 .646.085 .508.095
.400.066 .402.074 .394.065 .431.073 .432.058
.358.026 .361.027 .355.018 .386.027 .329.022
.122.018 .112.014 .370.016 .119.015 .113.014
.520.009 .521.007 .539.005 .518.009 .512.006
.705.071 .545.046 .271.024 .765.023 .273.025
.780.014 .735.026 .639.026 .786.013 .652.024
.426.017 .461.030 .381.014 .453.036 .390.028
.406.017 .457.046 .342.019 .415.021 .343.016
.520.016 .547.019 .492.010 .527.032 .496.011
.587.023 .595.019 .558.010 .596.023 .555.013
.600.016 .599.016 .584.017 .634.020 .553.018
.506.178 .499.161 .451.114 .523.183 .430.148
.802.075 .794.081 .719.076 .850.073 .783.076
.621.058 .610.054 .642.059 .653.054 .624.062
.584.033 .599.029 .592.032 .606.033 .574.033
.249.033 .238.018 .561.019 .257.025 .235.023
.725.010 .731.008 .743.005 .719.008 .709.008
.851.044 .754.044 .472.019 .881.013 .506.020
.895.006 .869.014 .805.014 .894.006 .814.017
.634.011 .672.024 .580.014 .657.035 .598.027
.605.021 .645.024 .534.012 .628.021 .549.030
.723.015 .746.017 .704.011 .719.022 .702.012
.778.013 .778.012 .753.012 .786.014 .755.014
.785.009 .788.009 .780.008 .813.012 .758.009
.688.171 .685.162 .657.108 .705.173 .634.160
.597.194 .592.185 .554.151 .614.197 .532.184
Ordinal regression datasets (M eanSD )
Datasets SCV1V1 SVC1VA SVR
CSSVC SVMOP NNOP ELMOP POM NNPOM SVOREX
CL
.278.126 .278.110 .317.080 .261.136 .367.102 .283.125 .422.218 .383.170 .356.143 .356.129
PA
.307.119 .330.107 .337.129 .322.114 .319.091 .237.116 .400.184 .504.154 .344.178 .348.119
SS
.359.095 .403.145 .387.113 .395.134 .403.094 .395.116 .444.162 .618.152 .500.131 .374.127
SU .221.121 .279.158 .244.103 .269.156 .267.116 .295.113 .387.129 .651.142 .390.143 .264.114
TA
.439.059 .448.065 .396.073 .428.072 .456.057 .415.060 .436.079 .496.077 .453.090 .411.069
NT
.035.027 .041.029 .044.024 .038.025 .041.027 .035.022 .057.024 .028.022 .033.025 .034.023
BS
.028.015 .033.012 .165.027 .031.013 .034.014 .039.013 .087.023 .094.019 .062.048 .002.006
SW
.422.034 .437.035 .435.030 .429.032 .424.035 .423.035 .426.025 .432.030 .456.032 .432.030
CA
.006.005 .014.006 .027.006 .014.006 .003.004 .026.013 .159.015 .843.306 .106.022 .012.006
BO
.429.042 .431.060 .458.072 .433.060 .447.098 .533.093 .567.135 .656.161 .618.143 .453.062
TO
.050.026 .055.028 .068.037 .054.028 .072.028 .062.031 .071.029 .711.026 .062.032 .020.014
EU
.360.029 .445.026 .361.027 .435.026 .350.026 .423.036 .428.029 .851.016 .462.042 .364.027
LE
.368.025 .372.020 .375.025 .367.019 .367.025 .375.026 .367.022 .377.028 .382.024 .375.022
AU .246.058 .260.058 .321.067 .265.061 .258.042 .389.060 .381.061 .533.194 .550.077 .316.055
WI
.352.023 .361.024 .372.019 .362.023 .358.020 .402.018 .397.016 .403.015 .401.022 .373.019
ES
.307.037 .328.027 .296.034 .320.026 .289.032 .308.039 .302.039 .295.034 .341.129 .290.026
ER
.736.025 .825.026 .750.023 .801.029 .745.023 .708.017 .746.019 .744.021 .727.028 .714.026
AOR .291.187 .314.202 .315.175 .307.198 .306.188 .315.188 .357.179 .507.234 .367.199 .302.189
The best result for each dataset is in bold face and the second one in italics
Datasets SCV1V1
P5
.546.091
M5
.428.060
H5
.353.034
S5
.107.013
A5
.512.010
B5
.453.064
BB5 .709.021
C5
.421.016
CC5 .380.032
CH5 .519.021
CE5 .564.018
CEE5 .564.016
AD5 .463.148
P10
.775.069
M10 .597.055
H10 .597.025
S10 .206.022
A10 .713.008
B10
.755.033
BB10 .858.010
C10 .643.016
CC10 .603.013
CH10 .732.019
CE10 .770.012
CEE10 .778.022
AD10 .669.168
AD
.566.188

SVC1VA
.542.075
.452.061
.374.027
.112.017
.527.008
.539.044
.690.020
.470.017
.425.023
.542.022
.576.016
.585.017
.486.144
.758.064
.641.062
.636.028
.218.019
.733.012
.766.020
.860.011
.677.019
.647.020
.744.016
.780.015
.782.014
.687.163
.586.182

SVR
.492.090
.431.056
.351.031
.120.016
.530.007
.357.056
.664.020
.424.035
.375.018
.527.020
.587.015
.573.016
.453.144
.769.091
.634.065
.590.035
.231.019
.739.005
.588.052
.825.024
.634.032
.585.032
.725.013
.770.009
.767.014
.655.158
.554.180

CSSVC
.533.063
.458.059
.372.025
.107.016
.524.009
.546.032
.684.016
.463.020
.421.021
.546.023
.587.021
.585.018
.486.145
.758.063
.634.047
.623.019
.215.020
.725.008
.763.020
.848.009
.677.016
.651.027
.744.013
.779.011
.782.013
.683.162
.585.181

SVMOP
.521.083
.414.063
.351.030
.116.020
.507.010
.431.035
.693.019
.413.018
.370.024
.516.023
.567.017
.560.020
.455.144
.763.079
.643.047
.589.031
.212.021
.718.008
.704.047
.861.015
.631.016
.591.019
.733.022
.768.019
.771.013
.665.164
.560.185

Multiple random splits of the datasets were considered. For discretised regression datasets, 20 random
splits were done and the number of training and test
patterns were those suggested in [30]. For real ordinal
regression problems, 30 random stratified splits with
75% and 25% of the patterns in the training and test sets
were considered, respectively (as suggested in [132]). All
the partitions were the same for all the methods, and one
model was trained and evaluated for each split. Then,
M ZE or M AE were obtained, and the computational
times needed for training each model were also gathered.
All SVM classifiers or regressors were run using
the implementations available in the libsvm library
(version 3.0) [127]. The mnrfit function of Matlab
was used for training the POM model. The authors
of GPOR, SVOREX, SVORIM, RED-SVM and ORBoost
provide publicly available software implementations of

SVORIM
.498.092
.416.067
.325.027
.113.014
.524.008
.276.029
.646.024
.397.031
.338.014
.499.011
.556.012
.555.016
.428.148
.735.095
.629.054
.557.029
.234.021
.733.008
.494.021
.811.018
.607.024
.546.021
.707.015
.756.014
.759.012
.631.160
.530.183

KDLOR
.512.081
.425.064
.362.027
.113.013
.546.009
.315.048
.657.024
.429.027
.387.028
.510.017
.568.018
.552.016
.448.144
.756.086
.651.065
.599.038
.230.019
.744.009
.524.047
.816.019
.644.028
.611.034
.717.018
.776.014
.761.015
.653.159
.550.181

GPOR
.515.096
.403.054
.310.029
.109.015
.509.007
.267.017
.585.029
.377.014
.325.017
.497.017
.535.009
.539.009
.414.142
.779.087
.642.056
.542.026
.249.019
.708.005
.485.016
.777.014
.588.017
.527.013
.696.014
.736.007
.749.010
.623.155
.519.180

REDSVM ORBALL
.506.080 .562.067
.400.064 .389.069
.324.029 .328.025
.111.018 .101.014
.524.008 .529.008
.283.038 .329.028
.644.024 .673.018
.397.038 .458.026
.341.019 .434.031
.494.016 .515.012
.559.013 .592.016
.553.013 .583.011
.428.148 .458.155
.717.102 .760.091
.618.051 .606.055
.548.032 .551.029
.230.021 .232.025
.728.010 .732.007
.487.022 .560.023
.815.017 .831.012
.601.027 .654.015
.548.020 .642.024
.706.018 .713.011
.758.018 .778.010
.762.018 .774.007
.626.161 .653.160
.527.182 .555.184

ORBLR
.560.072
.377.071
.330.030
.103.012
.514.009
.329.028
.673.018
.457.025
.432.029
.513.011
.591.016
.582.010
.455.154
.760.095
.603.057
.545.031
.234.024
.713.008
.559.023
.832.013
.649.014
.631.019
.707.010
.772.009
.771.007
.648.159
.551.182

SVORIM
.383.117
.344.122
.372.129
.269.114
.401.072
.034.023
.002.006
.431.027
.012.005
.451.074
.020.014
.361.033
.380.018
.323.069
.373.020
.284.032
.751.021
.305.194

KDLOR
.339.155
.326.116
.392.125
.264.108
.433.055
.026.020
.160.031
.514.028
.047.010
.473.093
.107.032
.372.028
.458.031
.301.067
.350.019
.355.034
.805.031
.337.189

GPOR
.394.093
.478.178
.549.100
.356.162
.672.041
.034.024
.034.012
.422.031
.037.009
.422.032
.046.022
.314.034
.388.030
.389.073
.394.015
.287.031
.712.027
.349.210

REDSVM
.372.121
.326.116
.379.132
.269.119
.399.068
.032.023
.001.004
.429.027
.012.004
.436.055
.023.012
.362.035
.373.024
.317.070
.373.020
.287.030
.751.019
.302.193

ORBLR
.367.119
.270.116
.351.121
.303.112
.414.064
.041.030
.032.018
.437.032
.011.005
.453.095
.053.026
.375.033
.387.024
.299.053
.333.019
.325.029
.727.025
.305.184

ORBALL
.356.129
.300.121
.364.124
.297.098
.403.057
.042.029
.032.016
.439.032
.012.006
.458.091
.052.025
.380.029
.391.029
.294.055
.334.021
.323.022
.760.021
.308.189

their methods3 . All the experiments were run using a
common Matlab framework, with an Intel(R) Xeon(R)
CPU E5405 at 2.00GHz with 8GB of RAM. This framework is available, together with all the datasets and
partitions, the individual results and the detailed results
of the statistical tests, on the website associated with this
paper4 .
It is very important to consider a proper model selection process to assure a fair comparison. In this sense, all
model hyperparameters were selected by using a nested
five fold cross-validation over the training set. Once the
lowest cross-validation error alternative was obtained,
3. GPOR (http://www.gatsby.ucl.ac.uk/∼huwei/ordinalregression.
html),
SVOREX
and
SVORIM
(http://www.gatsby.ucl.
ac.uk/∼chuwei/svor.htm),
ORBoost
(http://www.work.
caltech.edu/∼htlin/program/orensemble/)
and
RED-SVM
(http://home.caltech.edu/∼htlin/program/libsvm/)
4. http://www.uco.es/grupos/ayrna/orreview
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TABLE 7
Test M AE results for each dataset and method, including the average over all the splits and the standard deviation.
Discretised regression datasets (M eanSD )
NNOP ELMOP POM NNPOM SVOREX
0.910.21 1.120.26 0.700.20 0.960.21 0.660.12
0.460.07 0.450.09 0.430.08 0.490.07 0.470.07
0.410.03 0.420.04 0.400.02 0.450.05 0.360.03
0.130.02 0.110.01 0.390.02 0.120.02 0.110.01
0.660.01 0.670.01 0.690.01 0.700.01 0.660.01
1.130.19 0.690.10 0.280.03 1.320.19 0.280.03
1.400.06 1.300.15 0.980.09 1.470.09 0.940.08
0.500.03 0.550.04 0.430.02 0.560.06 0.450.05
0.490.20 0.530.06 0.380.03 0.480.03 0.370.02
0.650.03 0.700.03 0.590.01 0.670.05 0.600.02
0.810.03 0.800.03 0.730.02 0.870.05 0.740.03
0.870.04 0.830.03 0.780.03 0.930.04 0.740.03
0.700.35 0.680.32 0.570.21 0.750.38 0.530.23
1.770.37 2.080.53 1.540.29 2.200.80 1.440.23
0.940.16 0.920.12 0.920.11 1.120.15 0.960.12
0.870.07 0.900.06 0.880.05 0.950.11 0.780.06
0.270.04 0.250.02 0.820.03 0.270.03 0.230.02
1.380.02 1.390.02 1.450.01 1.490.02 1.470.02
2.240.58 1.460.29 0.540.03 2.870.43 0.590.05
2.910.10 2.560.30 1.980.14 3.000.13 1.920.14
1.060.06 1.180.06 0.870.03 1.160.10 0.930.05
0.920.05 1.040.10 0.750.04 1.050.12 0.790.06
1.340.06 1.430.05 1.230.04 1.400.11 1.310.05
1.720.07 1.650.06 1.540.06 1.860.11 1.650.07
1.770.07 1.720.06 1.640.04 2.000.14 1.620.08
1.430.71 1.380.60 1.180.44 1.610.81 1.140.50
1.070.66 1.030.59 0.870.46 1.180.76 0.840.49
Ordinal regression datasets (M eanSD )
Datasets SCV1V1 SVC1VA SVR
CSSVC SVMOP NNOP ELMOP POM NNPOM SVOREX
CL
0.520.22 0.460.19 0.380.15 0.460.23 0.500.18 0.460.25 0.520.28 0.530.25 0.480.23 0.480.13
PA
0.300.14 0.320.10 0.320.12 0.340.13 0.290.13 0.240.11 0.400.14 0.590.20 0.370.22 0.330.12
SS
0.380.14 0.460.16 0.370.12 0.430.15 0.410.12 0.420.13 0.480.18 0.810.25 0.540.16 0.370.15
SU 0.220.13 0.280.18 0.270.10 0.280.17 0.270.12 0.280.10 0.420.14 0.830.23 0.420.14 0.260.12
TA
0.540.10 0.500.09 0.480.07 0.520.11 0.500.08 0.540.11 0.620.12 0.630.12 0.580.13 0.470.06
NT
0.040.03 0.040.02 0.050.03 0.040.02 0.040.03 0.040.02 0.050.02 0.030.02 0.030.03 0.030.02
BS
0.030.01 0.030.01 0.170.03 0.030.01 0.030.02 0.040.01 0.090.03 0.110.02 0.110.19 0.000.01
SW 0.440.04 0.480.04 0.450.03 0.480.04 0.450.04 0.450.04 0.450.03 0.450.03 0.480.04 0.450.03
CA
0.010.01 0.010.01 0.030.01 0.020.01 0.000.00 0.030.01 0.180.01 1.450.55 0.120.03 0.010.01
BO
0.640.10 0.600.10 0.590.10 0.570.11 0.590.12 0.670.16 0.650.17 0.950.32 0.800.21 0.620.09
TO
0.050.02 0.060.03 0.060.03 0.060.03 0.070.03 0.060.03 0.080.03 0.980.04 0.060.03 0.020.01
EU
0.410.04 0.510.04 0.400.03 0.510.04 0.400.03 0.480.04 0.530.05 1.940.25 0.570.08 0.400.04
LE
0.400.03 0.410.03 0.410.02 0.410.03 0.400.03 0.410.03 0.410.03 0.410.03 0.420.03 0.410.02
AU
0.360.10 0.390.10 0.390.08 0.390.10 0.370.08 0.500.09 0.540.09 0.950.69 0.850.15 0.420.09
WI
0.410.02 0.420.02 0.420.02 0.420.02 0.410.02 0.440.02 0.430.02 0.440.02 0.450.03 0.420.02
ES
0.320.04 0.350.04 0.310.04 0.340.03 0.300.04 0.320.04 0.320.03 0.310.04 0.460.63 0.300.04
ER
1.290.07 2.020.12 1.220.05 1.910.15 1.240.04 1.180.02 1.240.04 1.220.05 1.260.06 1.210.06
AOR 0.370.30 0.430.45 0.370.27 0.420.43 0.370.29 0.390.28 0.440.28 0.740.49 0.470.31 0.360.29
The best result for each dataset is in bold face and the second one in italics
Dataset
P5
M5
H5
S5
A5
B5
BB5
C5
CC5
CH5
CE5
CEE5
AD5
P10
M10
H10
S10
A10
B10
BB10
C10
CC10
CH10
CE10
CEE10
AD10
AD

SCV1V1
0.790.13
0.470.08
0.410.05
0.110.01
0.710.02
0.500.08
1.180.07
0.510.03
0.430.05
0.660.04
0.790.03
0.810.03
0.610.27
1.880.40
1.050.14
0.890.08
0.220.02
1.560.03
1.470.28
2.510.10
1.150.06
0.940.05
1.460.06
1.770.09
1.760.05
1.390.59
1.000.60

SVC1VA
0.750.18
0.550.08
0.440.04
0.110.01
0.790.02
0.670.09
1.180.05
0.590.05
0.500.03
0.750.04
0.860.04
0.880.08
0.670.27
1.880.35
1.140.15
1.070.09
0.220.02
1.730.06
1.620.09
2.600.18
1.300.11
1.140.06
1.670.08
1.910.12
1.920.06
1.520.60
1.090.62

SVR
0.660.14
0.480.09
0.380.04
0.120.02
0.660.01
0.360.05
0.940.08
0.490.03
0.400.02
0.630.03
0.760.03
0.740.02
0.550.22
1.430.22
1.030.15
0.800.06
0.240.02
1.380.02
0.720.11
1.910.12
0.990.05
0.830.05
1.270.04
1.550.04
1.530.05
1.140.46
0.850.46

CSSVC
0.740.15
0.550.10
0.440.04
0.110.02
0.780.02
0.670.07
1.190.07
0.570.04
0.500.03
0.750.04
0.870.05
0.860.04
0.670.27
1.820.43
1.110.16
1.030.09
0.230.02
1.740.03
1.640.16
2.580.14
1.280.13
1.120.07
1.630.07
1.920.17
1.890.06
1.500.59
1.080.62

SVMOP
0.690.16
0.460.08
0.400.04
0.110.02
0.670.01
0.470.04
1.090.07
0.500.03
0.420.04
0.640.03
0.770.03
0.790.04
0.580.25
1.460.30
0.990.09
0.880.06
0.220.02
1.430.03
0.980.06
2.270.19
1.060.05
0.890.05
1.370.06
1.640.06
1.640.06
1.240.52
0.910.52

it was applied to the complete training set and test
results were extracted. The criteria for selecting the best
configuration were both M AE and M ZE performances,
depending on the measure we were interested in. The
parameter configurations explored are now specified.
The Gaussian kernel function was considered for all
the kernel methods (SVC1V1, SVC1VA, SVR, CSSVC,
SVMOP, SVOREX, SVORIM, REDSVM and KDLOR).
The following values were considered for the width of
the kernel, σ ∈ {10−3 , 10−2 , . . . , 103 }. The cost parameter
C of all SVM methods was selected within the values
C ∈ {10−3 , 10−2 , . . . , 103 } and for the KDLOR within
the values C ∈ {10−1 , 100 , 101 }, since, in this case,
this parameter presents a different interpretation and,
therefore, there is no need to use a larger spectrum
of values. An additional parameter u was also needed
by KDLOR, which is intended to avoid singularities
in the covariance matrices. The values considered were

SVORIM
0.630.11
0.440.10
0.360.03
0.110.02
0.650.01
0.280.03
0.920.07
0.450.04
0.370.01
0.600.02
0.730.02
0.720.03
0.520.23
1.390.19
0.920.13
0.770.06
0.240.02
1.360.02
0.570.03
1.880.13
0.900.03
0.760.05
1.250.04
1.510.04
1.500.04
1.090.47
0.800.46

KDLOR
0.670.19
0.490.10
0.390.05
0.110.01
0.760.02
0.330.06
0.950.08
0.520.06
0.440.04
0.650.04
0.790.04
0.740.03
0.570.23
1.430.26
1.090.20
0.840.06
0.240.02
1.640.04
0.630.10
1.920.12
1.080.10
0.970.10
1.410.10
1.750.12
1.610.09
1.220.50
0.890.51

GPOR
0.650.13
0.440.07
0.340.04
0.110.01
0.680.01
0.270.02
0.830.08
0.430.02
0.350.02
0.620.03
0.740.02
0.740.02
0.520.22
1.550.24
0.970.11
0.760.05
0.250.02
1.490.02
0.570.03
1.830.18
0.920.04
0.740.03
1.300.06
1.610.06
1.640.08
1.140.50
0.830.49

REDSVM ORBALL
0.640.14 0.730.10
0.460.09 0.410.08
0.360.03 0.360.03
0.110.02 0.100.01
0.650.01 0.670.01
0.280.03 0.340.03
0.930.07 0.890.05
0.440.04 0.520.04
0.370.02 0.480.05
0.590.02 0.640.02
0.730.02 0.790.03
0.720.03 0.730.01
0.520.23 0.560.23
1.320.19 1.530.22
0.920.11 0.910.12
0.760.07 0.760.06
0.230.02 0.240.02
1.360.02 1.400.02
0.560.05 0.670.04
1.880.13 1.830.10
0.900.04 1.040.06
0.760.03 0.960.09
1.250.04 1.310.03
1.500.05 1.640.07
1.510.06 1.510.03
1.080.47 1.150.47
0.800.46 0.850.47

ORBLR
0.730.10
0.400.08
0.360.04
0.100.01
0.690.01
0.330.03
0.890.05
0.520.04
0.480.05
0.640.02
0.790.03
0.730.01
0.560.23
1.510.26
0.920.10
0.750.07
0.240.02
1.490.03
0.670.04
1.840.10
1.030.05
0.930.06
1.310.04
1.650.07
1.510.03
1.150.47
0.850.47

SVORIM
0.520.17
0.340.12
0.380.13
0.270.11
0.470.07
0.030.02
0.000.01
0.450.03
0.010.01
0.610.09
0.020.01
0.390.03
0.410.02
0.390.08
0.420.02
0.300.03
1.210.04
0.370.29

KDLOR
0.520.22
0.340.13
0.370.15
0.250.13
0.460.07
0.020.02
0.160.02
0.580.03
0.050.01
0.630.08
0.110.03
0.400.03
0.510.04
0.390.08
0.390.02
0.370.04
1.780.10
0.430.39

GPOR
0.510.17
0.490.19
0.630.15
0.360.16
0.860.16
0.030.02
0.030.01
0.440.03
0.040.01
0.620.06
0.050.02
0.330.04
0.420.03
0.590.13
0.420.02
0.300.03
1.240.05
0.430.32

REDSVM ORBALL
0.460.16 0.420.18
0.330.11 0.300.12
0.350.15 0.360.12
0.260.12 0.310.11
0.460.06 0.500.09
0.030.02 0.040.03
0.000.00 0.030.02
0.450.03 0.460.04
0.010.00 0.010.01
0.610.08 0.530.11
0.020.01 0.050.02
0.400.04 0.410.04
0.410.02 0.430.03
0.400.09 0.350.08
0.420.02 0.370.02
0.310.04 0.340.03
1.220.04 1.250.04
0.360.29 0.360.28

ORBLR
0.430.17
0.270.12
0.350.12
0.310.12
0.520.09
0.040.03
0.030.02
0.460.04
0.010.01
0.530.10
0.050.03
0.410.04
0.430.03
0.360.08
0.360.02
0.340.03
1.260.05
0.360.29

u ∈ {10−6 , 10−5 , . . . , 10−2 }. The range of  for -SVR
was  ∈ {100 , 101 , . . . , 103 }. For the neural network
algorithms (NNOP and NNPOM), the number of hidden
neurons, H, was selected by considering the following
values, H ∈ {5, 10, 20, 30, 40}. The sigmoidal activation function was considered for hidden neurons. For
the iRProp+ algorithm, the number of iterations, iter,
was also decided by cross-validation, by considering
the values iter ∈ {50, 100, 150, . . . , 500}. The other parameters of iRProp+ were set as in [129]. For ELMOP,
higher numbers of hidden neurons are considered, H ∈
{5, 10, 20, 30, 40, 50, 60, 70, 80, 90, 100}, given that it relies
on sufficiently informative random projections [72]. With
regards to the GPOR algorithm, the hyperparameters
are determined by part of the optimisation process. The
ORBoost process did not involve the optimisation of any
hyperparameter.
Each pair of algorithms is compared by means of the
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Wilcoxon test [133]. A level of significance of α = 0.1
was considered, and the corresponding correction for
the number of comparisons was also included. As 16
algorithms are compared, the total number of comparisons for each dataset is 120, so the corrected level of
significance was α∗ = 0.1/120 = 0.00083.
4.2

Discretised regression datasets

Tables 6 and 7 show the results obtained for all algorithms throughout the discretised regression datasets
(when considering Q = 5 and Q = 10 bins), and also
the ordinal regression ones (analysed in the following
subsection). The results include the average and the
standard deviation of M ZE and M AE, respectively. Additionally, the average values for discretised regression
problems of 5 classes (AD5 ), of 10 classes (AD10 ), for all
discretised regression problems (AD ) and for real ordinal
regression ones (AOR ) are included, as a reference of
the mean performance of each method. For all methods
including a model selection process, Table 6 shows the
results when using M ZE as the selection criterion, while
the results in Table 7 are obtained using M AE for this
selection. In addition, the average computational time including cross-validation, training and test are presented
in Table 8. For all these Tables, the best method for each
dataset (or set of datasets) is highlighted in bold face and
the second one in italics.
As previously stated, the Wilcoxon test was applied
to check the existence of significant differences. Using
this test, each pair of methods was compared for each
dataset and the total number of statistically significant
wins or losses was recorded, together with the number of
draws (or absence of statistically significant differences).
These results are included in Table 9 for the discretised
regression datasets. The number of wins (w), draws (d)
and losses (l) for 15×24 = 360 comparisons are included
(24 datasets and 15 methods to compare each method
against). The methods are ordered by the number of
statistically significant wins.
By analysing Tables 6, 7, 8, and specially Table 9, the
best performing ordinal regression methods from the
different families in the taxonomy can be obtained. From
the naı̈ve approaches, SVC1V1 obtains better accuracy
or M ZE while SVR is better on M AE. However, both
improved performances imply worse results for M AE
and M ZE, respectively. The computational time of SVR
is higher, given that an additional parameter has to be
cross-validated. In general, SVC1VA and CSSVC show
worse M AE and M ZE than SVC1V1. When considering
ordinal binary decompositions, SVMOP is the best performing one, improving M AE and M ZE with respect
to NNOP and ELMOP methods. ELMOP is slightly
better than NNOP in M AE, but the opposite happens
when observing M ZE. However, ELMOP is clearly the
fastest ordinal binary decomposition method. From the
threshold methods, it is clear that GPOR is the best
performing one in M ZE, REDSVM obtains the highest
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TABLE 8
Average cross-validation, training and test time results
for each method and for all datasets.
Average computational time
Method
AD5
AD10
AD
AOR
SCV1V1
30.413.9
30.215.5
30.314.4
31.329.3
SVC1VA
33.550.1
50.691.5
42.072.7
60.677.6
SVR 91.7102.9
96.1122.3
93.9110.5
225.1433.7
CSSVC
37.666.2
58.0126.7
47.899.4
63.378.3
SVMOP 67.7123.1
125.9251.3
96.8195.8
130.2181.7
NNOP 904.1978.8
493.9671.0
699.0847.0
791.91339.5
ELMOP
2.61.4
3.32.0
2.91.7
3.92.2
POM
0.71.1
0.81.2
0.71.1
1.62.6
NNPOM 1817.81388.2 3649.23089.5 2733.52522.2 3566.85666.8
SVOREX 91.1263.8
137.5377.4
114.3319.3
410.2668.9
SVORIM 159.6504.4
307.6883.9
233.6707.8
524.21132.9
KDLOR 228.5441.2
271.4522.8
250.0473.6
571.1889.7
GPOR 2386.66865.7 4250.413087.4 3318.510264.9 27324.280372.2
REDSVM 254.8802.3
392.91198.1
323.9999.7
935.22477.7
ORBALL
39.141.0
41.240.5
40.139.9
52.865.9
ORBLR
39.241.2
38.741.2
39.040.3
53.066.6
The best result is in bold face and the second one in italics

TABLE 9
Wilcoxon tests over discretised regression datasets.
M ZE
M AE
Time
Method w
d
l
Method w
d
l
Method w
GPOR 211 145 4 REDSVM 202 157 1
POM 357
SVOREX 155 199 6
SVORIM 199 158 3
ELMOP 318
SVORIM 139 205 16
GPOR 170 165 25 SVOREX 265
REDSVM 138 208 14
POM 163 120 77 SVORIM 222
POM 128 154 78 SVOREX 159 175 26 SVC1VA 180
ORBLR 81 206 73
SVR 145 171 44
CSSVC 168
SVMOP 76 223 61 ORBALL 125 179 56
ORBLR 157
SVC1V1 68 220 72
ORBLR 120 174 66 SVC1V1 156
KDLOR 66 225 69
SVMOP 95 161 104 ORBALL 146
ORBALL 60 203 97
KDLOR 73 193 94 REDSVM 135
SVR 57 220 83
SVC1V1 53 152 155 SVMOP 110
NNOP 32 200 128
ELMOP 52 139 169
NNOP 93
CSSVC 28 196 136
NNOP 50 166 144
SVR 75
SVC1VA 20 204 136
CSSVC 17 114 229 KDLOR 61
ELMOP 19 181 160 SVC1VA 15 109 236
GPOR 44
NNPOM 16 183 161 NNPOM 14 123 223 NNPOM 2
Best method of each family in the taxonomy is highlighted in bold

d
0
8
16
33
77
101
79
55
85
71
84
2
39
54
76
2
face

l
3
34
79
105
103
91
124
149
129
154
166
265
246
245
240
356

M AE (although with higher computational cost), and
the POM is the fastest one, followed by SVOREX. ORBALL is better in M AE, while ORBLR results in lower
M ZE and time.
4.3

Ordinal regression datasets

This section presents the study performed on the ordinal regression datasets. The objective is to analyse
how the methods perform in more realistic situations,
where the underlying variable is really unobservable
and traditional classification problems appear (e.g. class
imbalance). Tables 6, 7 and 8 show the complete set of
results obtained and Table 10 includes the corresponding
Wilcoxon tests. Its format is similar to that in Table 9
presented in the previous subsection, but the number of
comparisons is now 15×17 = 255. In general, conclusions
similar to the ones presented previously can now be
obtained, but there are some differences. SVC1V1 performance regarding M ZE is now better, when compared
to the rest of methods. The problems associated with
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TABLE 10
Wilcoxon tests over ordinal regression datasets.
M ZE
M AE
Time
Method w d
l
Method w d
l
Method w d
SVOREX 83 161 11
REDSVM 87 158 10
POM 246 6
SVORIM 77 162 16
SVOREX 86 158 11
ELMOP 226 1
SVMOP 73 166 16
SVORIM 83 163 9
SVOREX 161 9
REDSVM 73 167 15
ORBALL 69 153 33
SVORIM 160 10
SVC1V1 70 174 11
ORBLR 67 161 27
SVC1V1 157 20
ORBLR 60 174 21
SVMOP 66 177 12
ORBLR 143 24
ORBALL 58 169 28
SVR 61 162 32
ORBALL 141 24
GPOR 55 115 85
SVC1V1 59 173 23
SVC1VA 124 31
SVR 47 168 40
GPOR 53 125 77
CSSVC 113 49
CSSVC 46 171 38
KDLOR 45 110 100
REDSVM 106 20
SVC1VA 42 169 44 NNPOMOP 42 158 55
SVMOP 94 18
NNPOMOP 39 161 55
CSSVC 38 167 50
KDLOR 73 15
KDLOR 35 122 98
SVC1VA 37 166 52
SVR 62 5
ELMOP 23 142 90
POM 23 89 143 NNPOMOP 54 8
NNPOM 20 131 104
ELMOP 22 130 103
GPOR 35 28
POM 14 98 143
NNPOM 17 120 118
NNPOM 11 0
Best method of each family in the taxonomy is highlighted in bold face

l
3
28
85
85
78
88
90
100
93
129
143
167
188
193
192
244

these datasets (mainly uneven distribution ratios) are
generally better solved by using this kind of decomposition. With this kind of datasets, ELMOP is worse
than NNOP for M ZE and M AE, although its computational time is the lowest in binary decompositions. The
best option from binary decompositions is SVMOP.When
analysing threshold methods, our experiments show that
the performance of GPOR is much lower in both M ZE
and M AE. SVM based threshold models are the best
performing ones for both measures, SVOREX achieving
the best results in M ZE and very close to the best performing method, REDSVM, in M AE. Discarding POM
and ELMOP, the lowest computationally time is also
associated to them. The modelling of P (x|y) could be one
of the causes of the low computational efficiency of the
generative model considered in this work (GPOR which
yielded the second highest computational time). Again,
ORBLR is a bit better than ORBALL in M ZE, while ORBALL is better in M AE, although the differences are not
large. With respect to REDSVM, its computational cost
is high when compared to SVORIM, SVOREX, ORBoost
and SVC methods.
4.4

Discussion

This subsection concludes the experimental study with
some final remarks about the results obtained. Several
ordinal regression methods (see Tables 9 and 10) can be
emphasised according to their error (GPOR, SVOREX,
SVORIM, REDSVM and SVMOP) or their computational
time (POM or ELMOP). However, there are many factors
that can influence the choice of the method, and all of
them should be considered.
First of all, it is important to highlight that POM is a
linear model and, as such, it is very fast to train (with no
associated hyperparameters), but its performance is significantly low (except for M ZE in discretised regression
datasets). This fact is important, given that, excluding
the machine learning area, the POM and its variants are

the most widely used ordinal regression methods [25],
[81], [84], [88].
Regarding the scalability with respect to the number
of classes, the average values in Tables 6, 7 and 8 show
that M ZE and M AE relative performances scale well
for discretised datasets with respect to the number of
classes. However, for computational time, some methods
scale worse with Q such as GPOR, NNOP, SVMOP and
NNPOM. The methods which scale better are SCV1V1,
SCV1VA, SVR, CSSVC, KDLOR and ORBoost.
When dealing with large datasets, we conclude that
POM is a good option, given the low computational cost
needed. The results achieved for M ZE and M AE are
worse than those of other alternatives, but they are good
enough when computational time is a priority.
Our study shows that the naı̈ve approaches can obtain
competitive performance and be difficult to beat for
some datasets. SVC1V1 achieves very good M ZE results for real ordinal regression datasets. However, SVM
threshold models improves M AE and M ZE results,
as well as being simpler models. Indeed, all threshold
models allow the visualisation of predicted projections
together with the thresholds. This can be used for
various purposes, from ranking patterns to trying to
discover uncertain predictions (projections very close to
class thresholds). This kind of analysis is generally more
difficult with nominal models, such as SVC1V1. In general, the SVC1VA alternative has been shown to achieve
worse results than SVC1V1 for the three measures evaluated (as previously shown in other studies [59]). CSSVC
results are a bit better than those of SVC1VA, but still
far from SVC1V1.
Binary decomposition approaches are shown to be
good alternatives, especially SVMOP. However, as discussed in Subsection 3.2, their theoretical analysis is
more difficult, and it is necessary to decide how to
combine different binary predictions.
Of all the threshold models analysed, SVOREX and
SVORIM are the best. The computational time required
by SVOREX is slightly lower, and it always achieves better results than SVORIM, except for M AE in discretised
regression datasets. ORBoost methods show a worse
performance than SVOR methods, but they scale better
with Q. REDSVM is shown to be quite competitive, but
with a higher computational cost.
Neural networks (NNPOM and NNOP) are generally
beaten by their SVM counterparts, both in M ZE and
M AE. Moreover, the training time for these methods
and GPOR is generally the highest.
When comparing discretised regression datasets and
real ordinal regression ones, some performance differences can be highlighted. For example, GPOR performance is seriously affected when dealing with real ordinal classification datasets. In general, SVM methods are
more robust in the derived problems that can appear
with these datasets. This is an important point in our
study, because many of the ordinal regression works in
the literature make use of discretised regression sets,

IEEE TRANSACTIONS ON KNOWLEDGE AND DATA ENGINEERING

hiding some possible difficulties of the methods when
dealing with problems such as imbalanced distributions.
When real ordinal regression datasets are considered,
POM and the GPOR performances decrease (both in
MZE and MAE) drastically. Both models have one feature in common. They assume that their perturbation
terms follow certain distribution functions (a logistic
distribution in the case of the POM model or a Gaussian
distribution in the case of the GPOR model). These distributional assumptions perform correctly in discretised
regression datasets, but not for real ordinal regression
datasets.

5

C ONCLUSIONS

This paper offers an exhaustive survey of the ordinal
regression methods proposed in the literature. The problem setting has been clearly established and differentiated from other ranking topics. After this, a taxonomy
of ordinal regression methods is proposed, dividing
them into three main groups: naı̈ve approaches, binary
decompositions and threshold models. Furthermore, the
most important methods of each family (a total of 16
methods) are empirically evaluated in two kinds of
datasets, 24 discretised regression datasets and 17 real
ordinal regression ones.
The taxonomy proposed can help the researcher or
the practitioner choose the best method for a concrete
problem, considering also the empirical results herein
provided. It can also assist researchers in developing
and proposing new methods, providing a way to classify
them and to select the most similar ones. The results
presented in this paper confirm that there is no single
method which performs the best in all possible datasets
and problem requirements. However, these results can
be used to discard some of the methods, especially those
clearly presenting worse performance or too high computational time. We would like to stress certain methods:
1) SVC1V1 as representative of the naı̈ve approaches,
achieving an especially good M ZE because of the recursive partitioning of all pairs of classes; 2) SVMOP
achieves the best results from ordinal binary decomposition methods; 3) ELMOP or POM are a good option
if the computational cost is a priority; and 4) SVOREX
and SVORIM can be considered as the best threshold
models, showing competitive accuracy, M AE and time
values. Finally, there is a website (http://www.uco.es/
grupos/ayrna/orreview) collecting the implementations
of the methods in this survey, the detailed results, the
datasets and the corresponding statistical analysis.
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and an Associate Professor in the Department
of Quantitative Methods, School of Economics,
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2. The state-of-the-art in ordinal regression

2.2.

On the use of nominal and ordinal classifiers for the discrimination of states of development in fish oocytes
This paper considers the problem of tackling the discrimination of development sta-

tes in fish occytes by an ordinal regression approach. In this sense, the analysis of microscopic images of fish gonad cells (also called oocytes) is a useful tool to estimate parameters
of fish reproductive ecology and to analyse fish population dynamics. The best method to
classify oocytes is histology, although experienced personnel and a lot of effort is required.
To solve this, a software tool has been developed [46] (Govocitos1 , an automatic image
analysis software which uses colour texture classification to discriminate oocytes in three main states of development). Oocytes go through different developmental states in
a continuum temporal sequence. However, the current oocyte analysis software does not
consider this factor, although it is necessary to minimise some kind of errors associated to
the ordered nature of this variable.
As said, in the previous approach, the temporal evolution of states was not considered, which limits its usefulness for understanding the oocyte development. In this paper
we solve this deficiency considering the whole time line of developmental states, using ordinal classifiers to fully capture the temporal evolution of states and extending the study
to species with more states. In this sense, three different fish species are considered to
perform the study, two of them presenting three ordinal states of development, and the
remaining one with six states of development.
11 ordinal and 13 nominal classifiers have been used with this purpose in the experimentation. Moreover, we also conducted two different experiments to test for the best
way or partitioning the data: a leave-one-image-out (LOIO) and a mixing procedure. It is
clear that a LOIO approach is more realistic, because no information about the image that
is considered for testing is included for training. However, the results for LOIO are worst in
this case. This could be due to some factors in the image, such as the lighting conditions
or the instrumentation used. These factors could be studied in future research. On the
whole, the experiments demonstrate that ordinal classifiers exhibit improved robustness
and performance compared to nominal methods for all the species considered. Moreover, the difference between ordinal and nominal techniques has been shown to be higher
when the number of states increases, being clearly reflected by ordinal quality measures.
Finally, the confusion matrix of the best method (a binary ordinal decomposition method
[113]) shows that ordinal classifiers locate their errors in states near to the true ones, with
sensitivities and positive predictions above 60 % for almost all the states.
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1 Introduction
The assessment of oocyte development dynamic and fecundity is a fundamental topic in the study of reproductive biology and population dynamics [16].
To estimate fecundity with accuracy, only mature oocytes must be considered,
which requires a reliable classification of oocytes according to its state of development. The best method to classify oocytes is histology, although experienced
personnel is required. The main developmental states of oocytes are: Primary
Growth (PG), Cortical Alveoli (CA), Vitellogenic (VIT), Hydrated (HYD) and
Atretic (AT). The PG state corresponds to immature oocytes; CA, VIT and
HYD to mature ones; and AT corresponds to those mature oocytes that will be
resorpted (i.e., non-ovulated). Depending on the objective of the study, these
main states could be divided in sub-states. Specifically, the specie Reinhardtius
hippoglossoides, also known as Greenland halibut, presents some irregularities
in the maturation processes [23,?] that could suggest that individual spawning does not necessarily occur on an annual basis as for most exploited fish.
This specie presents a unique reproductive development pattern, with ovaries
simultaneously containing oocytes developing for the current and subsequent
reproductive seasons [26, 18]. Four sub-levels of development within the VIT
state have been identified (VIT1, VIT2, VIT3 and VIT4) in this specie (see
Fig. 1). When maturation begins, a group of oocytes evolves from PG to CA
and progresses until reach VIT2; then some oocytes (called the leading cohort)
continue the progression (VIT3-VIT4-HYD), while the rest of mature oocytes
(secondary cohort) remains in VIT2 (likely until the next spawning season) or
become AT. To analyze oocyte cohort dynamic and estimate egg production
it is necessary to classify correctly the VIT sub-states.
In a previous work [12] we developed Govocitos1 , an automatic image analysis software which uses color texture classification to discriminate oocytes in
the four main states of development (CA, VIT, HYD and AT), although states
VIT and AT could not be reliably distinguished. Govocitos achieves acceptable accuracies with oocytes of two gadiform species, Merluccius merluccius
and Trisopterus luscus, but it does not consider the VIT sub-levels nor the
temporal evolution of states, which limits its usefulness for understanding the
oocyte development. In this paper we solve this defficiency considering the
whole time line of developmental states, using ordinal classifiers to fully capture the temporal evolution of states and extending the study to species with
more states, such as Reinhardtius hippoglossoides. Section 2 introduces the
ordinal classification setting and describes the most commonly used ordinal
classifiers. Section 3 presents the experiments (data acquisition, experimental
methodology, tested methods and quality measures) and discusses the results.
Finally, Section 4 compiles some conclusions of the work.
1
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Fig. 1 Examples of histological images of fish specie Reinhardtius hippoglossoides. The cell
outlines were manually annotated by experts using the Govocitos software tool. The color
identifies the state of development of the oocyte: black (PG), red (CA), pink (VIT1), cyan
(VIT2), blue (VIT3), orange and green (VIT4).

2 Ordinal classification methods
Ordinal classification is receiving much attention from the pattern recognition and machine learning communities, given its applicability to real world
problems (economy, medicine, psychology and others). This paradigm assumes
that a natural ordering of the class labels is given, which is an assumption not
considered by standard multinomial (or nominal) classifiers or by the common
zero-one loss function. In contrast to regression, the categories are finite and
the labelling space is non-metric, with unknown distances between categories.
In the current paper, the classes correspond to the states of development of
oocytes, which are naturally ordered by its growing along the time. This natural order requires to penalize differently the misclassification errors: it is
less wrong e.g. to assign a oocyte in state 1 to state 2 than to state 5, because the oocyte developments are more similar between states 2 and 1 than
between states 5 and 1. Concerning ordinal problems, a common (but not
totally correct) approach is to use nominal classifiers (obviating the ordinal
information) or regressors (assuming that the distances between different categories are known and equal). Contrarily to these approaches, ordinal classifiers
have been shown to achieve better performance (in terms of the class ordering)
for multiple ordinal classification problems [13]. In the current paper, we test
this hypothesis comparing the most outstanding ordinal classifiers (described
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briefly in the following subsections) and nominal classifiers in the classification
of developmental states of fish oocytes.

2.1 Threshold methods
Thresholds models assume that an underlying, unobservable real-valued outcome (the latent variable) exists for ordered crisp classes. These methodologies estimate: 1) a function f (x) to predict the nature of the latent variable,
i.e., a projection that maintains the classes ordered according to their rank;
and 2) a vector of thresholds b = (b1 , b2 , . . . , bK−1 ) ∈ RK−1 (where K is
the number of classes) to represent the intervals in the range of f (x), where
b1 ≤ b2 ≤ . . . ≤ bK−1 . In our problem, a threshold model would try to uncover
the latent variable related to the actual level of development of an oocyte,
and the thresholds would divide this latent variable into the states of development considered. The first method in this category is the Proportional
Odds Model (POM) [22], a reformulation of Logistic Regression for ordinal classification, wich links the cumulative probabilities to a linear predictor
f and imposes a stochastic ordering of the input space. The ordinal version
of Discriminant Learning, called Kernel Discriminant Learning Ordinal
Regression (KDLOR) [29], constraints the classes to be ordered according to
their ranking in the projection to optimize. Finally, the Support Vector Ordinal Regression with IMplicit constraints (SVORIM) is a reformulation
of the Support Vector paradigm [6] which seeks for K − 1 parallel separating
hyperplanes to divide the data.

2.2 Decomposition methods
These techniques rely on the idea of decomposing the original ordinal problem
into sets of simpler binary classification tasks [9, 30], which can be solved either
by a single model or by a set of models. The subproblems are defined by a
very natural methodology, considering whether a pattern x belongs to a class
greater than a fixed k and combining the binary predictions in a unique ordinal
class [20]. This idea has demonstrated very powerful for ordinal classification,
in the same way as one-vs-one and one-vs-all approaches for nominal multiclass classification. The first decomposition method [9] computes K − 1 binary
classification models and relabels the dataset considering whether a pattern
belongs to a class greater than a fixed k (which ranges from 1 to K − 1).
The posteriori output probabilities of each model are then fused to provide
a unique ordinal prediction. Originally, the C4.5 decision tree classifier was
used as the base binary methodology, but it has been recently demonstrated
[30] that the SVM paradigm also leads to good performance for this purpose.
Furthermore, it has been shown that the use of different weights per pattern
(derived from the distances to the class k) helps to improve the performance.
The combination of decomposed labels, weights per pattern and SVM base
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methodology will be referred in the experimental section as SVM with Ordinal Decompositions (SVMOD). A reformulation of the Extreme Learning Machine, called Extreme Learning Machine for Ordinal Regression
(ELMOR) [8], uses the one-of-K coding matrix for the outputs (commonly
used with Artificial Neural Networks) and considers whether a pattern belongs to a class greater than a fixed k. Finally, the Ensemble learning for
ordinal regression with Product combiner and SVM (EPSVM) combines binary and ternary classification tasks, trying to distinguish each class
from the previous and subsequent ones and making use of a probability fusion
function [25].

2.3 Reduction methods
These methods can also be seen as decomposition techniques, although with
slight differences. The REDuction SVM (REDSVM) [20] transforms the
training data (xi , yi ) to extended data (xki , yik ), 1 ≤ k ≤ K − 1, in such a way
that xki = (xi , k), yik = 2Jk < yi K − 1, being J·K a Boolean test which is 1 if the
inner condition is true, and 0 otherwise, and using specific misclassification
weights: wyi ,k = |cyi ,k − cyi ,k+1 |, where C is a cost matrix, with cyi ,k−1 ≥ cyi ,k
if k ≤ yi and cyi ,k ≤ cyi ,k+1 if k ≥ yi . Then, a binary classifier f is used with
the extended data generating probabilistic values which are used to give an
output prediction. The data replication method in [3], that will be referred as
Ordinal Neural Network (ONN), represents a similar framework, except
that it is based on a Multi-Layer Perceptron (MLP) neural network instead of
SVM, being also less flexible because it assumes the absolute cost for the C
matrix.

2.4 Ensemble based techniques
Opposed to the previous methods, some efforts have been made to derive
a Boosting algorithm for ordinal regression by using thresholded ensemble
models, with robustness for approximating complex labelling spaces [21]. This
model is composed of confidence functions, and their weighted linear combination is used as the projection for the data. We tested two different approaches, Ordinal Regression Boosting (ORBoost) and Ordinal Regression Boosting using Perceptrons (ORBoostP), which use MLP neural
networks and single perceptrons as base learners respectively.

3 Experimental work
In the following paragraphs we describe the data acquisition, validation methodology, methods tested and quality measures, discussing the results achieved.
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3.1 Data acquisition
Subsamples of fixed ovaries were embedded in paraffin, sectioned at 3.5 µm
and stained with Haematoxylin-Eosin standard protocol. We used Leica2 hardware and software: a DRE research microscope to digitalize the histological
sections, connected to a DFC320 digital camera with IM50 software, and the
Application Suite v.4.1 software to create mosaic images. The exposure time
and color balance were set automatically. The spatial resolution at which the
images were captured was 1.095 µm per pixel for species Merluccius merluccius
(MC) and Trisopterus luscus (TL), and 3.943 µm per pixel for Reinhardtius
hippoglossoides (RH). The outline of cells was manually drawn and classified by
expert technicians using the Govocitos software. Color texture analysis relates
the chromatic and textural information of images, providing good results in
the classification of three states of development (CA, HYD and VIT/AT) for
species MC and TL using nominal classifiers [12]. Govocitos uses a 25-length
color-texture feature vector with 10 grey level texture features and 15 chromatic features. Grey level texture descriptors model the spatial relationship of
a pixel and its neighbors, providing information of the image structure such
as smoothness and regularity, among others. Specifically, we used the Local
Binary Patterns [24], taking the uniform patterns with radius R = 1 and 8
neighbors. The chromatic features provide information about the distribution
of the levels on each RGB channel, including the mean, variance, third an
fourth statistical moments and entropy. The input patterns are preprocessed
to have zero-mean and standard deviation one before being fed to the classifier
(the mean and deviation values are calculated using only the training set).
3.2 Validation methodology
The data include patterns from species: 1) Merluccius merluccius: 1022 patterns with 3 states of development (classes): CA (25.3% of the total patterns),
HYD (6.0%) and VIT/AT (68.7%). 2) Trisopterus luscus: 912 patterns with
the same 3 states: CA (57.6%), HYD (1.5%) and VIT/AT (40.9%). Both
species share the same experimental methodology: the data are divided in
equal-sized training and validation sets, and for each classifier we select the
values of the tunable parameters with the lowest Mean Absolute Error (MAE,
see subsection 3.4) on the validation set. The test uses 5-fold cross validation.
3) Reinhardtius hippoglossoides: a set of 16 images (one image per individual, see Fig. 1) with 7915 cells and 6 states: PG (37.6%), CA (18.8%), VIT1
(20.8%), VIT2 (11.6%), VIT3 (8.0%) and VIT4 (3.2%). We performed two different experiments: a) Leave-One-Image-Out (LOIO): in each trial, a different
image is excluded from training and used for test (this is the usual approach in
image classification). The parameter tuning minimizes the MAE over 16 validation sets (50 patterns of each state), after training with 16 training sets (100
patterns of each state). The test results are achieved with the tuned classifier
2

http://www.leica.com
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averaging over the 16 test sets. b) Mixed images (MIX): we randomly selected
10 trios of training, validation and test sets, with 100, 50 and 50 patterns of
each state respectively, belonging to all the images. The training and validation sets are used for parameter tuning as in LOIO, and the test performance
is averaged over the 10 test sets. The whole data set is publically available3 .

3.3 Tested methods
Eleven ordinal approaches, described in the section 2, are tested: the linear method POM; different methods based on SVM: SVORIM, SVMOD,
REDSVM and EPSVM; one method based on Discriminant Analysis: KDLOR; two methods based on Artificial Neural Networks concepts: ELMOR
and ONN; and two ensemble models: ORBoost and ORBoostP. Additionally, we also compare to the well-known technique Support Vector Regression
(SVR) in order to analyze whether a pure regression perspective could be suitable. All the SVM-based ordinal or nominal methods use LibSVM [5], tuning
the regularization parameter C and the inverse γ of the kernel spread with
i 8
values in {2i }14
−5 and {2 }−16 respectively. We use the sigmoidal activation
function for ELMOR, ONN, ORBoost and ORBoostP, tuning the number of
nodes in the hidden layer with values {5, 10, 20, 30, 40, 50, 60, 70, 80, 90, 100}.
For ONN and ORBoost, the number of hidden neurons was adjusted in the
range {5, 10, 15, 20, 30, 40}. As proposed by [21], the number of ensemble members in ORBoost was 25 and 2000 for ORBoostP. The range of  for -SVR was
{10i }30 . These ordinal methods are compared to the following thirteen nominal
classifiers:
1. ABR: Adaboost.M1 ensemble of classification trees [10] implemented in
the R language4 .
2. ABW. AdaBoostM1 ensemble of decision stump classifiers (one-node decision trees) implemented in Weka [14]. The percentage of weight mass for
base training is tuned with values 25%, 50%, 75% and 100%.
3. AvNN: ensemble of five MLP neural networks trained with different random weight initializations, tuning the number of hidden neurons and the
learning decay with values {1,3,5} and {0,0.1,10−4 } respectively.
4. BAG: Bagging ensemble of decision trees [1].
5. ELM: Extreme Learning Machine [15], selecting the best activation function among sine, sign, hardlimit, triangular, radial basis and sigmoid functions, and tuning the number of hidden neurons with 20 values between 3
and 200. The inputs are scaled between -1 and +1, as recommended in the
software documentation.
6. GELM: Gaussian kernel Extreme Learning Machine. The parameters C
and γ are tuned similarly to LibSVM (see above).
3
4

https://wiki.citius.usc.es/datasets/fish_ovary
http://www.r-project.org
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7. GSVM: Support Vector Machine (SVM) with Gaussian kernel, implemented as the remaining SVM-based methods (see above).
8. LBR. LogitBoost ensemble of decision stumps [11] with 200 Boosting iterations.
9. LBW. LogitBoost ensemble of decision stumps implemented in Weka [14],
with the 100% of weight mass to train, five runs for internal cross-validation,
shrinkage parameter H = 1 and 10 iterations.
10. LDA: The classical Linear Discriminant Analysis [27].
11. MLP: Multi-Layer Perceptron neural network, tuning the number of hidden neurons with values {1,3,5,7,9,11,13,15,17,19}.
12. MLRM: Multinomial Logistic Regression Model [19] with unlimited iterations and log-likelihood ridge 10−8 .
13. RF: Random Forest [2] ensemble of 500 trees, tuning mtry with values
{2,4,7,9,12,14,17,19,22,25}.
Different software tools have been used to do so, such as the R language
and the caret package5 , the ELM framework implemented in Matlab6 and the
Weka software [14].

3.4 Evaluation metrics
The first measure used to evaluate the previous classifiers is the well-known
Classifier Accuracy (Acc, in %), the percentage of agreements between the
desired and real classes without considering the class ordering. The Cohen
Kappa (κ, in %), is based on Acc but discarding the probability of success
by chance [4]. We also used other metrics specially designed for ordinal classification [7, 13]. The Mean Absolute Error (MAE) is defined by M AE =
PN
1
∗
∗
i=1 |r(yi ) − r(yi )|, being yi and yi the predicted and the true class reN
spectively for pattern i, and r(y) the rank of y (its position in the ordinal
scale), being N the number of patterns. The MAE value ranges from 0 to K −1
(maximum deviation in the number of ranks between two labels). The last two
metrics measure the correlation between predicted targets and true targets: the
Kendall tau rank correlation coefficient (τ ) measures the association be P
P
P 2 −1/2
∗
∗2
,
tween predicted and true class [17] as τ =
ij cij
ij cij
ij cij cij
where i, j ∈ {1, . . . , N }, cij = +1 if yi > yj (in the ordinal scale), being
cij = 0 when yi = yj , and cij = −1 when yi < yj (the same for c∗ij using yi∗
instead of yi ). The τ values range from −1 (maximum disagreement between
prediction and true label), to 0 (no correlation between them) and to 1 (maximum agreement). Finally, the Spearman rank correlation coefficient (ρ)
is the Pearson correlation coefficient between the ranked predicted and true
class [28], taking values in [−1, 1] with the same significate as τ .
5
6

http://caret.r-forge.r-project.org
http://www.extreme-learning-machines.org
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Table 1 Classification results: accuracy and Cohen κ (both in %), MAE, Kendall τ and
Spearman ρ for species Merluccius merluccius and Trisopterus luscus with 3 states (CA,
HYD, VIT/AT). Ordinal (resp. nominal) classifiers are in the upper (resp. lower) half of the
table. The best and second best results are in bold and italics respectively.
Classifier
POM
KDLOR
SVORIM
SVMOD
ELMOR
EPSVM
REDSVM
ONN
ORBoost
ORBoostP
SVR
Mean
ABR
ABW
AvNN
BAG
ELM
GELM
GSVM
LBR
LBW
LDA
MLP
MLRM
RF
Mean

Acc.
87.8
85.4
89.5
94.1
93.2
89.0
89.1
86.8
90.1
90.2
84.8
89.1
93.1
81.4
93.6
91.8
93.5
93.8
92.8
91.4
91.1
92.5
93.8
93.3
93.1
91.9

Merluccius merluccius
κ
MAE
τ
73.1 0.164 0.800
71.1 0.160 0.832
78.6 0.132 0.839
86.9 0.110 0.856
85.4 0.116 0.848
74.0 0.161 0.777
77.0 0.140 0.834
73.6 0.162 0.810
79.0 0.124 0.854
78.9 0.125 0.851
69.7 0.186 0.792
77.0 0.144 0.827
85.1 0.130 0.832
59.1 0.309 0.671
86.1 0.115 0.851
81.8 0.148 0.806
85.8 0.119 0.845
86.4 0.119 0.845
84.2 0.134 0.823
82.3 0.164 0.790
80.7 0.162 0.789
83.8 0.128 0.829
86.5 0.129 0.834
85.4 0.127 0.835
84.9 0.128 0.831
82.5 0.147 0.814

ρ
0.834
0.870
0.874
0.858
0.859
0.828
0.861
0.853
0.882
0.878
0.818
0.856
0.835
0.688
0.854
0.811
0.849
0.847
0.826
0.795
0.794
0.835
0.837
0.837
0.835
0.819

Acc.
92.0
84.8
94.7
94.9
91.5
92.3
93.8
91.5
93.1
93.3
84.2
91.5
94.5
79.8
95.6
91.0
94.6
95.2
95.5
92.6
90.3
93.1
95.6
93.4
93.5
92.7

Trisopterus
κ
MAE
83.7 0.140
72.9 0.166
89.1 0.095
89.7 0.097
83.0 0.152
84.2 0.143
87.4 0.112
83.8 0.112
86.5 0.096
86.7 0.098
71.4 0.190
83.5 0.127
88.8 0.109
56.6 0.388
91.1 0.088
81.5 0.179
89.0 0.105
90.1 0.093
90.9 0.087
87.1 0.148
80.3 0.188
85.9 0.134
91.1 0.088
86.8 0.127
86.7 0.133
85.1 0.144

luscus
τ
0.856
0.854
0.902
0.900
0.842
0.855
0.886
0.889
0.905
0.902
0.832
0.875
0.887
0.610
0.909
0.815
0.892
0.904
0.911
0.830
0.805
0.861
0.909
0.869
0.862
0.851

ρ
0.865
0.894
0.908
0.901
0.850
0.858
0.890
0.911
0.922
0.917
0.862
0.889
0.888
0.615
0.910
0.815
0.893
0.906
0.912
0.835
0.807
0.863
0.910
0.871
0.862
0.853

3.5 Results and discussion
Tables 1 and 2 report the results in terms of classification accuracy (Acc, %), κ,
MAE, Kendall τ and Spearman ρ rank correlation coefficients for species MC
and TL (Table 1) and for specie RH with LOIO and MIX methodologies (Table 2). The classifiers are divided into ordinal (upper part) and nominal (lower
part). The highest Acc, κ, τ and ρ, and the lowest MAE, are highlighted for
each specie and experiment (the second best value is italized). The mean values for the whole set of ordinal and nominal methods are also included. From
the application point of view, almost all of the results are very promising both
in Acc and MAE: for species MC and TL we achieve Acc=94.1%, MAE=0.110
and Acc=95.6%, MAE=0.087 respectively (this MAE value means that each
state is misclassified with neighbor states less than 10%). For specie RH the
best results are slightly worse in terms of Acc (67.8% and 80.4% for LOIO and
MIX experiments), κ and MAE, but very similar for the τ and ρ correlation
coefficients, where indeed the results are outstanding. This result could indicate that the states are properly ordered from a purely ranking perspective,
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Table 2 Classification results for the specie Reinhardtius hippoglossoides with 6 states (PG,
CA, VIT1, VIT2, VIT3, VIT4) using the Leave-One-Image-Out (LOIO) and Mixed Images
(MIX) methodologies.
Classifier
POM
KDLOR
SVORIM
SVMOD
ELMOR
EPSVM
REDSVM
ONN
ORBoost
ORBoostP
SVR
Mean
ABR
ABW
AvNN
BAG
ELM
GELM
GSVM
LBR
LBW
LDA
MLP
MLRM
RF
Mean

Acc.
63.9
66.7
67.2
67.8
62.7
66.9
67.2
63.7
64.5
64.4
66.1
65.6
51.8
30.8
53.0
50.6
64.4
65.6
67.4
45.7
56.3
53.5
52.3
66.1
52.6
54.6

Leave-One-Image-Out
κ
MAE
τ
49.5
0.394 0.770
52.9
0.360 0.789
53.5 0.354 0.788
54.6 0.352 0.796
49.0
0.418 0.762
53.5
0.358 0.798
53.4
0.362 0.789
49.4
0.393 0.768
50.2
0.376 0.772
50.2
0.378 0.772
52.3
0.363 0.785
51.7 0.373 0.781
34.4
0.597 0.748
10.5
0.895 0.572
37.8
0.626 0.772
35.0
0.675 0.714
50.2
0.424 0.750
51.7
0.400 0.766
53.7 0.363 0.790
33.1
0.801 0.600
40.6
0.592 0.679
39.0
0.578 0.785
36.0
0.599 0.768
53.0
0.372 0.794
36.8
0.639 0.748
39.4
0.582 0.730

ρ
0.851
0.856
0.858
0.861
0.831
0.860
0.856
0.851
0.849
0.848
0.855
0.852
0.799
0.619
0.822
0.771
0.808
0.821
0.647
0.663
0.737
0.839
0.824
0.848
0.802
0.769

Acc.
70.5
78.9
79.0
80.1
77.5
75.6
78.7
74.3
77.6
77.5
79.1
77.2
77.8
32.8
79.3
70.7
78.3
80.1
80.4
71.6
72.3
77.5
79.0
78.3
78.2
73.6

Mixed Images
κ
MAE
τ
64.6 0.310
0.879
74.7 0.222
0.912
74.8 0.222
0.911
76.2 0.215
0.912
73.0 0.247
0.898
70.7 0.259
0.897
74.4 0.225
0.910
69.1 0.276
0.890
73.1 0.232
0.909
73.0 0.233
0.909
74.9 0.218 0.914
72.6 0.242 0.904
73.3 0.255
0.891
19.4 0.771
0.710
75.2 0.229
0.905
64.8 0.382
0.824
73.9 0.249
0.894
76.1 0.221
0.908
76.5 0.212 0.913
70.9 0.433
0.801
66.8 0.338
0.851
72.9 0.248
0.897
74.9 0.234
0.903
73.9 0.237
0.903
73.8 0.254
0.891
68.6 0.313
0.869

ρ
0.940
0.957
0.957
0.957
0.948
0.950
0.957
0.945
0.957
0.956
0.959
0.953
0.941
0.805
0.952
0.889
0.942
0.953
0.785
0.865
0.912
0.948
0.950
0.951
0.940
0.910

but the predictions might be displaced one or two values (recall that the correlation coefficients τ and ρ consider for example whether a pattern belonging
to class C2 is ranked higher than a pattern belonging to class C1 but it does
not consider whether they actually are included in this two states in the prediction, i.e. the pattern belonging to C2 could be predicted to belong to C3 and
the one belonging to C1 to C2 ). The average MIX accuracy and κ are 12 and
21 points, respectively, above their LOIO counterparts (see the Mean row),
because in the MIX experiments the oocytes of each image may be selected
for the training or test set. Therefore, implicit information about the sample
acquisition and processing is included in the training and test sets, which justifies better results compared to LOIO experiments (more realistic from the
application point of view), where any information about an individual fish in
the testing set is not included in the training set.
From the classifiers perspective, Tables 1 and 2 identify some outstanding
methods: SVMOD (ordinal, the best for species MC and RH-LOIO and very
near to the best in RH-MIX) and GSVM (nominal, very near to the best for
specie TL and the best for RH in MIX experiments). Furthermore, the measures MAE, τ and ρ show the real difference between ordinal and nominal

Nominal and ordinal classifiers for state discrimination of fish oocytes

11

more clearly than Acc and κ. A general conclusion from this table is that,
although any ordinal or nominal classifier has chance of obtaining the best
result, in general, ordinal classifiers perform better in mean in terms of measures (MAE, τ , ρ) that consider the ordinal nature of the dataset, sometimes
at the expense of lower Acc values. The Mean rows show that for species MC
and TL (3 states), the average Acc and κ are better for nominal classifiers
(which do not consider the state order), while MAE, τ and ρ are better for
ordinal classifiers. However, in species RH (6 states) the five measures are
better for the ordinal classifiers. This suggests that the superiority of ordinal
with respect to nominal classifiers increases with the number of states, being
this superiority not so clear (at least, for non-ordinal quality measures) with
fewer states. In fact, with 3 states is not probable for a nominal classifier to
assign a pattern to a non-neighbor state, because 4 of 6 possible errors (corresponding to non-diagonal elements in the 3-order square confusion matrix)
respect the state ordering. However, in specie RH (6 states) the probability
of non-ordinal errors is biggest (20 of 30 possible errors involve non-neighbor
states), enhancing the difference between ordinal and nominal clasifiers.
Table 3 Ranking results averaged over all the experiments (ordinal classifiers are in bold),
ordered by increasing MAE ranking, and p-values of the T-test comparing the best classifier
(SVMOD) and the remaining ones (significant differences for p < 0.05 are in bold face).
Position
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24

Classifier
SVMOD
SVORIM
GSVM
ORBoost
GELM
AvNN
ORBoostP
KDLOR
MLRM
SVR
REDSVM
MLP
EPSVM
LDA
ELMOR
ELM
ABR
RF
ONN
POM
LBW
BAG
LBR
ABW

Acc.
2.3
8.0
4.0
13.3
4.3
6.8
13.3
14.5
8.5
14.5
9.8
7.3
14.5
14.0
13.8
8.3
12.5
12.3
18.0
18.3
17.8
19.0
18.0
24.0

κ
2.3
8.3
4.0
13.3
4.8
6.8
13.3
14.8
8.3
14.8
10.3
7.0
14.3
15.0
13.8
8.0
12.8
13.0
17.8
18.8
18.0
19.0
15.8
24.0

MAE
2.3
4.8
5.9
5.9
6.1
6.5
6.5
6.9
7.0
8.1
8.3
8.4
9.0
9.5
9.8
10.4
11.4
11.8
12.1
13.9
14.9
15.1
16.5
17.8

τ
2.6
4.9
6.0
5.0
7.5
5.6
5.4
5.9
6.4
7.4
7.6
7.6
8.9
9.3
10.4
11.1
11.6
12.3
12.1
13.8
16.0
15.4
16.9
17.8

ρ
3.3
3.5
11.8
3.8
8.4
7.1
4.8
3.6
7.6
6.8
6.4
8.3
8.3
9.6
10.1
11.8
12.1
12.6
9.0
12.4
15.9
15.5
16.8
17.6

p-value
—
0.261
0.133
0.083
0.287
0.372
0.064
0.120
0.004
0.137
0.041
0.331
0.038
0.210
0.058
0.133
0.249
0.235
0.024
0.018
0.052
0.094
0.132
0.022

Table 3 reports the ranking results obtained for each method and metric
(averaged over all experiments) ordered by increasing MAE: the SVMOD performs properly for all the metrics, obtaining promising mean ranking values,
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as well as SVORIM, which also obtains competitive results in terms of MAE,
τ and ρ, and opposed to the nominal method GSVM, that obtains good ranking results only for Acc and κ. Since GSVM uses the one-vs-one paradigm,
which is not designed to specifically minimise the ordinal errors, it presents
a good general performance, but in terms of ordinal metrics it is generally
worse. The last column of Table 3 shows the p-value of the T-test comparing
the mean MAE value obtained by SVMOD to each one of the other classifiers:
SVMOD is significantly better than 6 classifiers (MLRM, REDSVM, EPSVM,
ONN, POM and ABW, whose p-value is in bold), with high p-values (lower
difference) for AvNN, MLP, GELM, SVORIM, ABR, RF and LDA.
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Fig. 2 MAE values achieved by each classifier (ordinal classifiers are in bold) for species RH
(LOIO and MIX experiments), MC and TL, ordered by increasing the MAE for RH-LOIO.

Fig. 2 plots the mean MAE values of the classifiers for each experiment
ordered by increasing MAE in RH-LOIO. Considering the LOIO plot (blue),
the best accuracies are achieved by the ordinal classifiers (names in bold),
which occupy most of the places in the left half of the horizontal axis. The
nominal classifiers are in the right part of the axis, except GSVM and MLRM
(7th and 8th positions respectively). There are clearly two groups: classifiers
SVMOD to ELM (MAE about 0.35-0.40), and the remaining ones (LDA and
following, MAE about 0.6 and higher). In the MIX experiments (green) many
ordinal and nominal classifiers are below 0.25, and just a few are sub-optimals
(EPSVM, ONN, POM, LBW, BAG and LBR). In specie MC (red) SVMOD is
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the best, followed by GELM, ELMOR, ELM and AvNNet, while SVR, ONN,
POM, LBW, BAG and LBR achieve bad results. In specie TL (magenta) the
bests are GSVM, avNNet, MLP, GELM, SVORIM and SVMOD.
Table 4 Confusion matrices and sensitivities/positive predictivities for each state (in %)
achieved by SVMOD (upper) and GSVM (lower) for specie RH and LOIO experiments.
SVMOD
PG
CA
VIT1
VIT2
VIT3
VIT4
GSVM
PG
CA
VIT1
VIT2
VIT3
VIT4

PG
22.29
5.00
0.37
0.00
0.00
0.00
PG
24.51
5.41
0.58
0.01
0.00
0.00

CA
10.15
11.32
3.47
0.04
0.01
0.00
CA
7.66
10.36
3.35
0.04
0.00
0.00

VIT1
0.94
2.29
14.23
1.68
0.08
0.02
VIT1
1.17
2.79
14.29
1.63
0.05
0.03

VIT2
0.37
0.09
2.12
7.16
0.60
0.14
VIT2
0.29
0.15
2.02
7.00
1.23
0.19

VIT3
0.03
0.01
0.05
0.92
6.00
1.44
VIT3
0.14
0.01
0.03
1.05
4.68
1.57

VIT4
0.00
0.00
0.10
0.15
2.14
6.78
VIT4
0.00
0.00
0.08
0.22
2.88
6.59

Se(%)
66.0
60.5
70.0
71.9
68.0
80.9
Se(%)
72.5
55.4
70.2
70.3
53.0
78.6

PP(%)
80.6
45.3
74.0
68.3
71.0
74.0
PP(%)
80.3
48.4
71.6
64.3
62.5
67.5

Table 4 reports the average confusion matrix, sensitivities (Se) and positive
predictivities (PP) achieved by SVMOD and GSVM on specie RH with LOIO
experiments (matrices for species MC and TL are not reported due to their
low numbers of states). In both matrices the diagonal values are the highest in
each row and column, and only the PP of state CA is below 50%, due to the
overlap between states PG and CA (the largest non-diagonal values correspond
to these two neighbor states). The only high non-diagonal values are adjacent
to the diagonal, corresponding to patterns assigned to a state neighbor to the
right one. Comparing SVMOD and GSVM, the latter achieves higher values
outside the diagonal, excepting the (PG,CA) and (PG,VIT1) values, learning
worse the ordinal information (remember from Table 2 that SVMOD wins
GSVM with specie RH and LOIO experiments not only in Acc. and κ but also
in MAE, κ and ρ). Besides, GSVM achieves lower Se and PP for all the states
excepting PG, because it assigns more patterns CA to PG than SVMOD. In
fact, the sensitivity of SVMOD is above 60% for all the states, while GSVM is
below 55% for states CA and VIT3. Regarding PP, the SVMOD wins GSVM
in all the states except CA, with high difference in states VIT1-VIT3.
4 Conclusions
This paper uses 11 ordinal and 13 nominal approaches to classify states of
development of fish oocytes from histological microscopy images. Twenty-five
features are extracted from every oocyte, including 10 grey level texture (Local
Binary Patterns) and 15 statistical color features. Three fish species are considered: Merluccius merluccius and Trisopterus luscus, which present 3 states
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of biological interest, and Reinhardtius hippoglossoides, with 6 states with and
without leaving one image out. The experiments demonstrate that ordinal
classifiers exhibit improved robustness and performance compared to nominal
methods for all the species considered: SVMOD achieves accuracies about 94%
and 95% for species MC and TL and 67%–80% for specie RH with and without
leave one image out respectively. Several standard nominal techniques can also
obtain promising results for some cases (GSVM for specie RH, without leave
one image out, and AvNNet for specie TL). However, SVMOD has the best
Friedman rank for all the five measures considered (Accuracy, Cohen κ, Mean
Averaged Error, Kendall τ and Spearman ρ), and SVORIM is the second for
the last three measures, which consider the ordinal nature of the classification
problem (although GSVM is the second for Acc and κ). The difference between
ordinal and nominal techniques has been shown to be higher when the number
of states increases, being clearly reflected by ordinal quality measures (Kendall
τ and Spearman ρ). The confusion matrix of SVMOD shows that the ordinal
classifiers locate their errors in states near to the true ones, with sensitivities
and positive predictions above 60% for almost all the states. On the whole, it
can be said that ordinal regression techniques should be preferred to regression and multinomial classification methods when dealing with datasets that
present an ordinal nature. This also motivates the improvement of the current
techniques in the ordinal classification literature, which, given the novelty of
the topic, are still in constant development.
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2. The state-of-the-art in ordinal regression

A system learning user preferences for multiobjective optimization of facility layouts
The efficiency of industrial production is widely influenced by the design of plant

layouts. In fact, it is estimated that between 20 % and 50 % of production costs are due
to materials handling, and that these costs can be reduced at least by 10 % and 30 %
through efficient design. Most authors have solved this problem using quantitative criteria.
Unfortunately, the approaches may not adequately consider all of the essential qualitative
information that affects a human expert involved in design (e.g. engineers, stakeholders,
regulators, etc).
In this paper, we try to solve this deficiency by making use of ordinal classification
to construct a surrogate model which tries to imitate the decision maker. To do so, we
construct a dataset composed of different facility layouts which are generated by an interactive genetic algorithm. Each layout is evaluated by an expert according to a Likert scale
depending on his/her preferences. Several ordinal algorithms are tested, in combination
with different cost matrices. The best model is then used as one of the fitness functions
for a multiobjective evolutionary algorithm. The other fitness is computed considering an
objective factor of each facility layout, in this case, the material flow cost. In this sense,
the algorithm exploits the search space in order to obtain a satisfactory set of plant layouts. The proposal is applied on a design problem case where the classification algorithm
demonstrated that it could fairly learn the user preferences, as the model obtained worked well guiding the search and finding good solutions. Moreover, the proposed system
allows considering subjective designer preferences without reducing search extension. In
many problems, like the one used in experimentation, considering these user preferences
does not necessarily mean getting worse layout in terms of the other objective measures.
Therefore, using the system proposed can have interesting results in terms of improving
the quality of the facility layouts. The use of ordinal regression in this case allowed the
integration of order information among labels in the model, and giving more importance
to some kind of misclassification errors.

A system learning user preferences for
multiobjective optimization of facility layouts
M. Pérez-Ortiz ∗ , A. Arauzo-Azofra, C. Hervás-Martı́nez, L.
Garcı́a-Hernández, and L. Salas-Morera
University of Córdoba, Spain

Abstract. A multiobjective optimization system based on both subjective and objective information for assisting facility layout design is proposed on this contribution. A data set is constructed based on the expert
evaluation of some facility layouts generated by an interactive genetic algorithm. This dataset is used for training a classification algorithm which
produces a model of user subjective preferences over the layout designs.
The evaluation model obtained is integrated into a multi-objective optimization algorithm as an objective together with reducing material flow
cost. In this way, the algorithm exploits the search space in order to
obtain a satisfactory set of plant layouts. The proposal is applied on a
design problem case where the classification algorithm demonstrated that
it could fairly learn the user preferences, as the model obtained worked
well guiding the search and finding good solutions, which are better in
term of user evaluation with almost the same material flow cost.

1

Introduction

Facility Layout Design (FLD) determines the placement of facilities in a manufacturing plant with the aim of determining the most effective arrangement in
accordance with some criteria or objectives, under certain constraints. In this
respect, Kouvelis et al. (1992) [11] provided that FLD is known to be very important for production efficiency because it directly affects manufacturing costs, lead
times, work in process and productivity. According to Tompkins et al. (2010) [20],
well laid out facilities contribute to the overall efficiency of operations and can
reduce between 20% and 50% of the total operating costs. There are many kinds
of layout problems. This contribution focus on the Unequal Area Facility Layout
Problem (UA-FLP) as formulated by Armour and Buffa (1963) [3]. In short, UAFLP considers a rectangular plant layout that is made up of unequal rectangular
facilities that have to be placed effectively in the plant layout.
Aiello et al. (2012) [2] stated that, generally speaking, the problem of designing a physical layout involves the minimization of the material handling cost as
the main objective. But, there are other authors that consider additional quantitative performance, as for example, Aiello et al. (2006) [1], who have addressed
∗
Partially subsidized by the TIN2011-22794 project of the spanish MICYT, FEDER
funds and the P08-TIC-3745 project of the “Junta de Andalucı́a” (Spain).
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this problem taking into account criteria that can be quantified (e.g., material
handling cost, closeness or distance relationships, adjacency requirements and
aspect ratio), which are used in an optimization approach. However, BabbarSebens and Minsker (2012) [4] established that these approaches may not adequately represent all of the relevant qualitative information that affect a human
expert involved in design (e.g. engineers). In this way, qualitative features sometimes also have to be taken into consideration. Brintup et al. (2007) [5] stipulated
that such qualitative features are complicated to include with a classical heuristic or meta-heuristic optimization. Besides, according to Garcia-Hernandez et
al. (2011) [10] these qualitative features can be subjective, not known at the
beginning and can be changed during the process. As a consequence, the participation of the designer is essential to include qualitative considerations in
the design. Moreover, involving the designer in the process provides additional
advantages which have been detailed in its work.
The Interactive Genetic Algorithm (IGA) developed for FLD [10] consider
user evaluation and handle subjective features. This algorithm uses a clustering
mechanism to reduce the number of evaluations required from the user. However,
running the IGA can be a tedious task for a designer, as many evaluations are
still required. Fatigue is the main reason for an early stop of IGAs [14], thus
reducing the possibilities of the system to find better designs. Moreover, user
evaluation is some orders of magnitude slower than computed evaluation, leading
necessarily to a much smaller search capacity. Learning user design preferences
over a concrete layout problem would allow to simulate user responses. In this
way, fatigue could be avoided and search could be performed much faster, which
is specially useful in the context of the large search space of facility layouts. The
goal of this contribution is to design a system that is able to learn these user
layout preferences and perform a search considering both, the user preferences
and other objective criteria.
For a layout design, the user evaluation considered in the IGA is of an absolute type deciding among five possible values for each design. From the user
point of view, absolute evaluation is considered more practical than relative comparisons between layouts. Besides, absolute evaluation has shown better learning
results when learning synthetic models of user evaluation [21].
Likert scales were firstly proposed in 1932 [13] as a way to produce attitude
measures which could be interpreted as measurements on a proper metric scale.
This technique is usually defined as a psychometric response scale, which is
mainly used in questionnaires for obtaining the preference of different users or
degree of agreement within a set of statements. In this paper, the most commonly
likert scale is used in order to evaluate a set of facility layouts which have been
synthetically created using an evolutionary algorithm. This rating technique can
be seen as a 5-point (or granularity) scale ranging from “Strongly Disagree” on
one and end to “Strongly Agree”. Thus, the classes involved in the problem are:
{Strongly disagree, Disagree, Neither agree or disagree, Agree, Strongly agree}
where each class answers the question: Could this plant layout be considered as a
good solution for the Unequal Area Facility Layout Problem?. Often, likert scale
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items are treated numerically in such a way that it is assumed that the distance
between all points on the scale are equal, however, this assumption might be
wrong as we are forgetting the underlying latent variable in the scale. Because
of that, optimal scaling is a relevant issue to both ordinal predictor and outcome
variables. Likert scales can also be addressed from an ordinal regression point
of view, where there is a certain order among class labels. Ordinal regression
(or classification) is a relatively new learning problem which is rapidly growing
and enjoying a lot of attention from pattern recognition and machine learning
communities [9,18]. In this case, the classification problem is quite different to the
standard one, as the variable to predict is not numerical or nominal, but ordinal,
so categories have a natural order (in the same way that the categories we aim
to predict in this paper). The major problem with this kind of classification is
that there is not a precise notion of the distance between categories and there
are some misclassification errors which should be more penalized.
This paper is organized as follows: a brief analysis of the system constructed
is given in Section 2. All the experimental design features and the way the system
learn the FLD preferences from the expert are presented in Section 3. Finally,
we present some of the results obtained in Section 4 and Section 5 summarizes
the conclusions and future work.

2

Structure of the proposed system

From a global perspective, the proposed system requires the designer to describe
the problem and to evaluate several FLDs. At the end, the system must return a
moderate number of designs according to the preferences found in the evaluation
process and the optimization of the objectives factors. Thus, the main purpose
would be combine both subjective and objective information in order to come
to proper and fair decisions when evaluating these facility structures. To do so,
a three-stage system has been developed as shown in Fig. 1:
1. Firstly, the IGA evolves towards FLDs that are preferred by the user. On
each iteration, the user evaluates nine layouts which are stored for learning
step. Although more layouts are generated and evaluated through clustering
to better guide evolution, only user evaluated layouts are considered. Elicited
evaluations from clustering may have been good for GA evolution but we
have found that they may confuse the learning process.
2. After that, a machine learning classification algorithm will learn from the
expert evaluations (using the dataset). In this stage, several nominal and
ordinal algorithms are tested, in order to choose the one that achieved the
best results. Once the more appropriated algorithm is selected, the model
obtained is integrated in a multiobjective evolutionary algorithm, in such a
way that this model will evaluate the facility layouts using the likert scale
and this predicted target will be the first objective to maximize in the evolutionary learning process.
3. Finally, the second objective to maximize in the optimization will be an
objective factor (in this case, the material flow between facilities). At this
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point, the multiobjective algorithm is able to search and evolve through
all possible solutions, and will end with a pareto front containing a set of
optimal plant layouts.

Fig. 1. Facility layout design system diagram

Learging user preferences for MO optimization of facility layouts

3

5

Learning facility layout preferences from the expert

Facility layouts from the IGA follow the Flexible Bay Structure (FBS) [19], where
the facilities are placed in a series of rows of variable width. The data available
to the learning algorithm is the number of bays and the geometrical coordinates
of the rectangle assigned to each facility. Every of these layouts is tagged with
an evaluation from a set of five ordered classes. Therefore, the user preferences
will be learned with a supervised classification task. It must be noted that each
problem case is different and usually will have different design preferences. For
this reason, in principle, the knowledge and models created for one case are not
applicable to others and a new model must be learned.
The facility layout problem case considered is composed of 20 facilities with
different required areas that are arranged in a 61.7 × 61.7 meters plant. The
IGA was run for 220 iterations using a population of 100 individuals with 0.5
probability of crossover and 0.05 probability of mutation. After removing some
duplicated facility layouts, the IGA left us with a final database composed of 1969
patterns distributed in 5 classes and 86 attributes which contains information
about the location and different characteristics of each facility distribution.
3.1

Selection of the algorithm

Several state-of-the-art methods have been tested for this problem in order to
choose the one which performs better taking into account metrics which measures
different kind of errors: CCR, which is the standard classification metric (also
known as accuracy), M AE which measures ordinal classification and finally, M S
which measures the worst classified class so this measure will help us to detect
trivial classifications and will be really useful in unbalanced problems (as the
one treated in this paper).
The Mean Absolute Error (M AE) is defined as the average deviation in
absolute value of the predicted class from the true class. It is a commonly used
for ordinal regression:
N
1 X
|yi − yˆi |,
M AE =
N i=1

where yi is the true rank for the i − th pattern, and yˆi corresponds to the
predicted rank for the same pattern. N is the number of test patterns.
The Minimum Sensitivity (M S) can be defined as the minimum value of the
sensitivities for each class,
M S = min{Si ; i = 0, . . . , K},
where Si is the sensitivity for the ith class. Sensitivity for class i corresponds to
the correct classification rate for this specific class. In this way, M S reports the
accuracy for the worst classified class.
In order to fairly compare the results obtained from different algorithms, a
stratified 30-holdout and a nested 5-fold cross-validation have been performed.
The algorithm tested for solving the given problem are the following ones:
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– OCC (OrdinalClassClassifier): ensemble technique for ordinal regression [9]
which applies C4.5 as base algorithm.
– KDLOR (Kernel Discriminant Learning for Ordinal Regression): method
which combines discriminant analysis and kernel functions for ordinal regression [18].
– POM (Proportional Odd Model): one of the first models specifically designed
for ordinal regression and arisen from a statistical background [15].
– EBC (Extended Binary Classification): ensemble method which performs
multi-class classification with just a binary model [12]. Support Vector Machines are used as the base algorithm.
– SVC (Support Vector Classification): standard nominal classifier based on
support vector machines which performs one-vs-one classification [7].
– C4.5: standard nominal decision tree [16] based on information entropy.

Table 1. CCR, M S, M AE obtained from the different methods
Algorithm
OrdinalClassClassifier(C4.5)
KDLOR
POM
EBC(SVM)
SVC
C4.5

CCR
88.69 ± 1.48
78.20 ± 2.19
60.72 ± 1.24
81.08 ± 2.76
80.15 ± 4.53
89.87 ± 2.31

M AE
0.169 ± 0.025
0.231 ± 0.034
0.468 ± 0.014
0.249 ± 0.023
0.290 ± 0.047
0.175 ± 0.037

MS
37.50 ± 9.51
12.36 ± 1.87
0.00 ± 0.00
8.23 ± 2.50
13.81 ± 5.70
42.19 ± 7.35

Taking into account these metrics, the best results in CCR and M S are
achieved with the C4.5 algorithm [16], although it is not an ordinal method. But
one can notice that best results in M AE are achieved using the OCC(C4.5).
Nevertheless, as the differences are not significantly large and the algorithm selected will be integrated in a multiobjective algorithm, another important issue
is the simplicity and one should take into account that the OCC is a ensemble
model which makes use of probability functions for obtaining the final predicted
targets. Because of that, the authors have considered the use of different ordinal cost matrices for training the C4.5 algorithm to see if the results could
improve even more. This algorithm is also known as C4.5CS or cost-sensitive
C4.5. C4.5CS [22] is a post-processor decision tree is used in conjunction with
C4.5. This methodology implements cost-sensitive specialization by seeking to
specialize leaves for high misclassification cost classes in favor of leaves for low
misclassification cost classes. As said before, there are some misclassification errors which should be more penalized in the problem: confusing the “Strongly
agree” with the “Strongly disagree” class should be considered by far a bigger
mistake than confusing the “Neither agree or disagree” with the “Agree” class.
Because of that, we have tested several approaches using cost matrices for solving
this ordinal problem. The costs matrices used are shown in Table 2:
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– Cost matrix #1: Usual cost matrix for the nominal classifiers, which assumes
that all the misclassification errors are equal.
– Cost matrix #2: This matrix is the well-known standard ordinal one. It is
widely used with nominal algorithms in order to weight the misclassification
errors.
– Cost matrix #3: Quadratic ordinal cost matrix.
– Cost matrix #4: Cost matrix particularly proposed for the problem here
addressed. Due to the fact that the best FLDs are a minority in the problem,
authors have considered that it is critical not to miss any of them. Thus,
errors when misclassifying an excellent plant layout are not the same as
when misclassifying a bad one (because an expert will check over the final
pareto front and will directly discard the non-proper ones).

Cost
0 1
1 0
1 1
1 1
1 1

matrix #1 Cost matrix #2 Cost matrix #3 Cost matrix
1 1 1
0 1 2 3 4
0 1 4 9 16
0 1 2 3
1 1 1
1 0 1 2 3
1 0 1 4 9
1 0 1 2
0 1 1
2 1 0 1 2
4 1 0 1 4
4 1 0 1
1 0 1
3 2 1 0 1
9 4 1 0 1
9 4 1 0
1 1 0
4 3 2 1 0
16 9 4 1 0
16 9 4 1

#4
4
3
2
1
0

Table 2. Different cost matrices considered for the problem

The results obtained using these cost matrices with the same procedure as
before (stratified 30-holdout) can be seen in Table 3 where one can notice that
an important improvement of the results is produced by using these ordinal cost
matrices. The cost matrix #4 is the one hybridized with the ordinal standard
and the quadratic one, and it obtains the optimal results. Besides it is the one in
concordance with the misclassifying errors to avoid in the problem, so it will be
used for computing the final model to guide the evolutionary searching process.
Table 3. CCR, M S, M AE obtained with C4.5 and the different cost matrices

C4.5
C4.5
C4.5
C4.5

Cost matrix
(cost matrix
(cost matrix
(cost matrix
(cost matrix

#1)
#2)
#3)
#4)

CCR
88.69 ± 1.48
89.82 ± 1.19
90.17 ± 1.24
90.35 ± 1.56

M AE
0.175 ± 0.037
0.181 ± 0.014
0.173 ± 0.026
0.163 ± 0.021

MS
42.19 ± 7.35
51.56 ± 4.87
53.12 ± 6.56
54.69 ± 3.42

At this point, the procedure to train the final model have been established:
use the C4.5 algorithm with a hybrid and ordinal cost matrix and the entire
dataset (without any training and testing partitioning) to obtain a single final
model.
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Combining subjective and objective criteria

Once a model of the evaluation according to design preferences is learned. It is
also desired that the facility layout optimize other objective features. Material
flow is considered a very important measure of a good FLD. It is calculated
as the product of the distance and the material movement estimated between
facilities. In order to find a good facility layout considering both objectives, a
multi-objective genetic algorithm (MOGA) is applied in the last stage of the
system.
NSGA2 [8] algorithm has been used because it applies well known important
theory on multi-objetive evolutionary algorithms [6] and achieves good results in
facility layout problems [2]. The proposed system includes NSGA2 implemented
using DEAP [17]. The encoding scheme uses a permutation of facilities and a
binary vector with the points where bays are split. Crossover operators are PMX
for facilities and two point crossover for split points, while mutation swaps the
position of two facilities or toggles a bit in the split points vector.
Apart from optimizing material flow and designer preferences, facilities of
a given area must also have an usable shape that allows allocation of machines or other resources. This is usually controlled with aspect ratio constraints.
Rather than discarding infeasible solutions according to aspect ratio constraints,
a penalty function is used. In this way, some infeasible solutions are preserved
to allow convergence to solutions that lie in the boundary between feasible and
infeasible solutions [6]. We considered including this penalty as an additional objective. However, we have achieved better results using the adaptive penalization
over material flow by Tate et. al. [19].
Finally, the system returns the pareto front with at most five solutions (one
for each user evaluation class considered). The designer can now choose the
facility layout with the optimum equilibrium between material flow and the
other subjective preferences.
4.1

Case results

The described MOGA has been run 500 generations with a population of 200
individuals, using probabilities of 0.8 for crossover and 0.2 for mutation. Figure 2 shows the final results obtained by the system for this problem. There
are no solutions with user evaluation values of 1 or 4 because all of them have
been dominated by the ones shown. While material flow is pretty similar for all
three layouts, the satisfaction of the user is much better in the third one. In
this way, the proposed system improves the results of automatic facility layout
because user preferences are included in the search without losing the fitting of
the objective material flow measure.
In order to compare these results with those achieved by other algorithms
not considering user preferences, a well known algorithm proposed by Aiello [1]
has been run on the same problem with the same parameters. The best FLD
found by this algorithm has a material flow of 189463u ∗ m and it is necessary to
increase the number of generations to reach FLDs with a similar material flow to

Learging user preferences for MO optimization of facility layouts

a) Material flow of
164766u ∗ m and 2 as
user evaluation

b) Material flow of
164782u ∗ m and 3 as
user evaluation
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c) Material flow of
164799u ∗ m and 5 as
user evaluation

Fig. 2. Final pareto front with the FLDs found by the system

those obtained with the MOGA proposed. Intuitively, this may mean that user
evaluation is helping to direct the search. This opens another research question
requiring further experimentation with more data on diverse FLD problems.

5

Conclusions and future work

This paper proposes the construction of a system which combines user preferences and other objective factors. The proposed system allows considering subjective designer preferences without reducing search extension. In many problems, like the one used in experimentation, considering these user preferences
does not necessarily mean getting worse layout in terms of the other objective
measures. So, using the system proposed can have interesting results in terms of
improving the quality of FLDs.
The use of ordinal regression in this case allowed us the integration of order
information among labels in the model, and giving more importance to some
kind of misclassification errors. Concerning future work, the system could be
constructed by jointly taking into account the preferences of several users.
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Labelling decomposition methods for ordinal
regression

This chapter presents different research works concerning decomposition methods,
including new proposals and a thorough set of experiments. The chapter also includes two
applications of these methods to real-world problems.
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2.679 (Q1).
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• M. Pérez-Ortiz, P.A. Gutiérrez y C. Hervás-Martı́nez. Log-gamma distribution optimisation via maximum likelihood for ordered probability estimates. In International

Conference on Hybrid Artificial Intelligence Systems (HAIS), Lecture Notes in Computer Science Volume 8480, pages 454–465, 2014.
Other publications associated to this chapter:
• M. Pérez-Ortiz, P.A. Gutiérrez, C. Hervás-Martı́nez, J. Briceño y M. de la Mata. An
ensemble approach for ordinal threshold models applied to liver transplantation. In

International Joint Conference on Neural Networks (IJCNN), pages 2795–2802, 2012.
The four main publications are now presented in the different subsections of this
chapter.

3.1.

Projection-based ensemble learning for ordinal regression
Ordinal information gives us the possibility of comparing the different labels. For a

given rank k, a direct question could be the following, “is the label of pattern x greater
than k?”. This is exactly the main motivation for most decomposition methods in ordinal
classification. These techniques are based on the simplification of the original task through
the formulation of several order hypotheses. The following paper presents a slightly different approach in this line. It could be said that the proposal is a reformulation of the
one-versus-all scheme to ordinal classification. Every single model is trained in order to
distinguish between a given class (k) and all the remaining ones (but grouping these in
those classes with a rank lower than k, and those with a rank higher than k).
Three different base methodologies are tested in this case for the construction of the
separate models: kernel discriminant learning, support vector machines and logistic regression (all reformulated to deal with ordinal regression problems). All of these methods
share one common property, the fact that they are threshold methods which compute a
projection and project the data for its subsequent classification. From this projected data,
posterior probabilities of class belonging can be extracted and these could be very useful
for constructing an accurate ensemble. Different weighting strategies and combiners are
also explored in this paper in order to analyse the best combination.
The results show that the method is seen to be competitive when compared with
other state-of-the-art methodologies (both ordinal and nominal), by using six measures
and a total of 15 ordinal datasets. The superiority of the proposal with respect to the oneversus-all standard paradigm has been confirmed when dealing with ordinal regression.
Although multiclass imbalance problems pose important difficulties for machine learning

3.1. Projection-based ensemble learning for ordinal regression
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algorithms, this formulation considered seems to achieve not only good global performance, but also good error rates for all classes independently, as demonstrated with several evaluation metrics. Furthermore, an additional set of experiments is conducted to
demonstrate the potential scalability and interpretability of the proposed method when
using logistic regression as base methodology for the ensemble.
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Abstract—The classification of patterns into naturally ordered
labels is referred to as ordinal regression. This paper proposes
an ensemble methodology specifically adapted to this type of
problem, which is based on computing different classification
tasks through the formulation of different order hypotheses.
Every single model is trained in order to distinguish between
one given class (k) and all the remaining ones, while grouping
them in those classes with a rank lower than k, and those
with a rank higher than k. Therefore, it can be considered as
a reformulation of the well-known one-versus-all scheme. The
base algorithm for the ensemble could be any threshold (or
even probabilistic) method, such as the ones selected in this
paper: kernel discriminant analysis, support vector machines
and logistic regression (LR) (all reformulated to deal with ordinal
regression problems). The method is seen to be competitive when
compared with other state-of-the-art methodologies (both ordinal
and nominal), by using six measures and a total of 15 ordinal
datasets. Furthermore, an additional set of experiments is used to
study the potential scalability and interpretability of the proposed
method when using LR as base methodology for the ensemble.
Index Terms—Discriminant analysis, ensemble, logistic regression, ordinal classification, ordinal decomposition, ordinal
regression, support vector machines, threshold models.

I. Introduction
RDINAL REGRESSION can be defined as a relatively
new learning paradigm whose aim is to learn a prediction
rule for ordered categories. This problem, firstly arising in
statistics [2], is spreading rapidly and receiving a lot of
attention from the pattern recognition and machine learning
communities [3], [4] because it presents a wide range of applications in areas where human evaluation plays an important
role, for example: psychology, medicine, information retrieval,
etc. The main difference compared to standard regression
is in the target variable, which is composed of finite and
discrete category labels, the distances between them being
unknown. Concerning classification, the variable to predict is
not numerical or nominal, but ordinal; thus these categories
show an implicit and natural order. An explanatory example
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of order among categories could be the Likert scale, a wellknown methodology used for questionnaires, where the categories correspond to the level of agreement or disagreement
with a series of given statements. The scheme of a typical
five-granularity Likert scale could be: {Strongly disagree,
Disagree, Neither agree or disagree, Agree, Strongly Agree},
where the natural order among categories can be appreciated. The major problem within this kind of classification
is that misclassification errors should not be treated equally:
misclassifying the Strongly disagree class as Strongly agree
should be more penalized than misclassifying it as Disagree.
Therefore, several issues must be taken into account in order
to exploit the presence of this order among categories. First,
this implicit data structure should be learnt by the classifier
in order to minimize ordinal classification errors and, second,
several measures or metrics should be developed in order to
do so, given that simply being accurate might not be enough
for this kind of problem.
Several approaches to tackle ordinal regression have been
proposed in the domain of machine learning over the years,
since the first work dating back to 1980 [2]. The simplest
idea is to transform these ordinal scales into numeric values and solve the problem as a standard regression one.
Kramer et al. [5] investigated and proposed the use of a regression tree learner in this sense. However, as outlined before,
there is an important problem within these approaches: the fact
that, in general, there is no knowledge about the distances between different classes. On the other hand, other works focused
on addressing the problem by simply performing multinomial
classification tasks (totally forgetting the order information)
or by considering cost-sensitive classification [6] based on
trivially imposed cost matrices. Some researchers approach
the problem by decomposing the original ordinal regression
task into a set of binary classification tasks [3], [7], or by
formulating the original problem as one of extended binary
classification [8], [9]. However, the most popular approach
is clearly the use of threshold models [4], [10]–[12]. These
methods are based on the idea that, in order to model ordinal
classification problems from a regression perspective, one can
assume that some underlying real-valued outcomes exist (also
known as latent variable), although they are unobservable.
Consequently, these methodologies estimate:
1) a function f (x) that tries to predict the nature of those
underlying real-valued outcomes;
2) a set of bias terms or thresholds b
=
(b1 , b2 , . . . , bK−1 ) ∈ RK−1 (where K is the number of
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classes in the problem) to represent the intervals in the
range of f (x), where b1 ≤ b2 ≤ · · · ≤ bK−1 .
Nowadays, the ensemble paradigm is one of the most
actively researched in pattern recognition and machine learning [13]. This methodology imitates human nature to seek
several opinions before making a crucial decision [14] and
was proposed as an alternative to the conventional standalone
methods, which can be suboptimal. The main aspects addressed in ensemble literature are: development of methods
for reducing the dependence between classifiers, i.e., maximizing diversity, and development of effective combination
rules.
This paper contributes a novel and natural ensemble
methodology to tackle ordinal information which could be
used with any threshold model as base classifier. More specifically, in this paper kernel discriminant analysis (KDA) [4],
[15] and support vector machines (SVMs) [16], [17] were used
for a first set of experiments, since these can be considered
accurate and successful methods when adapted to ordinal
regression [18], [19]. Moreover, logistic regression (LR) [2],
[20] was considered for a set of large-scale datasets. The main
motivation is the development of an ordinal ensemble algorithm which could benefit from the order information of the
data to improve the performance of other existing techniques.
As many classifiers as the number of classes are trained, and
each single model is computed to differentiate each class from
the remaining ones taking ordinal ranks into account, i.e.,
separating each class from the previous and following classes.
The ensemble methodology proposed is based on decomposing
ordinal regression problems into simpler classification tasks,
where the order information is explicitly included. For a K
class ordinal regression problems, two binary classification
problems and K − 2 ordinal ones (each composed of three
classes) are derived, in such a way that the main classification
problem is simplified. This procedure can be appreciated in
Fig. 1 for a 5 classes example. The main hypothesis is that
the performance of any ordinal algorithm could be improved
by simplifying classification tasks and formulating multiple
order hypotheses which will be combined in a final decision
function. The proposal can be seen as a reformulation of the
one-versus-all idea to tackle ordinal regression. A set of experiments is presented in this paper, which tests and validates this
methodology and other nominal and ordinal ones, taking into
account 15 datasets with different characteristics. The results
suggest that the proposal reaches a competitive performance
level and is able to extract better quality classifiers from the order information in the class labels. Finally, a different set of experiments over two large-scale datasets is conducted to analyze
the potential scalability and interpretability of the proposed
ensemble.
This paper is a very significant extension of [1] with much
additional material, including a comprehensive review of some
ordinal regression methodologies, a more detailed description
of the proposal with some changes, and a wider experimental
section, where the results for different benchmark datasets
and measures were analyzed. Besides, SVMs and logistic
regression techniques formulated for ordinal regression were

Fig. 1. Example showing different projections computed for the ensemble
when K = 5. Xi are the patterns associated to class i. The model trained
for separating class ith from the remaining ones is denoted by wi and the
corresponding thresholds associated by bi1 and bi2 . Cij is used for denoting a
synthetically constructed cluster of classes for decision maker ith.

also considered in this paper, both for ensemble construction
and for comparison.
Some advantages and decisions related to the proposal are
now discussed. First, the choice of threshold models as base
classifiers is justified because of their inherent advantage to
lend themselves to probabilistic outputs, as these conditional
probabilities of class membership are useful for constructing
a more robust ensemble methodology. The proposal can be
applied to any threshold model (indeed to any algorithm
leading to probabilistic outputs), since the main idea is to
compute one model to differentiate each class from the rest
by taking ordinal ranks into account, and then extracting
final output probabilities from the outcomes of each model.
In addition, threshold methods depend to a great extent on
the bias or threshold computation, which may be a complex
handicap when dealing with kernel methods because of their
tendency to over-fit. Instead of using crisp values, this paper
considers probability estimations to relax and alleviate the
misclassification error of multiple order hypotheses. On the
other hand, selecting the number of classifiers has always
been one of the most important and controversial issues in
the ensemble paradigm (this value is usually assigned to an
odd number in order to avoid draws), but in this case it is very
intuitive, as the number of classifiers would be preassigned to
the number of classes in the sample. Also, inducing diversity
in the classifiers is a crucial ingredient for developing robust
ensemble techniques. However, in this case diversity is implicit
in the technique, as each computed model will be composed
of different data labeling and pattern distributions. Finally, the
proposal could also be justified by the low number of ordinal
ensemble methods existing in the literature.
The paper is organized as follows. Section II shows a
description of the methodologies used for the ensemble;
Section III formally presents the proposal of this paper;
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Section IV describes the characteristics of the datasets and
the experimental study and analyzes the results obtained; and
finally Section V outlines some conclusions and future work.
II. Previous Notions
In this section, the terminology and notation that will be
used throughout the entire paper is established. The goal in
classification is to assign an input vector x to one of K discrete
classes Ck , where k ∈ {1, . . . , K}. Thus, a formal framework
for the ordinal regression problem could be introduced by
considering an input space X ∈ IRd , where d is the data dimensionality. To do so, an outcome space Y = {C1 , C2 , . . . , CK }
is defined, where the labels are ordered due to the data ranking
structure (C1 ≺ C2 ≺ · · · ≺ CK , where ≺ denotes this
order information). Let N be the number of patterns in the
sample and Nk the number of samples for the kth class. The
objective in this kind of problem is to find a prediction function
f : X → Y by using an i.i.d. sample D = {xi , yi }N
i=1 ∈ X × Y .
The ensemble approach here proposed is applied to three
well-known techniques: KDA, SVM, and LR. Since they have
been reformulated to deal with ordinal regression problems, a
brief explanation of these methods is included in this section.
A. Kernel Discriminant Learning
This learning paradigm (KDA) is one of the pioneer and
leading techniques in the machine learning area, since it dates
back to 1936 and has been widely used as much for supervised
dimensionality reduction as for classification [21]. KDA has
also been adapted to ordinal classification [4] by imposing a
constraint on the projection to be computed, so that it will
preserve and take advantage of the ordinal information from
different classes. The method is known as kernel discriminant
learning for ordinal regression (KDO) [4].
B. Support Vector Machines
The SVM paradigm [16], [22] is considered to be the
most common kernel learning method for statistical pattern
recognition. This paper considers two of the most commonly
used approaches for solving multiclass problems with SVMs:
the one-versus-all formulation and the one-versus-one formulation.
Some works in the SVM literature have been focused on
the reformulation of this successful paradigm to tackle ordinal
regression problems [17], [23], [24]. All these approaches
share one common objective which is the definition of K − 1
discriminant hyperplanes represented by the vector w and
the scalars bias b1 ≤ · · · ≤ bK−1 in order to properly
separate training data into ordered classes by modeling ranks
as intervals on the real line.
The proposal of Herbrich [23] derived the well-known SVM
methodology for ordinal regression by making use of an
independent distribution model and inducing an ordering in
the space X that incurs the smallest number of inversions
on pairs (xi , xj ) of objects, the probability of that incurred
inversion being given by a risk function for each pair of ranks.
The main disadvantage of this algorithm is that the problem is
formulated as a quadratic function directly depending on the
training number of patterns.
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On the other hand, the work of Shashua and Levin [24]
introduced two different approaches: the former tries to maximize the margin between the closest neighboring classes by
applying the “fixed margin” policy and the latter allows for
different margins where the sum of margins is maximized.
The principal disadvantage of their proposal is that ordinal
inequalities on the thresholds, b1 ≤ b2 ≤ · · · ≤ bK−1 , are not
included in the formulation and this omission may result in
disordered thresholds at the solution.
A third proposal of SVMs for ordinal regression is presented
in the work of Chu and Keerthi [17]. This study also shows
two different implementations for the idea. Both approaches
guarantee that the thresholds are properly ordered at the
optimal solution. The first one only takes into account adjacent
ranks for the determination of the thresholds, whereas in the
second one, the whole training sample considering all ranks is
used for the determination of each threshold, and samples in
all the categories are allowed to contribute errors for each
hyperplane. This second approach is called support vector
ordinal regression with implicit constraints (SVOI).
From another point of view, ordinal regression can be transformed into several binary classification problems; one binary
classifier can be derived for each problem, and the output of
all classifiers can be combined to obtain a final decision. The
strategy is based on simply checking if the rank of a pattern
is greater than a given rank k, 1 ≤ k ≤ K − 1, which is indeed
a binary classification question which is answered by each
classifier. This approach is closely related to that proposed in
this paper and was first presented in the work of Frank and Hall
[3] with C4.5 classification trees as base classifiers. However,
SVMs have performed very competitively for binary problems,
and a similar proposal was then considered for SVMs in the
work of Waegeman and Boullart [7], but introducing specific
weights into the different patterns. These weights try to reflect
the fact that not all patterns in the greater than k class (for the
binary classifier k) are equally far from k in the ordinal scale,
and they should be treated differently when constructing the
classifier (even though they belong to the same class). Both
methods will be considered in the experimental section.

C. Logistic Regression
In machine learning, LR [20] is a well-known methodology
based on a regression analysis for classification problems. This
method has been reformulated to deal with ordinal problems
giving rise to the proportional odds model (POM) [2]. This
model was the first threshold method applied to ordinal
regression problems and it is based on a linear projection
jointly trained with a set of thresholds by using a similar
technique to that considered for nominal LR. Let h denote
an arbitrary monotonic link function. The model


h P(y ≤ Cj |x) = w x − bj , j = 1, . . . , K − 1

(1)

links the cumulative probabilities to a linear predictor and
imposes an stochastic ordering of the space X , where bj is the
threshold separating Cj and Cj+1 and w is a linear projection.
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III. Ensemble Learning for Ordinal Regression
In the previous section, three well-known classification
methods have been presented: KDA, SVM, and LR. These
methods share one common and general objective that defines
the optimization function: the maximization of the distance
between different classes. Therefore, they depend greatly on
the number of classes in the sample, hindering the separation between them when this number is high. Because of
that, the proposed methodology tries to simplify the task of
classification, and thus the optimization process. The proposal
is intended to construct an ensemble which performs much
simpler classification tasks. In order to do so, different decision
models are computed, one for separating each class from
the remaining ones (avoiding the problem of a great number
of classes and aiming at a more balanced classification).
The main motivation for this paper could be found in the
sentence of Albert Einstein, “Make everything as simple as
possible, but not simpler,” because the original classification
task is simplified, but without forgetting the ordinal ranking
information implicit in the data.
Various supervised and disjoint clusters (the term cluster is
used to refer to a group of classes) are computed and classified
taking into account the natural order of the classes, i.e., a
label manipulation procedure is conducted in order to generate
multiple hypotheses. In methods that manipulate the target attribute, instead of inducing a single complex classifier, several
classifiers are induced with different and usually simpler representations of the target attribute [14]. One example of this is
the one-versus-all methodology [25] (previously introduced for
SVMs), where a K class classification problem is transformed
into K binary classification ones. The one-versus-all paradigm
seeks the ith decision function fi (x), i ∈ {1, . . . , K} fulfilling
that fi (x) > 0 when x belongs to class i, and fi (x) < 0 when x
belongs to one of the remaining classes. Therefore, f is used
as a membership function for choosing the final prediction.
The proposal described in this section can be seen as a oneversus-all reformulation for ordinal regression.
In ordinal regression, one-versus-all approach would not
compute a fair classification, as the implicit order information
would be ignored. For example, for a five-class problem, f4
will try to distinguish between class 4 and classes {1, 2, 3, 5}.
As class 5 is supposed to be closer to class 4 than to classes
{1, 2, 3}, it might be difficult to separate it from class 4. The
proposal tries to separate one class from the previous and the
following ones, in such a way that the order among the classes
is taken into account (see Fig. 1).
Furthermore, there exists another main issue apart from the
exploitation of ordinal ranks by simplifying the classification
task. It is well known that the possible ways of combining the
outputs of different classifiers in an ensemble depends on what
information is obtained from individual members. When dealing with classification algorithms, the most common output for
a learning procedure is the label predicted. However, in some
cases, there is other information directly extractable from the
classifier which may be helpful for improving classification
performance, such as predicted probabilities. Threshold methods present the problem of threshold computation which may
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often be a complex but important issue, as final classification
entirely depends on those thresholds. In order to relax and
alleviate this kind of errors, probability estimations are carried
out by the proposed ensemble methodology.
Let us formally define the method. Given K different
classes and corresponding events (C1 , C2 , . . . , CK ), K different
classification problems will be computed by relabeling the
data and training the learning algorithm with these relabeled
patterns. By doing this, K different models will be obtained.
1) Two of the models (the first one, i = 1, and the last one,
i = K) will compute binary classifications, separating
class i from all the others. Standard KDA, SVM or LR
will be applied in these cases.
2) The rest of them (i ∈ {2, . . . , K − 1}) will be three
class classifiers, separating the corresponding class ith
from previous ones (1, . . . , i − 1) and subsequent ones
(i + 1, . . . , K). Any of the previously presented ordinal
algorithms could be used in order to maintain the ordinal
rank of the classes (in these cases, the KDO, SVOI, and
POM algorithms will be used).
An ensemble set D will be defined consisting of a combination
of K different decision makers, D = {D1 , . . . , DK }. Each
projection will be determined by the set of data to discriminate,
as can be seen in Fig. 1 for K = 5, where Xi is the set of
patterns belonging to class ith.
The training set is defined as G = {G1 , . . . , GK }
=
for each member of the ensemble, where Gi
{X(j|j<i) , X(j|j=i) , X(j|j>i) }. Note that, in the first and last
cases, one of the sets to discriminate will be the empty set,
as there are no lower and higher ranking classes, respectively.
Consequently, the cardinality of Gi will be |Gi | = 3, for
i ∈ {2, . . . , K − 1}, and |Gi | = 2 for i = 1 and i = K.
Clusters grouping different classes will be defined for each
decision maker Di : Cij , 1 ≤ i ≤ K. The set of events to
classify is defined in the following way: {Ci1 = (C1 ∪ · · · ∪
Ci−1 ), Ci2 = Ci , Ci3 = (Ci+1 ∪ · · · ∪ CK )}, taking into account
that, in the first and the last classification tasks, some of them
will be the empty set. These clusters result in different class
targets (according to their rank): S1 = {1, 2}, Si = {1, 2, 3},
(1 < i < K), and SK = {1, 2}.
Then, each decision maker (Di ) is determined by the set
to discriminate (Gi ), the labels Si , the computed optimal
model (which in this case will be the optimal projection
or hyperplane wi ) and the set of thresholds for separating
the classes (bi ). Note that the number of thresholds for the
classification corresponds to |Si | − 1.
Although KDA, SVM, and LR have been selected as base
methods since they can be easily transformed to predict
probabilities, the ensemble could be used with any threshold
or probabilistic method. As when using threshold models it is
possible to estimate K sets of probability, the first hypothesis is
that the true values of P(Ci |x, D), i.e., the posterior probability,
are the ones most agreed upon by the ensemble.
Although many types of uncertainty exist, probabilistic
models fits surprisingly well in most pattern recognition problems [13]. Because of that, this paper tries to construct a
classifier by only taking estimated probabilistic information
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into account. For each pattern and decision maker i, the
probability of belonging to class i will be calculated, along
with the probability of belonging to the previous classes and
the probability of belonging to the following ones. Then, a
methodology for joining all the probabilities is proposed. For
that, there are several issues to be addressed.
1) Distributing the probabilities within the cluster: when
the specific model for separating class ith from the rest
is computed, three (or two) different supervised clusters
are formed, one for the classes whose class target is
less than i, one for class i and one for the classes
whose class target is greater than i. These projections
can be used to approximate the probability of belonging
to a specific cluster (by using (2) and (3) of the next
subsection), where one or more classes are represented.
This probability has to be distributed among the different
classes included in the cluster to obtain a K-class
probability distribution for each decision maker.
2) Combining the probabilities: as in any ensemble, a
way has to be selected to combine the decisions of all
classifiers (average, product, majority voting, etc).
3) Weighting more prominent classes: after distributing the
probabilities, there are classes that are more prominent
(for example extreme classes, which appear isolated in
two of the projections, see Fig. 1). If a weighting method
is not applied, all the patterns will be more likely to be
classified in these classes.
A. Obtaining Probability Outputs
An important advantage of threshold methods [4], [10] over
other algorithms is that their outputs can be easily transformed
into conditional probabilities by analyzing projected patterns
and the corresponding thresholds. This is due to the fact
that, in high-dimensional feature space, the histogram of each
class projected by the discriminant function can be closely
approximated by a given distribution. For example, given a
pattern x and a decision maker Di the probability that this
pattern has of belonging to cluster Cij can be estimated using:
1) the probit function that computes a normal cumulative
distribution
 x
−(t−μ)2
1
P(Cij |x, Di ) = √
e 2σ2 dt
(2)
σ 2π −∞
2) or the logit function that computes the standard logistic
sigmoid:
P(Cij |x, Di ) =

1
1 + e−t

(3)

where i ∈ {1, . . . , K}, j = 1 or j ∈ {1, 2}, t = wiT x − bij
is the projected pattern, wiT is the ith transposed projection vector, bij is the corresponding bias for cluster j,
and the assumption of μ = 0 and σ = 1 is made.
Conditional probabilities can be useful, for instance, in applications where the output of a classifier needs to be combined
with other information, and it is not only the class assignment
that is interesting, but also its probability. Additionally, these
probabilities allow us to combine the outputs of K classifiers.
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Fig. 2. Example showing the different stages of the procedure. A combination function F is used to combine the probability outputs and obtain all
μk (x) values.

In this paper, the probit function has been used for estimating the probabilities in the case of the KDA methodologies,
since these methods assume an unimodal normal distribution
on the data. For LR methods, the logit function was used. On
the other hand, as there is no guideline about which method
should be used with nonparametric methods, such as SVMs,
the logit function has been considered, which has been proved
to show good results with this technique [26], [27].
B. Distributing the Probabilities within the Cluster
If the probability that a pattern belongs to a specific cluster
is determined by a decision maker Di , then when the cluster
Cij has only one class, the probability is directly defined
but, if there are multiple classes, this probability should be
distributed among the classes included in it (as can be seen in
Fig.2). One first idea could be simply to ignore all the clusters
with more than one class and make use of the independent
membership values of the ith single class of each decision
maker (after applying the transformations proposed in the
previous subsection), in such a way that a vector of decision
values V = {P(C1 |x, D1 ), P(C2 |x, D2 ), . . . , P(CK |x, DK )} =
{P(C11 |x, D1 ), P(C22 |x, D2 ), . . . , P(CK2 |x, DK )} is computed
and the final prediction would be the index of the maximum
value of it. Throughout this paper, this methodology is referred to as simple ensemble learning for ordinal regression
(SELOR) and has a significant disadvantage: the whole set of
probabilities is not being considered.
More complex responses can be obtained if clusters with
multiple classes are considered and the corresponding probability is distributed among these classes. One possible way of
distributing these probabilities is the following:
P(Ck |x, Di ) = P(Cij |x, Di ) · γik , ∀(Ck ∈ Cij )

(4)

with k ∈ {1, . . . , K}, j ∈ {1, 2, 3} or j = {1, 2}, and taking
into account that γik = 1 when |Cij | = 1.
This γik weighting parameter could be chosen in many
different ways.
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1) Equally distributed probabilities: The probability of belonging to class Ck for a specific decision maker Di
(where k ∈ {1, . . . , K}) is the probability of belonging
to the cluster Cij (taking into account that the patterns
Xk associated to Ck belongs to cluster Cij ) divided by the
number of different class targets involved in the cluster,
in this case
1
, ∀(Ck ∈ Cij ).
(5)
γik =
|Cij |
For the sake of simplicity, this will be the method
considered for all the experiments in this paper.
2) Distribution according to the number of patterns in each
class: The probability of belonging to class Ck for a
decision maker Di would be the probability of belonging
to cluster Cij multiplied by the number of patterns in
class Ck with respect to the total involved in the cluster,
then
N
I(yn = Ck )
, ∀(Ck ∈ Cij )
(6)
γik = Nn=1
I(y
n ∈ Cij )
n=1

where I(·) is defined as the indicator function.
3) Distribution according to the inverse of the number of
patterns of each class: The probability of belonging to
class Ck for a decision maker Di would be, as before,
the probability of belonging to cluster Cij multiplied by
the inverse of the number of patterns in class Ck with
respect to the total involved in the cluster, thus
N
I(yn = Ck )
γki = 1 − Nn=1
, ∀(Ck ∈ Cij ).
n=1 I(yn ∈ Cij )

This alternative method could be considered for those
unbalanced datasets where there is a special interest in
classifying minority classes.
Note that the parameter γki is calculated taking into account
only training data.
C. Fusion of Probabilities

After applying the method in the above subsection, a matrix
P = {P1 , . . . , PK } of probabilitiesis obtained, where Pi,j =
pi,j = P(Cj |x, Di ), satisfying that K
j=1 pi,j = 1. Now, all the
columns of this matrix are combined to obtain a final decision
vector. A nontrainable combiner [13] is considered, i.e., no
additional parameters will be tuned, so the ensemble will be
ready for classification as soon as the base classifiers are
trained. The membership for the jth class
 is calculated using

the jth column of the matrix: μj (x) = F p1,j (x), . . . , pK,j (x) ,
where F is defined as a combination function. The most
commonly used choices for this function are the simple
mean
μj (x) =

K
1 
pi,j (x)
K i=1

(7)

K

pi,j (x).
i=1

A theoretical framework is offered for the average and
product combiners in [28] based on the Kullback–Leibler
divergence, which measures the distance between two probability distributions. These combiners are the two most studied
[29], but there is no guideline as to which one is better for a
specific problem. In general, the average might be less accurate
than the product for some problems, but it is more stable since
a small change in a probability makes a bigger impact on the
product than on the average.
D. Weighting More Prominent Classes
The distribution of probabilities considered in Section III-B
makes some classes receive more attention: for example, in
Fig. 1, classes C1 and C5 appear isolated in the projections
more often than classes C2 , C3 , and C4 , their computed probability being higher (a priori) than that of the other classes.
Therefore, a weighting method is used in such a way that
P(Ci |x, D)
P (Ci |x, D) = K
.
(9)
j=1 γij
E. Further Considerations

In order to clarify all the concepts in previous subsections,
a summary of the approach in this paper is given in Fig. 3.
Concerning time complexity, the proposed ensemble will be
obviously more time consuming than the base classifier, since
it will compute K different models instead of one. However,
the models computed will be simpler than the original ones,
as the classification problem joins neighbor classes.
IV. Experiments

and the product
μj (x) =

Fig. 3. Different steps of the ensemble algorithm.

(8)

Several benchmark datasets with different characteristics
have been tested in order to validate the methodology proposed. Table I shows the characteristics of these datasets,
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TABLE I
Characteristics of the Benchmark Datasets, Ordered by the Number of Classes
Dataset
No. of Pat. No. of Attr. No. of Classes
squash-stored (SS)
52
51
3
squash-unstored (SU)
52
52
3
tae (TA)
151
54
3
newthyroid (NT)
215
5
3
car (CA)
1728
21
4
eucalyptus (EU)
736
91
5
pyrimx5 (P5)
74
27
5
machinex5 (M5)
209
7
5
housingx5 (H5)
506
14
5
abalonex5 (A5)
4177
11
5
automobile (AU)
205
71
6
pyrimx10 (P10)
74
27
10
machinex10 (M10)
209
7
10
housingx10 (H10)
506
14
10
abalonex10 (A10)
4177
11
10

where the number of patterns, attributes, classes, and the
class distribution (number of patterns per class) can be seen.
These publicly available real ordinal classification datasets
were extracted from benchmark repositories (UCI [30] and
mldata.org [31], [32]). Also, some of the ordinal regression
benchmark datasets (pyrim, machine, housing, and abalone)
provided by Chu et al. [12] were considered since they are
widely used in the ordinal regression literature [4], [17].
These datasets do not originally represent ordinal classification
tasks but regression ones. To turn regression into ordinal
classification, the target variable is discretized into K different
bins (representing classes, in this case K was assigned to 5
and 10), with equal frequency, as proposed in the previously
mentioned works [4], [12], [17].
A. Methods Compared
For an extensive analysis, several methods are compared.
The proposed methodologies are applied using both SVM
and KDA (and their adaptation to ordinal regression) as base
methods. From now on, the methodologies are named as:
1) ensemble learning for ordinal regression using product
combiner with SVM and KDA (EPS and EPK);
2) ensemble learning for ordinal regression using average
combiner with SVM and KDA (EAS and EAK);
3) simple ensemble learning for ordinal regression with
SVM and KDA (SS and SK).
These results have been compared with other state-of-the-art
ordinal and nominal methods, such as:
1) Ordinal Methods:
a) Kernel discriminant learning for ordinal regression
(KDO) [4] and support vector ordinal regression with
implicit constraints (SVOI) [17], methods used as base
classifiers in the ensemble proposals.
b) Ordinal class classifier using the C4.5 as base classifier
(OCC) [3] and ordinal class classifier with specific
ordinal weights (OCCW) and SVM [7], both discussed
in Section II-B since they are closely related to the
proposal.

Class distribution
(23, 21, 8)
(24, 24, 4)
(49, 50, 52)
(30, 150, 35)
(1210, 384, 69, 65)
(180, 107, 130, 214, 105)
(15, 15, 15, 15, 14)
(42, 42, 42, 42, 41)
(101, 101, 101, 101, 101)
(836, 836, 835, 835, 835)
(3, 22, 67, 54, 32, 27)
(8, 8, 8, 8, 7, 7, 7, 7, 7, 7)
(21, 21, 21, 21, 21, 21, 21, 21, 21, 20)
(51, 51, 51, 51, 51, 51, 50, 50, 50, 50)
(418, 418, 418, 418, 418, . . .
. . . 418, 418, 417, 417, 417)

c) Extreme learning machine for ordinal regression (ELMOR) [33] because the Extreme Learning Machine
paradigm has demonstrated good scalability and generalization performance with a faster learning speed when
compared to SVM [34].
d) The POM algorithm [2] introduced in Section II-C.
2) Nominal Methods:
a) SVM classifier with one-versus-one methodology
(SVM1) [35], and one-versus-all formulation (SVMA)
[35]. These are the two main approaches for dealing
with multiclass problems when using binary classifiers.
Both are closely related to the proposal and it seems
necessary to verify if they yield similar performances.
b) SVM classifier using a probabilistic reformulation of the
one-versus-all paradigm (SVMPA). In this case, the oneversus-all approach is reformulated to estimate probabilities, just like the proposal in this paper. That is, after
performing each binary classification, the probabilities
for each hypothesis are calculated and later combined
by using a combination function (the product, as it
has been the one presenting the best results in this
experimental section). The purpose of this comparison
is to check if the possible improvement of the ELOR
method compared to the standard 1VsAll approach is
due to the probabilistic component of the proposal.
Equally distributed probabilities are considered and a
weighting probability method is not necessary, because
all the classes receive the same attention.
c) AdaBoostM1 using C4.5 as base classifier (AdaB). This
ensemble classifier is one of the most widely used in
the machine learning literature, given its proven performance.
KDO and the proposed ensemble variants were implemented
using MATLAB, as well as the POM model available through
the mnrfit function. The authors of SVOI provide a publicly available software,1 which was considered both for the
1 http://www.gatsby.ucl.ac.uk∼chuwei/svor.htm
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standalone version and the proposed ensemble version. The
well-know libsvm implementation2 was considered for all
the different versions of the SVM ensembles and for OCCW.
The Matlab code for ELM3 was adapted to implement ELMOR. Finally, the Weka4 machine learning framework [36]
provided the implementations for OCC and AdaB.
B. Evaluated Measures
Several measures can be considered for evaluating ordinal
classifiers. The most common ones in machine learning are
the mean absolute error (MAE) and the mean zero-one error
(MZE) [4], [17], [18], being MZE = 1−Acc, where Acc is the
accuracy or correct classification rate. However, as previously
said, these measures are not the best option, for example, when
measuring performance in the presence of class imbalances
[37] and/or when the costs of different errors vary markedly.
Because of that, this paper makes use of different kind of
measures to evaluate classifier performance.
The MAE is the average deviation in absolute value
 of the
predicted class from the true class [37]: MAE = N1 N
i=1 e(xi ),
where e(xi ) = |r(yi ) − r(yi∗ )| is the distance between the true
and the predicted ranks (r(y) being the rank for a given target
y), and, then, MAE values range from 0 to K − 1 (maximum
deviation in number of ranks between two labels).
The average mean absolute error (AMAE) 
is the mean of
the MAE across classes [37]: AMAE = K1 K
k=1 MAEk =
1 K
1 Nk
e(x
),
where
AMAE
values
range
from 0 to
i
k=1 Nk
i=1
K
K − 1.
The maximum mean absolute error (MMAE) for all the
classes is the MAE value considering only the patterns from
the class with the greatest distance between true labels and predicted ones: MMAE = max {MAEk ; k ∈ {1, . . . , K}} , where
MAEk is the MAE value considering only the patterns from
the kth class and Nk is the number of pattern in this class.
MMAE values range from 0 to K − 1. This measure was
recently proposed [38] and its advantage is that a low MMAE
represents a low error for all independently considered classes.
Kendall’s τb is a statistic used to measure the association
between two measured quantities.
 ∗ Specifically, it is a measure
cij cij
√
of rank correlation τb =
 ∗2  2 , i ∈ {1, . . . , N}, j ∈
cij

cij

{1, . . . , N} where cij∗ is +1 if yi∗ is greater than (in the
ordinal scale) yj∗ , 0 if yi∗ and yj∗ are the same, and −1 if
yi∗ is lower than yj∗ , and the same for cij . τb values range
from −1 (maximum disagreement between prediction and true
label), to 0 (no correlation between them) and to 1 (maximum
agreement). One important advantage of this correlation index
is that it makes no assumption about the scale of the ranks.
The weighted Kappa (Wk ) is a modified version of
the Kappa statistic to allow different weights to different levels of aggregation between
two variables: Wk =
po(w) −pe(w)
1 K K
,
with
p
=
o(w)
i=1
j=1 wij nij , and pe(w) =
1−pe(w)
n
1 K K
i=1
j=1 wij ni· n·j , where nij is the number of times the
n2
patterns are predicted by the classifier
j when
K to be in class 
K
they really are in class i, ni· =
j=1 nij and n·j =
i=1 nij
2 http://www.csie.ntu.edu.tw/

cjlin/libsvm/

3 http://www.ntu.edu.sg/home/egbhuang/
4 http://www.cs.waikato.ac.nz/ml/weka/

for i, j ∈ {1, . . . , K}. The weight wij = |i − j| quantifies the
degree of discrepancy between true (yi ) and predicted (yj∗ )
categories, and Wk range from −1 to 1.
In this sense, different character measures are used. First, the
Acc measure, the most common for classification, reports, in
terms of a ratio, how well the classifier works without making
any distinction between the classes in the problem. Secondly,
the standard MAE measure, well known for ordinal regression
problems, considers different misclassification errors. Also,
two novel measures are used in order to prove whether the
proposal achieves more balanced predictions when the number
of patterns is very different for each class. The AMAE metric
reports how well all the classes are classified and the MMAE
gives information about the worst classified class. Finally, two
different statistics are considered, in order to measure the
association between prediction and true labeling.
C. Evaluation and Model Selection
Regarding the experimental setup, a holdout stratified technique was applied to divide the datasets 30 times, using 75%
of the patterns for training and the remaining 25% for testing.
For the regression datasets provided by Chu et al. [12] (pyrim,
machine, housing, and abalone), the number of random splits
was 20 and the number of training and test patterns are the
same as those presented in the corresponding works [12], [17].
The partitions were the same for all methods compared and
one model was obtained and evaluated (in the test set), for each
split. Finally, the results are taken as the mean and standard
deviation of the measures over the 30 test sets.
The parameters of each algorithm are chosen using a nested
validation with each of the training sets (k-fold method with
k = 5) and the cross-validation criteria is the MAE since it
can be considered the most common one in ordinal regression.
The kernel selected for all the algorithms is the Gaussian one,
2
K(x, y) = exp − x−y
where σ is the standard deviation.
σ2
For every tested kernel method (KDA and SVM methods), the kernel width was selected within these values
{10−3 , 10−2 , . . . , 103 }, as the cost parameter associated with
SVM methods. The parameter u for avoiding singularity (for the methods based on KDA) was selected within
{10−4 , 10−3 , 10−2 , 10−1 }, and the C parameter for the KDO
was selected within the following ones {10−1 , 100 , 101 }.
D. Results
This section presents three different types of experiments.
First, a synthetic dataset is designed in order to show the
advantages of the proposal graphically when comparing it with
the one-versus-all standard formulation. Second, the results
obtained are compared for the 15 datasets previously presented, with the 6 ensemble methodologies proposed and 10
state-of-the-art algorithms, using a set of 6 different selected
measures. Finally, a different set of experiments with largescale ordinal datasets is performed to analyze the potential
scalability and interpretability of the proposed method.
1) Graphical Representation of the Proposal: In this
subsection, a new synthetic dataset has been designed in order
to show the main differences and advantages when comparing
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Fig. 4. Synthetic dataset and the optimal projection computed by linear
discriminant analysis for ordinal regression [4].

the ordinal version of the algorithms and the one-versus-all
standard proposal. The graphical representation of the dataset
can be seen in Figs. 4 and 5.
Fig. 4 shows the ordinal projection computed and the
projected patterns for the dataset. Linear discriminant analysis
for ordinal regression has been used for this (without using the
kernel trick) to allow the representation of the results, due to
the fact that the kernel trick would classify the dataset structure
perfectly. Taking into account the final projection, it can be
observed that classes 2, 3, and 4 are not very well classified
since they present some overlapping on the projection.
On the other hand, Fig. 5 shows various projections computed and the patterns projected by the proposed procedure
and the one-versus-all paradigm (also using linear discriminant
analysis). The computed projections for the first and last
classes are seen to be the same as in the previous case,
since the classification tasks are the same. But in this case,
the projection for the rest of the classes allows better separation since some order among the classes is supposed. For
example, w3 allows a clearer separation for the classes than
the computed w3 in the one-versus-all formulation, where the
classes {1, 2, 3} are mixed in the projection. Each single class
is seen to be well classified in at least one model, and also the
classes are ordered in the projection so that some information
is implicit in the model.
2) Experimental Results: The algorithms compared here
have been run and optimized under the same conditions and
using the same parameter cross-validation. First, the different
ensemble proposals and their base algorithms are compared,
and then the rest of the state-of-the-art methods are considered.
Table II shows the mean ranking for the proposals and the
base methodologies for all 15 datasets, taking into account
6 different measures, which may help the reader to evaluate
the value of the proposal. This table only considers the mean
ranking (over all the datasets) obtained for each method
and each metric. In this case (where eight algorithms were
compared), a ranking of 1 is assigned to the best method for
a given dataset, and a ranking of 8 to the one which provides
the worst performance. In this table and all the following ones,

Fig. 5. Graphical representation of the different projections computed for the
synthetic dataset using linear discriminant analysis. (a) Projections computed
by the one-versus-all formulation. (b) Projections computed by the ordinal
ensemble methodology proposed.

the best method is in bold face and the second one in italics.
The mean ranking considering all the metrics has also been
included in the table as a summary. In almost all cases, the
ensemble achieves better results than the initial algorithms.
Specifically, it can be seen that the best results or the second
best results for almost all the metrics tested are achieved by
applying the EPS proposal. The complete tables of results
showing the means and standard deviations for all benchmark
datasets and metrics are not included in this paper for the sake
of simplicity and readability, but they can be found on a public
webpage.5
5 http://www.uco.es/grupos/ayrna/elor2013
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TABLE II
Mean Rankings of the 15 Datasets Considered for the
Ensemble Methodologies Proposed and
the Base Algorithms Used

Measure
Acc
MAE
AMAE
MMAE
τb
Wk
Average

KDO
6.73
6.27
6.27
5.27
5.47
5.73
5.96

EPK
3.87
4.70
4.70
4.83
3.97
3.57
4.27

EAK
4.80
4.60
4.37
3.70
4.57
5.23
4.54

Method
SK SVOI
5.77 3.87
6.67 3.30
6.27 3.00
5.67 3.53
7.00 3.27
6.87 3.47
6.37 3.41

EPS
2.07
2.67
2.53
3.40
2.87
2.00
2.59

EAS
3.50
2.60
3.33
4.00
3.07
3.60
3 .35

SS
5.40
5.20
5.53
5.60
5.80
5.53
5.51

To quantify whether a statistical difference exists among the
algorithms compared in Table II, a procedure is employed to
compare multiple classifiers in multiple datasets [39]. First
of all, a Friedman’s nonparametric test with a significance
level of α = 0.05 has been carried out to determine the
statistical significance of the differences in the mean ranking
results for each measure selected. The test rejected the null
hypothesis that all algorithms perform similarly when α = 0.05
for all the selected metrics, stating then that the differences
in mean rankings of Acc, MAE, AMAE, MMAE, Kendall’s
τb and Wk are statistically significant. Specifically, the confidence interval for this number of datasets and algorithms is
C0 = (0, F(α=0.05) = 2.10), and the corresponding F-value for
each metric was 7.95 ∈
/ C0 , 9.30 ∈
/ C0 , 7.65 ∈
/ C0 , 2.47 ∈
/ C0 ,
/ C0 for Acc, MAE, AMAE, MMAE,
8.11 ∈
/ C0 and 10.22 ∈
Kendall’s τb and Wk , respectively.
On the basis of this rejection, the Nemenyi post-hoc test
is used to compare all classifiers to one another. This test
considers that the performance of any two classifiers is deemed
significantly different if their mean ranks differ by at least
the critical difference (CD), which depends on the number
of datasets and methods. 5% significance confidence was
considered (α = 0.05) to obtain this CD and the results
can be observed in Fig. 6, which shows CD diagrams as
proposed in [39]. Each method is represented as a point on a
ranking scale, corresponding to its mean ranking performance.
CD segments are included to measure the separation needed
between methods in order to assess statistical differences.
Red lines group algorithms for which statistically significant,
different mean ranking performance cannot be assessed.
From the results of the statistical tests and from the tables,
several conclusions can be drawn: first, one could notice
by analyzing mean rankings that the techniques based on
SVMs present a clearly better performance than the ones
based on KDA, and the ensemble procedure based on SVM
usually outperforms the results obtained by the ensemble
based on KDA, independently of the combiner or metric
used. Secondly, no significant differences can be observed
by analyzing different probability combiners, although the
great majority of the results show better performance using
the product combiner. Also, the methodology SELOR (SK
and SS) cannot be considered to be a good approach since
its performance is worse than that of the base algorithms

Fig. 6. Results and ranking of the Nemenyi statistical test for proposals and
base methods.

in many cases. Thus, it has been shown that considering all
the probability information, performance can be significantly
improved. Last but not least, the ensemble procedure seems
to be a good approach to tackle ordinal regression since it
leads to an improvement in the results obtained by several
algorithms of the state-of-the-art (as the base classifiers used:
KDO and SVOI) taking different measures into account. This
can be easily seen by analyzing the Nemenyi post-hoc figures.
To complete this section, a table similar to the previous one
but containing the mean rankings for the rest of the state-ofthe-art algorithms is shown in Table III. The EPS proposal is
also included in this table, since, as stated before, it could be
considered the proposal with the best performance. This table
shows that the EPS procedure seems to be competitive for all
measures (both ordinal and nominal), since it always obtains
the best mean ranking. The second best method is OCCW,
with the second position for all measures.
Table III shows that the EPS methodology is the best one in
performance for all 6 metrics, improving the performances of 4
different ordinal classifiers and 4 nominal ones, and achieving
a considerable balance between Acc, ordinal measures, those
appropriate for imbalanced datasets, and correlation ones.
In this case, the nonparametric Friedman’s test with a
significance level of α = 0.05 was also applied to the
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TABLE III
Mean Rankings of the 15 datasets for the Selected Ensemble
Methodology and Other State-of-the-Art Methods

Measure
Acc
MAE
AMAE
MMAE
τb
Wk
Average

EPS
2.03
1.63
1.67
1.67
1.60
1.40
1.67

OCCW
2 .60
3 .07
3 .60
4 .00
2 .87
3 .07
3 .20

Method
OCC ELMOR POM SVM1
6.67 5.20 6.23 3.50
6.10 4.67 5.93 4.57
6.20 4.80 5.40 4.70
6.27 4.27 4.93 5.27
6.60 4.73 5.20 4.53
6.73 5.27 5.27 4.27
6.43 4.82 5.49 4.47

SVMA SVMPA AdaB.
5.40
7.43
5.93
6.00
7.30
5.73
5.90
7.00
5.73
6.13
7.00
5.47
6.00
7.33
6.13
5.73
7.33
5.93
5.86
7.23
5.82

mean rankings for each measure. The test rejected the nullhypothesis that all algorithms perform similarly when α = 0.05
for all the selected metrics, stating then that the differences in
the mean ranking of Acc, MAE, AMAE, MMAE, Kendall’s
τb and Wk are statistically significant. Specifically, the confidence interval for this number of datasets and algorithms is
C0 = (0, F(α=0.05) = 2.02), and the corresponding F-value for
each metric was 12.33 ∈
/ C0 , 9.52 ∈
/ C0 , 7.08 ∈
/ C0 , 6.91 ∈
/ C0 ,
11.24 ∈
/ C0 and 11.63 ∈
/ C0 for Acc, MAE, AMAE, MMAE,
Kendall’s τb and Wk , respectively.
It is well known that the Nemenyi approach comparing all
classifiers to one another in a post-hoc test is not as sensitive
as the approach comparing all classifiers to a given classifier
(known as a control method) [39]. The Holm test performs this
latter type of comparison, only considering the comparison between the control method and all the alternatives, and sequentially testing the hypotheses ranked by their significance. The
ordered p-values will be denoted by p1 ≤ p2 ≤ · · · ≤ pk−1 ,
where k is the number of comparisons made. This step-down
procedure compares pi with a corrected version of the level
of significance α/(k − 1), starting with the most significant pvalue (p1 ). If pi is below the corrected α, the null hypothesis is
rejected and the next comparison is performed. When a certain
null hypothesis cannot be rejected, all the remaining ones are
also retained. The results of this test (corrected α values and
p-values) for all the measures are included in Table IV, where
EPS is used as the control method.
This table shows that the EPS presents statistically significant differences for α = 0.05 for almost all measures
with respect to almost all methods, except for SVM1 (when
using Acc) and OCCW (when using some of the metrics).
No statistically significant differences could be assessed when
comparing EPS to SVM1 for Acc, which is, in fact, a nominal
method not designed to deal with ordinal problems. Furthermore, it can be seen that the proposal presents significant
statistical differences for α = 0.05 and the MMAE metric with
respect to the OCCW methodology, which could be considered
the procedure most similar to the one designed in this paper,
and that the differences for AMAE and Wk are also significant
for α = 0.10. In any case, it is important to remember that the
mean rankings are always the best for EPS.
From these results, several conclusions can be drawn:
first, as said before, it has been proven that an ordinal
regression point of view is needed when dealing with some
given order among categories, because, although a nominal

691

algorithm may perform well when taking into account, for
example, the measure of accuracy, it may fail when taking
into account other ordinal measures. Secondly, as statistically
significant differences exist for all the metrics selected when
taking into account the different one-versus-all proposals (the
nominal proposal for reformulating the SVM paradigm and
the proposal in this paper), ELOR seems to present clear
advantages over the one-versus-all nominal paradigm, when
tackling ordinal classification. Finally, it can be concluded that
the combination of single classifiers, aiming at a more accurate
classification decision at the expense of increased complexity,
seems to be a good idea in this case, since it improves the performance of other state-of-the-art methodologies significantly.
3) Large-Scale Datasets and Interpretability: Once the
performance of the proposed method has been extensively
validated making statistical comparisons to other state-of-theart methodologies for different measures and datasets, there
are some unanswered issues such as the scalability of the
algorithm or its possible interpretability, which is the main
aim of this subsection. However, these issues are more related
to the choice of the base algorithm for the ensemble because
it will obviously determine if the algorithm could be used
with large-scale datasets or for model interpretability purposes.
The complexity of the kernel methods previously used as
base methodologies for the ensemble depends directly on the
number of training patterns [4] and their interpretability is
difficult. Because of this reason, a simpler and more interpretable method is used for the following experiments. This
method does not present parameters to optimize and it is also
designed for ordinal regression. It is a linear model, leading
generally to a lower performance (see Table III of this paper
or other studies in the ordinal classification literature [18],
[19]). However, it provides us with a probabilistic output, a
simpler model and better interpretability. The method used
is the POM algorithm [2] which was used for comparison
purposes in the previous experimental subsection. Moreover,
standard binary LR is used for the binary decompositions.
This methodology, can be considered as interpretable in the
sense that it could give us clues about the importance of each
attribute for modeling the dependent variable.
For the experiments, two real ordinal datasets have been
used. First, the Happiness dataset was extracted from the
European Social Survey6 considering year 2010 and 26 countries. It represents the complex problem of predicting the
individual happiness by using certain characteristics, beliefs
and life circumstances in a Likert scale (examples of some
input variables are: the health of the person, if he or she has
anyone to discuss personal matters, whether he or she takes
part in social activities, etc). We selected 13 attributes and
considered five classes. The dataset was composed of 41, 472
instances (missing values were removed for simplicity). For
more information of this dataset see the webpage associated
to this paper5 . Second, the SpanishFleet dataset was obtained
from the Fleet Register On the Net considering year 2012
and the whole Spanish fleet to predict the commitment to
sustainability of the Spanish vessels, using a categorization
6 http://ess.nsd.uib.no/
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TABLE IV
Results of the Holm Procedure Using EPS as the Control Method When Compared to Other State-of-the-Art Methods:
Corrected α Values, Compared Method and p-Values, All of Them Ordered by the Number of Comparison (i)
MAE

Acc
i
1
2
3
4
5
6
7
8

α∗0.05
0.0063
0.0071
0.0083
0.0100
0.0125
0.0167
0.0250
0.0500

α∗0.10
0.0125
0.0143
0.0167
0.0200
0.0250
0.0333
0.0500
0.1000

i
1
2
3
4
5
6
7
8

α∗0.05
0.0063
0.0071
0.0083
0.0100
0.0125
0.0167
0.0250
0.0500

α∗0.10
0.0125
0.0143
0.0167
0.0200
0.0250
0.0333
0.0500
0.1000

Method
pi
SVMPA
0.0000•
OCC
0.0000•
POM
0.0000•
AdaB.
0.0001•
SVMA
0.0008•
ELMOR
0.0015•
SVM1
0.1425
OCCW
0.5709
MMAE
Method
pi
SVMPA
0.0000•
OCC
0.0000•
SVMA
0.0000•
AdaB.
0.0001•
SVM1
0.0003•
POM
0.0011•
ELMOR
0.0093•
OCCW
0.0196•

AMAE
Method
SVMPA
OCC
SVMA
POM
AdaB.
ELMOR
SVM1
OCCW

pi
0.0000•
0.0000•
0.0000•
0.0000•
0.0000•
0.0024•
0.0034•
0.1518

Method
SVMPA
OCC
SVMA
AdaB.
POM
ELMOR
SVM1
OCCW

pi
0.0000•
0.0000•
0.0000•
0.0000•
0.0003•
0.0017•
0.0034•
0.2053

Method
SVMPA
OCC
AdaB.
SVMA
POM
ELMOR
SVM1
OCCW

τb
Method
SVMPA
OCC
AdaB.
SVMA
POM
ELMOR
SVM1
OCCW

pi
0.0000•
0.0000•
0.0000•
0.0001•
0.0002•
0.0017•
0.0024•
0.0532◦
Wk
pi
0.0000•
0.0000•
0.0000•
0.0000•
0.0001•
0.0001•
0.0042•
0.0956◦

•: Statistical difference with α = 0.05
◦: Statistical difference with α = 0.10

of the overexploitation of the gears employed provided by
the Food and Agriculture Organization of the United Nations. This dataset was composed of 10, 460 instances, six
attributes and ten classes. For more information of this dataset
see [40].
Concerning the experiments on these datasets, the same
aforementioned experimental design was used (i.e., 30 random
repetitions of a stratified holdout, with 75% for training
and 25% for the test set). To analyze the scalability of the
algorithms, the complete time in seconds for executing each
algorithm is also included in the results (note that the same
machine architecture was used). The methods tested are: 1) the
POM algorithm (which was previously presented), 2) ordinal
class classifier using POM as base classifier (OCCP), and
3) ensemble learning for ordinal regression using product
combiner and the POM algorithm as base classifier (EPP).
We considered OCCP because it is a decomposition method
which can be said to follow the same philosophy of EPP but
using binary classifiers.
The results of these experiments can be seen in Table V.
From these results, it can be seen that the proposed method
outperforms in all the metrics the base classifier and, in most of
the cases, the ordinal binary decomposition method (OCCP),
thus providing more robust results. Furthermore, although both
classification problems are complex because of the variable
to predict, the obtained results are very promising (e.g., in
MAE and AMAE). With regard to the execution time, the
computational complexity of the methodology is affordable,
even for large-scale problems. Furthermore, as it can be seen
in the experiments (comparing the time obtained in both
datasets), the time complexity of the algorithm depends to a
greater extent on the number of classes (because it determines
the number of decompositions to perform) rather than on the
number of samples.

TABLE V
Mean Test Values for the Different Methods Considered

Metrics
Acc
MAE
AMAE
MMAE
τb
Wk
Time

POM
60.78 ± 0.15
0.449 ± 0.002
1.259 ± 0.011
2.580 ± 0.051
0.232 ± 0.007
0.088 ± 0.005
23.41 ± 4.34

Metrics
Acc
MAE
AMAE
MMAE
τb
Wk
Time

POM
83.33 ± 0.52
0.443 ± 0.012
2 .104 ± 0 .048
6.880 ± 0.116
0 .611 ± 0 .013
0.620 ± 0.012
44.21 ± 2.24

Happiness
OCCP
63 .44 ± 0 .26
0 .402 ± 0 .003
1 .028 ± 0 .016
1 .953 ± 0 .081
0 .350 ± 0 .007
0 .256 ± 0 .006
32 .49 ± 0 .50
SpanishFleet
OCC(POM)
86.62 ± 0.39
0 .406 ± 0 .015
2.200 ± 0.117
5.996 ± 0.370
0.602 ± 0.021
0 .665 ± 0 .013
173 .52 ± 1 .33

EPP
63.73 ± 0.25
0.397 ± 0.003
1.002 ± 0.014
1.950 ± 0.075
0.375 ± 0.006
0.293 ± 0.005
49.00 ± 0.47
EPP
85 .87 ± 0 .28
0.388 ± 0.010
1.943 ± 0.062
6 .594 ± 0 .151
0.631 ± 0.017
0.678 ± 0.008
225.18 ± 2.11

Concerning interpretability, the decomposition proposed
provides us with additional information in the sense that one
model for differentiating each class from the previous and
following classes is computed. Therefore, instead of being provided with a model for tackling the whole learning problem,
we obtain a model for discriminating each class and we could
analyze independently the variables most determining.
To better visualize the interpretability of the model, let
us analyze an example with the Happiness dataset. The best
model (in this case the one performing better in terms of
MAE for EPP) has been selected for the analysis. This model
can be seen in Table VI. Note that both D1 and D5 are
binary classifiers with a single threshold. The most important
variables for modeling the labeling are the ones with higher
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TABLE VI

TABLE VII

Best Set of Models Di , 1 ≤ i ≤ 5, Obtained by the Proposed
Ordinal Ensemble Using the POM Algorithm as Base Method

Ranking of Variables for the Different Models

w1
w2
w3
w4
w5
w6
w7
w8
w9
w10
w11
w12
w13
b1
b2

D1
0.3172
0.0194
0.2566
1.0764
0.1906
0.0873
−0.2139
−0.0257
−0.0651
−0.6461
0.2036
0.3355
0.0358
−6.6354
–

D2
0.1249
0.1485
0.2196
0.6465
0.0614
0.2394
−0.1879
0.0983
−0.1359
−0.5314
0.1255
0.2957
−0.1183
−6.0191
–3.6051

D3
0.1065
0.1837
0.1348
0.5346
0.0799
0.2218
−0.2126
0.0774
−0.1667
−0.4974
0.0849
0.2535
−0.1664
−3.4551
−1.0537

D4
0.0427
0.1829
0.1175
0.4028
0.0551
0.1990
−0.2018
0.0811
−0.1457
−0.4229
0.0584
0.1768
−0.1968
−0.9498
2.8159

D5
−0.1027
0.1323
0.0940
0.1987
−0.0239
0.1711
−0.0667
0.0954
−0.0851
−0.2605
0.0083
0.0819
−0.3089
2.5098
–

Meaning of each variable can be found in the website associated to this
paper5 .

|wi | value, for example, it can be seen that x4 (satisfaction with
present state of economy in country) presents a high impact on
the variable to predict and so does x10 (the subjective health
of the person). One should note that although the sign of wi
could also be used for an interpretability analysis, it could
depend on the variable coding (in the case of the subjective
health the variable is encoded from very good health to very
bad health, thus this variable is negatively correlated with the
label). Furthermore, it can be seen that variables important for
different models are not so determining for others (analyze the
case of x1 , x2 or x13 ). Besides, as part of the model analysis,
it can be said that having someone to discuss personal matters
(x7 ) makes you happier (note that the “yes” has been encoded
as 0 and “no” as 1).
As a final remark, if we order the variables taking into
account their importance for each model (as said, the |wi |
value), it can be observed that some variables have almost no
influence for discriminating certain classes (see Table VII).
For example: being member of a group discriminated in your
country or not (x11 ) is an influential variable for determining
if you are extremely unhappy, but not for determining if
you are extremely happy (it is at the last position). On the
contrary, thinking that is important to help people and care
for others well being (x13 ) is indeed a determining variable
for the happiest (it is at the first position).
V. Conclusion and Future Work
The methodology here proposed was based on the computation of different classification tasks, by performing a
relabeling process which took ordinal data information into
account. The relabeled data was then used for training the
learning algorithm. In that sense, the proposal can be seen
as a reformulation of the one-versus-all idea to tackle ordinal
regression, as each single model was computed to differentiate
each class from the remaining ones taking ordinal ranks into
account. Threshold models were used as the base classifier

D1
x4
x10
x12
x1
x3
x7
x11
x5
x6
x9
x13
x8
x2

D2
x4
x10
x12
x6
x3
x7
x2
x9
x11
x1
x13
x8
x5

D3
x4
x10
x12
x6
x7
x2
x9
x13
x3
x1
x11
x5
x8

D4
x10
x4
x7
x6
x13
x2
x12
x9
x3
x8
x11
x5
x1

D5
x13
x10
x4
x6
x2
x1
x8
x3
x9
x12
x7
x5
x11

because they are able to include the order information of
these groups of classes and their natural projection capabilities
facilitate the computation of probability estimations. For the
prediction phase, two of the most widely studied combiners in
the ensemble literature were used, the product and the average.
The proposal was tested with 15 benchmark datasets and
it was found to be competitive when compared to the base
classifiers and to other state-of-the-art methods. Statistical tests
were applied to assess these conclusions.
Additionally, the superiority of the proposal for the oneversus-all standard paradigm was confirmed when dealing with
ordinal regression. Although multiclass imbalance problems
pose important difficulties for machine learning algorithms
[41], this approach seems to achieve not only good global
performance, but also good error rates for all classes independently, given the good MMAE performance obtained.
Moreover, the proposal was seen to be scalable (although
this is an issue related to the base methodology, it was seen
to provide a reasonable time complexity compared to the
base method) and interpretable (in the sense that the most
determining features for modeling each class can be extracted
because it was based on a decomposition strategy).
Unlike discriminant analysis (where a normal distribution
could be assumed), there is no guideline about the probability distribution to use when working with nonparametric
approaches, such as SVMs. In fact, several studies have been
performed in order to reformulate SVMs to allow probabilistic
outputs [26], [27] making use of a maximum-likelihood estimator for adjusting the probability distribution to the projected
patterns. This idea might be used as well in this paper in order
to compute fairer probabilities for the SVM methodologies.
Finally, the ensemble procedure could be tested with other
ordinal base classifiers, also based on SVMs or discriminant
analysis such as those proposed in [24] and [8].
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3.2.

3. Labelling decomposition methods for ordinal regression

Classification of EU countries’ progress towards sustainable development based on ordinal regression techniques
Since the work of [85], the interest in sustainable development (SD) has been in-

creasingly growing in the political arena and social consciousness. Usually, sustainable
development is stated to be concerned with ensuring long-term human well-being, which
necessarily involves confronting the challenges of limited natural resources and global
poverty, having a good standard of living, a long and healthy life, access to education, participation in the social and political life of the community and well-paid work that provides
people with the opportunities to achieve their goals, hopes and aspirations [107].
A great deal of measurement attempts have been developed over the last two decades at various levels (international organisations, academic and private initiatives) for
managing and monitoring progress towards SD [13, 89], some of which have focused on
households, distribution of wealth, quality of life, social progress and ecological sustainability [48, 59], but without a consensus on which are the most determinants factors
[70].
Because of this need, the following paper presents a preliminary study to monitor
the progress of the EU toward SD and to validate the different indicators in the literature
via different machine learning techniques. The aim of this work can be said to be threefold. The first aim is to perform a hierarchical clustering analysis using the 19 Eurostat
official indicators of each EU country for 5 different years. The resulting clustering structure should be of help to the expert to group the country-year observations on different
clusters and to rank the clusters according to their overall SD performance. The second
stage of the study is based on the creation of a learning model able to measure and monitor the SD advances, by means of ordinal classification. To do so, a decomposition method
is used, in conjunction with a trainable decision rule, where the order information is incorporated. Finally, the last objective is related to the interpretation of one of the ensemble
models obtained in such a way that we can provide valuable information about the most
relevant variables in relation to SD progress.
The clusters obtained from the first objective have been ordered according to their
overall SD performance (advanced, followers, moderate and initiated). Additionally, the
characterisation of these clusters made by the expert reflects a global picture of the SD stage of countries, which could enrich and complement the judgement of stakeholders more
than a single indicator score value or trying to find the SD readiness of a country through
separate indicators. The empirical results in this paper also indicate that the constructed
model is able to achieve very promising and competitive performance. Thus, it could be
used for monitoring the progress towards SD of the different EU countries, in a manner
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similar to that used for rankings.
Concerning the algorithm used, decomposition methods seem to perform well for
this specific application, and the results are improved by the use of the proposed trainable
combiner function which makes use of the ordering of the classes.
Furthermore, the decomposition method based on logistic regression has been used
again with model interpretation purposes, providing valuable information about the most
relevant indicators for ranking the end-point variable. These indicators are the labour
productivity per hour worked, the electricity consumption of households and the transport
greenhouse emissions. In regards to the scenarios, the most important are sustainable
consumption, demographic changes, global partnership and climate change and energy, a
result that is in line with the three dimensions of SD.
Summarising, although it is difficult to assess the direct impact of the indicators on
the progress towards sustainability, it can be stated that given the good generalisation performance of the methodology, it may be useful to monitor national strategies for European
governments, in a manner similar to that used for rankings (because of the ordinal nature
of the clusters obtained).
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a b s t r a c t
Sustainable development (SD) is a major challenge for nations, even more so in the current economic
crisis and uncertain environment. Although different indicators, compindices and rankings to measure
and monitor SD advances at the macro level exist, the beneﬁts for stakeholders and policy makers are still
limited because of the absence of predictive models (in the sense of models able to classify countries
according to their SD advances). To cope with this need, this paper presents a ﬁrst approximation via
machine learning techniques. First, we study the SD stage of the 27 European Union Member States using
information from the years 2005–2010 and different major indicators that have been related to SD. A
hierarchical clustering analysis is conducted, and the patterns are categorised as advanced, followers,
moderate and initiated, according to their progress towards SD. The classiﬁcation problem is addressed
from an ordinal regression point of view because of the inherent order among the categories. To do so,
a reformulation of the one-versus-all scheme for ordinal regression problems is used, making use of
threshold models (Logistic Regression (LR) and Support Vector Machines in this case) and a new trainable
decision rule for probability estimation fusion. The empirical results indicate that the constructed model
is able to achieve very promising and competitive performance. Thus, it could be used for monitoring the
progress towards SD of the different EU countries, in a manner similar to that used for rankings. Finally,
the decomposition method based on LR is used for model interpretation purposes, providing valuable
information about the most relevant indicators for ranking the end-point variable.
Ó 2014 Elsevier B.V. All rights reserved.

1. Introduction
Sustainable development (SD) is among the most relevant and
pressing challenges of the modern age. Since the work of Meadows
et al. [25], the interest in this problem has been increasingly
growing in the political arena and social consciousness. The
underlying idea still remains: human consumption is outstripping
what the planet can produce, as we are spending natural resources
faster than they can be replenished. In this sense, the academic
community, main stakeholders and the political and media debate
display special interest in achieving SD as a model of growth for
nations and as a primary goal. In times of a deep economic crisis,
society and policy-makers focus their attention on economic
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indicators such as income and employment rates; however,
sustainability and social inclusion should also be a priority.
Although there is no consensus in what SD really is (for a
discussion of sustainable development deﬁnitions see Moldan
et al. [27]), a large list of deﬁnitions has been published [29,11],
and this term is considered a ‘contested concept’ [18]. However,
SD can be said to be known worldwide, thanks to the World
Commission on Environment and Development, as development
that ‘meets the needs of the present without compromising the
ability of future generations to meet their own needs’ [38].
Nevertheless, what is commonly established is that SD is
concerned with ensuring long-term human well-being, which necessarily involves confronting the challenges of limited natural
resources and global poverty, having a good standard of living, a
long and healthy life, access to education, participation in the
social and political life of the community and well-paid work that
provides people with the opportunities to achieve their goals,
hopes and aspirations [37].
The imperious need for reliable and pertinent indicators, to
better monitor and foster SD and to guide this SD process at a
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national level, was recognised early at the time of the Rio
Conference and the Agenda 21 [36], followed by the Commission
on Sustainable Development work programme on indicators. The
most common effect of indicators could be calling attention to an
existing problem. However, these indicators yield different scores
and rankings depending on the nature and type of assessments.
They also report on past performance [3] and they do not predict
whether a certain country is heading (or could head) a group in
these terms.
A great deal of measurement attempts have been developed
over the last two decades at various levels (international
organisations, academic and private initiatives) for managing and
monitoring progress towards SD [6,10,31,21,30], some of which
have focused on households, distribution of wealth, quality of life,
social progress and ecological sustainability [4,15,17] but without
a consensus on which one is the most determinant at a general
level [19].
The fact that governing bodies hold SD as a central strategy
reveals the relevance of achieving this development model. In this
context, governments need to incorporate SD values and principles
in education systems, invest in Research and Development (R&D)
to innovate in new technologies (renewal energies, new ways of
ecological or organic agriculture, exploitation of scarce natural
resources, air contamination reduction, waste treatment, pollution,
green buildings, poverty eradication and other such goals) if they
wish to progress towards SD and increase human well-being
[32]. Currently, different measurement tools, models and methodologies are being used to help stakeholders to analyse the advances
of countries in such direction. These tools facilitate the adoption of
policies as well as the creation of national systems for a global
evaluation.
SD can also be found in the core of EU priorities. According to
the Foundational Treaty, the EU institutions work for the achievement of SD in Europe balancing economic growth and price stability, aiming at full employment and social progress and a high level
of protection and improvement of the quality of the environment.
The current main instrument of the EU is the long-term Sustainable Development Strategy (EU SDS) [12] and a set of SD indicators
developed to evaluate the progress towards SD [13]. These indicators are the main source of information used for the analysis
conducted in this paper. There is much in common between
well-being and SD indicators approaches and most research on
both subjects has concentrated on identifying, developing, and
reﬁning criteria and indicators [33].
Among these initiatives, actions to improve and complement
the current growth measurements [17] are frequently outlined.
This is important, as there are various dimensions that can be
interlinked, e.g. education or employment quality can affect health,
social relations and status, civic participation, etc. The motivation
for proposing an alternative methodology to composite indicators
or indices could be that, in the ﬁrst place, indices summarise too
much and provide less information than the description of the
characteristics of a cluster or the analysis of models able to predict
the class for a new pattern. On the other hand, these indices have
been found to be very sensitive to the choices of the index’s construction and the selection of the variables to be used.
Because of this need, this paper presents a preliminary study to
monitor the progress of the EU toward SD and to validate the different indicators in the literature via different machine learning
techniques. The aim of this work can be said to be threefold. The
ﬁrst objective is to conduct a hierarchical clustering analysis to
detect behavioural patterns in the EU country-year observations
analysed. For this step, 19 Eurostat related ofﬁcial indicators are
used, which represent major scenarios and are reported as informative for the progress towards SD in the EU SDS. From this ﬁrst
analysis, we obtained a hierarchical tree of the country-year obser-
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vations, whose nodes are fused by an expert (examining their characteristics) obtaining four differentiated clusters. Moreover, an
ordering for the different resultant clusters is also proposed
according to their overall SD performance. In order to obtain a
model for deciding the cluster of new countries and to measure
and monitor their SD advances, the second stage of the proposed
methodology applies ordinal regression to model the categories
obtained from the clustering analysis. Given the ordinal nature of
the classiﬁcation problem, the next objective of the paper is to
assess the learning problem from an ordinal regression perspective
(to beneﬁt from this order information). To do so, we reformulate
the decision rule of a recently proposed ordinal ensemble algorithm [28] to obtain more robust results and accurately predict
the progress towards SD. The last objective is related to the interpretation of one of the ensemble models obtained in such a way
that we can provide valuable information about the most relevant
variables in relation to SD progress.
Although the application of a classiﬁcation algorithm after a
clustering process could seem to be trivial, there are three reasons
why, in our case, the derived models contribute interesting information: (1) the fact that we are considering expert knowledge to
fuse some of the clusters derived from the hierarchical clustering,
(2) the ordering given to the resulting groups together with the
application of ordinal regression, which provide experts with a
ranking tool able to classify new evaluated countries in the groups
discovered and to rank them (even when they belong to the same
group) and (3) the extraction of information about the most important indicators to characterise and differentiate sustainable developers countries from non-sustainable developers countries (rather
than just validating the performance of machine learning algorithms). Note that, for this interpretability analysis, the clustering
algorithm itself is not usually very helpful.
Ordinal regression (also known as ordinal classiﬁcation) problems arise in ﬁelds as information retrieval, preference learning,
economy, and sociology and nowadays it is considered as an
emerging ﬁeld in the areas of machine learning and pattern recognition. Ordinal regression could be said to be a relatively new
learning paradigm which shares properties of classiﬁcation and
regression. Formally, for this problem, Y (the labelling space) is a
ﬁnite set, but there exists some ordering among its elements. In
contrast to regression, Y is a non-metric space, thus distances
among categories are unknown. Besides, the standard zero-one
loss function does not reﬂect the ordering of Y.
A great number of statistical methods for categorical data treat
all response variables as nominal, in such a way that the results are
invariant to order permutations on those variables. However, there
are many advantages in treating an ordered categorical variable as
ordinal rather than nominal [1,22], a statement applicable to classiﬁcation problems. In this vein, several approaches to tackle ordinal regression have been proposed in the domain of machine
learning over the years, since the ﬁrst methodology (the Proportional Odds Model or POM) dating back to 1980 [24]. Indeed, the
most popular approach in this paradigm is the use of threshold
models, which are based on the assumption that an underlying
real-valued outcomes exist although they are unobservable.
For the learning process, a recently proposed ordinal ensemble
methodology [28] based on threshold models is used, and a new
trainable decision rule is developed to simplify and make it more
robust than the initial proposal. The ensemble methodology is
based on decomposing ordinal regression problems into simpler
classiﬁcation tasks, where the order information is explicitly
included. The main hypothesis is that the performance of any ordinal algorithm could be improved by simplifying the original classiﬁcation problem and formulating multiple order hypotheses
(hypotheses that will be combined in a ﬁnal decision function).
Therefore, the decision function choice is a crucial step. However,
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the original proposal makes use of a ﬁxed decision function that is
non-trainable and does not take the data labelling into account
[28]. In contrast, in this paper we develop a class conscious or
trainable approach (i.e., we learn a weight vector for each member
of the ensemble) to obtain more robust results.
After this introductory Section 1, the methodology applied in
this study is set out in detail in Section 2; in Section 3, the dataset
and the experimental setup is described and the main results are
discussed. Finally, the conclusions are drawn in Section 4 along
with possible future lines of research.

2. Methodology
The methodology used in this paper presents two differentiated
parts. First, a clustering analysis is performed to discover the main
groups of country-year observations. The resultant clusters are
studied and ranked from the point of view of sustainable development. In the second phase, an ordinal classiﬁer is considered for
the learning phase and for its interpretation.
2.1. Hierarchical clustering methodology
As previously mentioned, the ﬁrst step of this study corresponds to a clustering analysis to identify the EU country-year
cases that can be said to be similar with respect to their overall
SD performance. This clustering is based on nineteen related indicators, which are grouped by scenarios. In the absence of supervised class labels or knowledge about the clusters, as in the case
presented, it is difﬁcult to select a criterion to judge whether one
clustering algorithm is performing better than another. Because
of this, we make use of a hierarchical clustering technique (more
speciﬁcally the Cobweb algorithm), which provides insight into
the data by assembling the objects into a dendogram and creating
a hierarchy that could be more informative than an unstructured
set of clusters.
Different SD indicators have been analysed and grouped before
in the literature via a hierarchical clustering algorithm to identify
regions or patterns with similar behaviour [23,2] with the main
aim of ranking the countries and developing composite or aggregate indicators. However, these studies only consider one year
and they do not describe the characteristics associated to each
cluster as in the present work.
2.2. Ordinal regression methodology
In this subsection, a new ordinal regression algorithm based on
a class conscious decomposition of the label space is presented for
the learning process. This method will be used for the second part
of the study.
The goal in classiﬁcation is to assign an input vector x to one of
K discrete classes C k ; k 2 f1; . . . ; Kg. A formal framework for the
ordinal regression problem can be introduced considering an input
space X 2 Rd , where d is the data dimensionality. An outcome
space Y ¼ fC 1 ; C 2 ; . . . ; C K g is deﬁned, where the labels are ordered
(i.e. C 1  C 2  . . .  C K , where  denotes this order information).
The objective then is to ﬁnd a prediction rule f : X ! Y by using
an i.i.d. training sample T ¼ fxi ; yi gNi¼1 2 X  Y where N is the number of training patterns. For convenience, denote by Xi to the set of
patterns belonging to C i .
Threshold methods are based on the idea of modelling ordinal
regression problems from a regression perspective, by assuming
an underlying real-valued outcome (also known as latent variable),
which is unobservable. Consequently, these methodologies try to
estimate:

 A function f ðxÞ to predict the nature of the underlying realvalued outcome.
 A set of thresholds b ¼ fb1 ; b2 ; . . . ; bK1 g 2 RK1 to represent the
intervals in the range of f ðxÞ, where b1 6 b2 6 . . . 6 bK1 .
Two of these threshold methods (selected for the ensemble) are
now brieﬂy described.
The SVM paradigm [8] is considered the most common kernel
learning method for statistical pattern recognition. Some works
in the SVM literature have been focused on the reformulation of
this successful paradigm to tackle ordinal regression problems
[16,34,7]. All these approaches share one common objective which
is the deﬁnition of K  1 discriminant hyperplanes represented by
the vector w and the scalars bias b1 6 . . . 6 bK1 in order to
properly separate training data into ordered classes by modelling
ranks as intervals on the real line.
In machine learning and pattern recognition, LR [26] is a
well-known methodology based on a regression analysis for classiﬁcation tasks. This method has been reformulated to deal with
ordinal regression tasks giving rise to the so-called Proportional
Odds Model (POM) [24]. This model was the ﬁrst threshold method
applied to ordinal classiﬁcation problems and it is based on a linear
projection which is jointly trained with a set of thresholds by using
a similar strategy to that considered for nominal LR.
2.2.1. Ensemble for ordinal regression
Nowadays, the ensemble paradigm, which tries to imitate
human nature to seek several opinions before making a crucial
decision, is one of the most actively researched in pattern recognition and machine learning [20]. It is usually considered as an
alternative to the conventional ‘‘standalone’’ methods, which
may be suboptimal.
Concerning ordinal regression, a great deal of the methodologies proposed can be categorised under the name of decomposition
methods (which could be also seen as ensemble methods in the
sense that they decompose the original ordinal regression learning
problem into several binary classiﬁcation tasks); e.g. creating a
new outcome variable that corresponds to the question: ‘‘is the
label of pattern x greater than k?’’, for some given rank k.
In this sense, it has been recently demonstrated that the
decomposition of the target variable into several binary and ordinal classiﬁcation problems can improve the results for different
ordinal classiﬁcation tasks [28]. That methodology can be seen as
a reformulation of the one-versus-all scheme for ordinal labels.
Let us formally deﬁne the approach: Given K different ordered classes (C 1 ; C 2 ; . . . ; C K ), the idea is to compute K different classiﬁcation
problems by performing a supervised relabelling of the data (and
training the learning algorithm with these relabelled patterns). In
particular, we will obtain K different decision makers
D ¼ fD1 ; . . . ; DK g, where Di will focus on separating the corresponding class C i from previous classes (C 1 ; . . . ; C i1 ) and subsequent classes (C iþ1 ; . . . ; C K ). Therefore, the set of events to classify
for decision maker Di can be deﬁned as:

fG i1 ¼ ðC1 [ . . . [ Ci1 Þ; G i2 ¼ C i ; G i3 ¼ ðC iþ1 [ . . . [ C K Þg:

ð1Þ

Note that for decision makers D1 and DK , the events G i1 and G i3 are
respectively the empty set (thus they compute standard binary
classiﬁcation tasks). However, for the case of fD2 ; . . . ; DK1 g an ordinal algorithm should be used due to the natural ordering of the
three events.
Since this method assumes the application of threshold methods, each decision maker Di will be composed of a projection wi
and a set of thresholds bi separating the associated projected
events. This corresponds to step one in Fig. 1, where the whole
process is summarised.
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Fig. 1. Different steps for the ordinal ensemble proposed.

The choice of threshold models as base classiﬁers for the
ensemble is not arbitrary. This choice is justiﬁed because of their
common use in ordinal regression problems and because of their
inherent advantage to lend themselves to probabilistic outputs
(and it is clear that these conditional probabilities of class membership will be useful for constructing a more robust ensemble).
For each pattern and decision maker Di , the probability of belonging to class C i (or event G i2 ) will be calculated, along with the probability of belonging to the previous event G i1 and the probability of
belonging to the following event G i3 . This corresponds to step two
in Fig. 1. Note that the logit function has been chosen for the probability estimations:

PðG ij jxn ; Di Þ ¼

1
 
 :
1 þ exp  wTi xn  bij

ð2Þ

2.2.2. Proposed class conscious trainable ensemble
The next step of the algorithm is to choose a decision function
that joins all the probabilistic information obtained up to this
point. In the original proposal [28], the probability for a speciﬁc
event G ij is distributed equally among all the classes involved,
and a probability combination function is then used (such as the
sum or the product). Furthermore, a weighting procedure is also
needed because this distribution results in some classes receiving
more attention and these will then be more probable than the rest.
The choice of how to distribute the probabilities among the classes
and the weights to apply is a complex issue if a non-trainable
method (like the one in the original proposal) is applied. Because
of this, we propose the use of a so-called class conscious or trainable ensemble method. This strategy will optimise a weight vector
according to the original target values.
After training K decisors for the different events in Eq. (1), we
will have a total of 3K  2 probability estimations because two of
the decisors are binary and all the others are 3-class classiﬁers,
see Fig. 1. These probabilities can be expressed as PðG ij jT; Di Þ; i ¼
f1; . . . ; Kg, where j ¼ f1; 2; 3g for 3-class classiﬁers, j ¼ f1; 2g for
binary ones and T represents the whole training set. Now, consider
H 2 RNQ as the matrix storing the estimated probabilities for the
different events and decisors as columns, and the different patterns
as rows. In this sense, H contains the probability for each pattern
xn 2 T; n ¼ f1; . . . ; Ng of belonging to the concrete event j estimated by the decisor i, i.e., G ij (the total number of combinations
being Q ¼ 3K  2). For convenience, for a speciﬁc event q and pattern xn this probability will be represented by hnq ; q ¼ f1; . . . ; Q g.
Our objective is to combine all these probabilities in the best
possible way to improve the ﬁnal ensemble performance,
which can be accomplished by considering a weighting procedure.

Consequently, we propose to calculate the support for class C i as
follows by using a weighting matrix b 2 RQ K :
Q
X
bqi  hnq :

li ðxn Þ ¼

ð3Þ

q¼1

To optimise b we ﬁrst need to deﬁne a coding matrix M 2 RKK representing the output labelling information, where for simplicity Mk
will denote the code associated to class C k (i.e., k-th column of the
coding matrix). For this, we considered two approaches: the nominal one-versus-all matrix MðnÞ and an ordinal coding matrix MðoÞ .
These matrices can be seen for a 4-class problem in Table 1, where
rows correspond to the binary subproblems and columns to the role
of each class for each subproblem.1 The label þ1 is associated to the
positive class and 1 to the negative one. At this point, denote by
A 2 RNK as the matrix storing the real coded output for each pattern
in the training set (i.e., for a given pattern xn 2 Xk the associated code
will be Mk ). This matrix A will be used for optimising b and
constructing our class-conscious ensemble.
The system to solve is: H  b ¼ A, where the weights are
commonly derived using linear regression, i.e.:

^ ¼ Hy A;
b

ð4Þ

y

denoting the Moore–Penrose pseudoinverse.
For the prediction phase, we compute the Euclidean distance of
the decision values lðxÞ for pattern x to each coding
Mk ; k ¼ f1; . . . ; Kg. The predicted class is then chosen so as to
provide the minimum distance:

^n ¼ arg min distðMk ; lðxn ÞÞ;
y
16k6K

ð5Þ

^n is the label predicted for xn . For a graphical summary of
where y
the proposal see Fig. 1.

3. Experimental study and results
This section presents the experimental study conducted in this
paper for the problem considered and analyses the results
obtained. We ﬁrst describe the variables chosen and then the clustering process and groups derived. Finally, two different experiments are conducted to analyse the goodness of the proposed
classiﬁcation technique.
1
Note that for the ordinal coding matrix the ﬁrst row of M is unnecessary.
However, we assume it for the sake of homogeneity in the notation for the nominal
and ordinal cases.

182

M. Pérez-Ortiz et al. / Knowledge-Based Systems 66 (2014) 178–189

Table 1
Example of coding matrices considered for a 4-class ordinal problem.
Nominal approach MðnÞ
0
1
þ1 1 1 1
B
C
B 1 þ1 1 1 C
@ 1 1 þ1 1 A
1 1 1 þ1

Ordinal approach MðoÞ
0
1
þ1 þ1 þ1 þ1
B
C
B 1 þ1 þ1 þ1 C
@ 1 1 þ1 þ1 A
1 1 1 þ1

3.1. Variables description
The selection of proper indicators for the problem considered
can be said to be a difﬁcult issue, especially when there is no common understanding of well-being or sustainability. Consequently,
despite the myriad of SD indicators available, the ofﬁcial set of
indicators employed by European Council to monitor the progress
in the EU SDS was selected for this research study. According to the
last report of the EU SDS, there are more than 100 SD indicators, 11
of which ‘have been identiﬁed as headline indicators’ to offer an
overall picture of the progress towards SD in terms of the targets
deﬁned in the EU SDS [13]. The selected indicators are presented
in Table A.8 by scenario. The data has been collected from Eurostat
ofﬁcial website2 considering the 27 EU Member States. Although
these variables can show certain degree of correlation, the capacity
control of SVM classiﬁers has been found to be equivalent to some
form of regularisation [35] and therefore alleviates this problem.
According to the last SD Report [12], the variables selected can
be classiﬁed in various scenarios (omitting the natural resources
scenario because of the lack of data for common bird index values,
status of ﬁsh stocks and good governance scenario because of their
quality nature). These indicators have been grouped into four
domains: social, economic, environmental and institutional-political. Within each domain, the different topics have been separated
in scenarios constituting the reﬂection of SD aims and priorities.
Because of data availability (until 2010 in Eurostat ofﬁcial data
base), 162 patterns were selected considering each country and
year for the period 2005–2010 as a single composed item (country-year observation).

3.2. Clustering results
The Cobweb hierarchical clustering algorithm was applied to
the dataset described in the previous subsection. The resulting
dendogram can be seen in Fig. 2. For each node, the identiﬁer of
the cluster corresponds to the number without brackets and the
number in brackets is the number of country-year patterns
included in the corresponding cluster. Some of the clusters in
Fig. 2 are the result of a merging procedure of different nodes of
the original hierarchical tree. This merging was done according
to the knowledge of the expert (subjective and objective knowledge of the current economic, sociological and environmental situation of the different European members). Note that other
clustering algorithms were tested, such as the well-known kmeans method, which was discarded given the inconsistent nature
of the clusters obtained (from the point of view of the progress
towards SD).
Now, we present a description, justiﬁcation and characterisation of the clusters obtained from the previous analysis along with
an ordering among them. The description is based on the most relevant variables and scenarios. Note that as the analysis has been
performed employing country-year observations. Therefore, if the
variables values change in the time span considered, the countryyear patterns could also change or move to a more suitable cluster.
2

http://epp.eurostat.ec.europa.eu/portal/page/portal/sdi/indicators.

Fig. 2. Dendogram obtained from hierarchical clustering.

This is the reason why some countries are included in more than
one cluster, but for different years. The procedure followed to order
the clusters is described in detail in the following subsection.
3.2.1. First cluster: advanced (C 1 )
The country-year patterns involved in this cluster are the
following: Austria, Denmark, Finland, France-05-07-08-09-10,
Germany, Ireland-05-06-07-08, Netherlands, Sweden and United
Kingdom. This cluster groups very prosperous, democratic
countries, with well-developed and modern market economies,
skilled labour forces, and a high standard of living with very high
per capita output. They are also characterised by extensive
government welfare measures, social security systems (currently
challenged by low fertility growth and rapidly ageing population),
an equitable distribution of incomes, historically low levels of
unemployment and they are also well-known because of the high
standard of their education systems.
They present healthy budget surplus for many years up to 2008,
but the recession affected general government ﬁnances and the
debt ratio. Thus, the budget balance swung into deﬁcit in 2009
(stabilisation measures, stimulus spending and an income tax
reform pushed the budget deﬁcit). Their ﬁscal position compares
favourably with other euro-zone countries, but it faces external
risks such as political and economic uncertainties caused by the
European sovereign debt crisis.
Although they present a low economic growth rate due to their
high levels of GDP, they display a high level of productivity per
hour of work growth (a sign of competitiveness), the highest levels
of employment in the EU and they are by far the countries that
devote the greatest amount of funds to Research and Development
(R&D).
These countries are very efﬁcient in the use of their resources,
represented by the share of Domestic Material Consumption
(DMC) by unit of GDP. Regarding the area of sustainable consumption and production, they are leaders in the share of total utilised
agricultural area occupied by organic farming and in the quantity
of electricity consumed by households, which depends on economic activity, national customs and even national weather.
Concerning the scenario of demographic changes, the employment rate of older workers is also the highest one. As said before,
the government ﬁnances and the debt ratio are affected by the
recession, turning previously strong budget surpluses into deﬁcits.
For this reason, this group is the second one in this indicator,
although far from the ﬁrst one, namely, the second cluster.
Most likely due to their levels of prosperity and R&D investment, these are the countries with the highest share of renewable
energy in gross ﬁnal energy consumption. Moreover, they have the
second position in lowest greenhouse gas (GHG) emissions and
they perform the best as they present the lowest ratio between
transport energy consumption and GDP. Thus, they do not pollute
as much as might be thought because of their level of GDP and
prosperous economic activity on a ﬁrst analysis. Nevertheless, it
is the group that has the highest level of GHG emissions from
transport as regulated in the Kyoto Protocol.
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Finally, in the scenario of global partnership, they are the ﬁrst in
ofﬁcial development assistance as share of gross national income
and EU Imports from developing countries indicators, which is logical, as these countries present the highest levels of GDP.
3.2.2. Second cluster: followers (C 2 )
The country-year patterns involved in this cluster are the
following: Belgium, Czech Republic-10, France-06, Greece, Ireland-09-10, Italy, Luxembourg and Spain. This cluster mainly
groups traditionally relevant economies (Mediterranean countries
and the two EU Member States of the BENELUX, i.e., Belgium and
Luxembourg, along with some country-year patterns), although
not as relevant as the ones in the previous cluster. Most of these
countries have been strongly shocked by the international economic crisis. For example, in the three Mediterranean countries,
tourism provides an important share of GDP (which has been
severely affected by the consumption fall) and their recovery
appears to be experiencing more difﬁculties than the previous
cluster.
This is the cluster with the lowest average economic growth,
but it is ranked second in labour productivity per hour worked, a
consequence of the decrease in the employment rate (this cluster
rank the third in this indicator: GDP grows with less labour force).
They tried to maintain social equity by means of laws, tax
policies and social spending, reducing income disparity and the
impact of free markets on public health and welfare, but public
debt is very high (they rank the ﬁrst, far from the following clusters) and the governments have approved the most severe austerity packages consisting of expenditure cuts and new revenues.
In the sustainable production and consumption scenario, these
countries are the most productive in the use of their resources
along with the ﬁrst cluster (almost equal average of resource productivity indicator). We ﬁnd it in third position in area under
organic farming but very close to the two previous clusters in the
order. According to their levels of GDP and standards of living,
these countries are ranked second in electricity consumption but
are 1.5-fold lower than the ﬁrst cluster.
Nevertheless, in terms of the climate change scenario, their performance is low. These are the countries with the highest level of
GHG emissions (especially Spain, Greece and Italy), and their share
of renewable energy is low (except Spain and Greece) and very
similar to the fourth cluster. They are ranked third in transport
energy consumption, although this indicator presents a low standard deviation, and second in GHG emissions from transport, very
close to the ﬁrst cluster.
3.2.3. Third cluster: moderate (C 3 )
The country-year patterns involved in this cluster are the following: Bulgaria-05-06-07, Hungary-07, Malta and Poland. This
cluster groups three former communist countries along with Malta
(in the case of Bulgaria, 2005, 2006 and 2007 years and in the case
of Hungary, only the 2007 year). This cluster groups countries with
the highest economic growth in terms of GDP (mean = 3.81%). As
new economies, they present this growth due to the abundance
of natural resources and a high domestic demand following a
period of socialism, among other reasons. Nonetheless, their economies do not seem to be based either on education or on R&D
investment. Poland is a special case because its transition to capitalism was facilitated by the fact that its government tolerated a
small number of private ﬁrms. The economic proﬁle of this group
has the peculiarity that its economic performance is the worst in
the rest of indicators (i.e., labour productivity per hour worked
and a very low amount of resources devoted to R&D as a percentage of GDP). They also present almost the same high value, on average, of gross public debt as cluster 2.
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They present a low performance in the sustainable consumption and production scenario. Their third position in the resource
productivity indicator, in the electricity consumption of
households and their last position in the area under organic farming indicator, far from its mean value, pinpoint the reasons for low
performance.
Intermediate performance also appears if we look at the climate
change scenario: it is the third cluster in GHG gas emissions,
mainly because of their economic growth and their low share of
renewable energy in gross ﬁnal energy consumption. The emission
increases are at least partly due to colder winter months as well as
emissions from electricity and heat production.
In the global partnership scenario, they are the last in the ofﬁcial development assistance as share of gross national income
and EU Imports from developing countries indicators, as these
are the countries with lowest GDPs along with the next fourth cluster. The values are far from clusters 1 and 2. As a ﬁnal remark, from
the hierarchy obtained from the clustering analysis, it can be seen
that clusters 2 and 3 are more similar to each other than to the
other clusters because they arise from the same tree node, and this
fact ensures even more the ordering between these classes.
3.2.4. Fourth cluster: initiated (C 4 )
The country-year patterns involved in this cluster are the
following: Bulgaria-08-09-10, Cyprus, Czech Republic-05-06-0708-09, Estonia, Hungary-05-06-08-09-10, Latvia, Lithuania, Portugal, Romania, Slovakia, Slovenia. The majority of these countries
(as well as those in the previous cluster) were post-socialist economies. They present the peculiarity that they have a population of
approximately ten million people or less. Thus, they have in common high economic growth, but lower than the previous group,
and the lowest GDP per capita of the EU. Their economic performances are better in the rest of indicators (e.g., the third in labour
productivity per hour worked). Moreover, they perform better in
the demographic changes scenario than the previous cluster.
Most likely due to their more reduced social aids and public
support, they present the lowest level of gross public debt. They
display a medium–low performance in the sustainable consumption and production scenario, and they are in the last position in
the resource productivity indicator and in the electricity consumption of households, far from the values of the previous clusters (low
GDP per capita and low population may be the reasons for this
level of electricity consumption of households). The low electricity
consumption (sevenfold difference from the ﬁrst cluster) could
also reﬂect differences in lifestyles, habits, climate and the lower
use of electronic devices because of the low GDP per capita, among
other reasons. They differ from the previous cluster in the fact that
they are the second group in relation to the area under organic
farming. A good performance can be found in the climate change
scenario: this cluster has fewer GHG emissions and is the second
cluster, in addition to being very close to the ﬁrst cluster, in the
share of renewable energy in gross ﬁnal energy consumption.
At this point, it must be said that although the objective values
reveal a good performance, they must be reinterpreted because
low industrial activity and low ﬁnal energy consumption could
lead to the wrong conclusions. Final energy consumption is essential for development, but its use may result in greenhouse gas
emissions. If this cluster presents a low GDP per capita and social
development, this could be the reason for low greenhouse gas
emissions more than a real improvement in energy efﬁciency.
3.3. Order of the clusters
The ordering for the different clusters (i.e. C 1 or advanced, C 2 or
followers, etc.) was derived using the following steps:
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1. Analysis of the different indicators (some of them can be
considered as more relevant than others when referring to
sustainable development, e.g. the key indicators).
2. Analysis of each of the resultant clusters, studying the countryyear observations and the statistics values for the different indicators (mean, variance, maximum and minimum).
3. Order the clusters according to the information obtained in the
previous step, complemented with different sustainable development and environmental reports and country proﬁles (as
the ones provided by the European Environmental Agency)
and useful information for some socioeconomic and historical
aspects of the selected countries (mainly from the CIA world
factbook). Table 2 shows the order of the mean value for the
clusters considering the nineteen selected indicators (in
descendent order), which was one of the sources of information
used for ranking the classes, where for example the order of
clusters C 1 and C 2 can be clearly appreciated. The process consists of considering all the possible ways to merge the clusters
returned by Cobweb and selecting the one with the clearest
ordering, given that we want to obtain a ranking tool for the
countries evaluated. The results on the table are taken from
the ﬁnal clusters used in the paper. Note that, although the purpose is not to provide a strict monotone relation between the
clusters and the different indicators, this information is useful
to analyse which clusters present in general a good performance towards sustainable development, notwithstanding that
some indicators may interfere with the rest and that all of them
should be considered as a whole (e.g. usually non-developed
countries will present a higher growth of gross domestic product per capita than developed countries). However, the order for
C 3 and C 4 is not very clear from the table, then, other sources of
information were used together with the subjective knowledge
of the expert.
The exact results of the clustering can be reproduced for other
studies considering the country-year information speciﬁed in each
Table 2
Class order for the mean of the different indicators used.
C2

3.4. Classiﬁcation results
The clustering step was done only once considering the whole
dataset. Then, two different experiments were undertaken. This
second experimental part compares different classiﬁers for the task
of predicting the class label derived in the previous subsection. The
results of different methods were compared to evaluate which of
them performed the best and to determine the ability of the
ordinal ensemble methods proposed. Therefore, regarding the
experimental setup, two differentiated experiments have been
designed with different purposes. First, a holdout stratiﬁed technique has been applied 30 times, using 75% of the patterns for
training and the remaining 25% for testing. This experiment is
made to fairly compare the performance of the different classiﬁers
considered in this study, with the aim of detecting overﬁtting.
However, it would be unrealistic to randomly select one of the
models to interpret it, because the time component of the data
would be ignored. Consequently, in a second experiment, we consider three different data partitions with different years for training and testing to analyse in a more realistic situation the
predictive capability of the algorithm. Moreover, the analysis of
one of the models based on LR provides us with valuable information to identify the most relevant variables related to SD.
Several measures can be considered for evaluating ordinal classiﬁers. The most common ones in machine learning are the mean
absolute error (MAE) and the mean zero-one error (MZE) [14],
being MZE ¼ 1  Acc, where Acc is the accuracy or correct classiﬁcation rate. However, these measures may not be the best option
when the costs of different errors vary markedly (as in ordinal classiﬁcation problems) or when the dataset is unbalanced (as in this
case, see pattern distribution in Fig. 2). Because of that, this work
makes use of other measure to evaluate an ordinal classiﬁer performance. In this case, we use the maximum mean absolute error
(MMAE), which is the MAE value considering only the patterns from
the class with the greatest distance between true labels and predicted ones

C3

C4

MMAE ¼ max fMAEk ; k 2 f1; . . . ; Kgg;

Scenario 1: socioeconomic development
GDPGR
3
4
RLPGH
1
2
EMPLO
1
3
RDEXPE
1
2

1
4
4
4

2
3
2
3

where MAEk is the MAE value considering only the patterns from the
k-th class, MAE being the average deviation in absolute value of the
predicted class from the true class [5], i.e.,

Scenario 2: sustainable consumption and production
RESPROD
1
2
ORGAN
1
3
ELECT
1
2

3
4
3

4
2
4

MAEk ¼

Scenario 3: social inclusion
RISKPOV
1
EARLY
1

2
3

4
4

3
2

Scenario 4: demographic changes
EMPOLD
1
PUBDE
3

3
4

4
2

2
1

Scenario 5: public health
LIFEE
2
HELIF
3

1
2

3
1

4
4

Scenario 6: climate change and energy
GREGA
2
4
RENWA
1
3

3
4

1
2

Scenario 7: sustainable transport
TRANS
1
GGTRA
1

2
2

3
3

4
4

Scenario 8: global partnership
ASSIS
1
EUIMP
1

2
2

4
3

3
4

Indicator

C1

cluster description (when the year is not included in the description, all the considered years are grouped in this cluster).

ð6Þ

N

k
1 X
^i j;
jy  y
Nk i¼1 i

ð7Þ

and Nk is the number of pattern in this class. MMAE values range
from 0 to K  1. This measure was recently proposed [9] and its
advantage is that a low MMAE represents a low error for all independently considered classes. We considered this measure due to
its speciﬁc nature for ordinal and imbalanced classiﬁcation problems (as the one treated in this paper).
3.4.1. First experiment: classiﬁer comparison
For an extensive analysis, several methods are compared in this
subsection. The proposed methodologies are applied using both
SVM and LR (and their reformulation to ordinal regression) as base
methods. From now on, the methodologies tested will be named
as:
 Support Vector classiﬁer for Ordinal Regression with Implicit
Constraints (SVORIM) and its linear version (LSVORIM): Reformulation of the SVM paradigm for ordinal regression problems.
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 Proportional Odds Model (POM): Reformulation of the LR paradigm for ordinal regression problems.
 Non-trainable Ensemble (NE (SVM) and NE (LR)): The original
proposal [28] using both SVM and LR.
 Trainable Ensemble with Nominal Coding (TENC (SVM) and
TENC (LR)) and Ordinal Coding (TEOC (SVM) and TEOC (LR)):
In this case the new decision function proposed in this paper
is included in the ensemble and we compare the nominal
approach and the ordinal one.
The parameters of each algorithm are chosen using a nested validation with each of the training sets (k-fold method with k ¼ 5).
The kernel selected for all the algorithms is the Gaussian one,


k2
where r is the standard deviation. For
Kðx; yÞ ¼ exp  kxy
r2
every tested kernel method, the kernel width was selected within
these values f103 ; 102 ; . . . ; 103 g, as well as the cost parameter
associated with SVM methods.
The results obtained for this ﬁrst experiment are shown in
Table 3, where several conclusions can be drawn. First, one can
appreciate the high accuracy obtained for the dataset for most of
the methodologies, which indicates that the selected variables
were appropriate for the learning problem. More speciﬁcally, the
ensemble methods tested display competitive results when compared to other state-of-the-art approaches. Furthermore, it can
be seen that in all the cases the ensemble methods present a
greater performance than the associated base methodologies. Note
that although LR-based approaches make use of a linear projection
(unlike the kernel methods used) they also provide reasonable
results for the dataset, with the advantage that they can be used
for model interpretability purposes (which will be the main purpose of the following experiment). Finally, concerning the proposed probability fusion function (comparing TEN versus NE
methods), the ensemble appears to adjust better to the original
labels and therefore displays a better performance. Moreover, the
ordinal coding matrix (TEOC versus TENC methods) provides better
results for this speciﬁc dataset (especially when we consider a
metric with an ordinal nature as the MMAE), demonstrating this
the implicit ordering present in the labelling space for the constructed dataset. It was checked that the results in Table 3 (test
results) were generally very similar to the training results, so overﬁtting was not a problem despite the high dimensionality of the
dataset.
From the results obtained for LSVORIM and POM (shown in
Table 3), it can be seen that there exists a signiﬁcant nonlinear
component in the dataset (e.g. compare the results of these two
methods with the nonlinear SVORIM technique). However, the differences when considering the ensembles with SVM and LR (a nonlinear method versus a linear one) are not very high (for example,

Table 3
Mean  Standard deviation results obtained (Acc and MMAE for the test sets) for the
different methodologies considered.
Methodology
State-of-the-art methods
LSVORIM
SVORIM
POM
NE (SVM)
NE (LR)

Acc

MMAE

79.593 ± 4.684
91.463 ± 3.374
77.398 ± 5.727
91.870 ± 3.966
84.065 ± 6.201

0.4618 ± 0.1349
0.2249 ± 0.0816
0.4515 ± 0.1387
0.2416 ± 0.1240
0.2922 ± 0.0880

Modiﬁed ensemble methodologies
TENC (SVM)
95.772 ± 3.562
TEOC (SVM)
95.772 ± 3.997
TENC (LR)
87.724 ± 4.771
TEOC (LR)
88.374 ± 4.822

0.1379 ± 0.0991
0.1363 ± 0.0998
0.2651 ± 0.0954
0.2465 ± 0.0849

The best result is in bold face and the second best result is in italics.

Fig. 3. Representation of the synthetic nonlinear toy dataset.

compare the results obtained from TEOC (LR) with the results of
TEOC (SVM)). To better analyse this, we have included an additional experiment with an ordinal highly nonlinear and complex
synthetic two-dimensional dataset, which representation can be
seen in Fig. 3.
For this experiment, the same experimental setup is considered
(30 stratiﬁed random partitions and cross-validation step). The
results obtained in this case can be seen in Table 4 where two linear algorithms are compared with their ensemble versions and
with the nonlinear version of the SVORIM method. From these
results, it can be seen that the application of an ensemble technique that simplify the original classiﬁcation problem is useful
when dealing with highly nonlinear datasets and linear base methods (note that the ensemble methods improve the performance of
the linear methods, which can be said to perform trivially given
their poor performance for Acc and MMAE).
For the sake of understanding, Fig. 4 has been included, where
the ﬁrst step of the methodology is shown (models computation
phase) for the toy dataset. Each colour represents a different class,
and one model is computed to differentiate each class from the rest
taking the ordering of the labelling space into account. This result
is afterwards used for determining the probability of belonging to
each class, and ﬁnally, we estimate the decision values and proceed
to the prediction phase.
3.4.2. Second experiment: ensemble model interpretation
In this case, we use the trainable ensemble based on LR with the
ordinal coding (TEOC (LR)) for the experiment. We consider three
data partitions using different years for training and testing. The

Table 4
Mean  Standard deviation results obtained (Acc and MMAE for the test sets) for the
different methodologies considered and the synthetic toy dataset.
Methodology

Acc

MMAE

Linear methods
LSVORIM
POM

26.489 ± 0.461
28.933 ± 2.553

2.000 ± 0.000
2.090 ± 0.229

Ensemble versions using linear base methods
TENC (SVM)
60.222 ± 7.461
TEOC (SVM)
60.222 ± 7.461
TENC (LR)
58.178 ± 8.200
TEOC (LR)
64.356 ± 7.922

0.751 ± 0.260
0.751 ± 0.260
0.757 ± 0.250
0.611 ± 0.159

Nonlinear method
SVORIM

0.093 ± 0.051

96.622 ± 2.034

The best result is in bold face and the second best result is in italics.
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Table 6
Projection coefﬁcients wi for each variable and the different decisors.

Fig. 4. Projected training results of the different base models for the ensemble
(synthetic toy dataset).

ﬁrst data partition (2005–2007 for training and 2008 for testing)
attempts to analyse the impact of the recession transition (which
fully takes place around the year 2008) on the classiﬁcation model.
The second data partition (2008–2009 for training and 2010 for
testing) attempts to analyse the opposite effect in the model (i.e.,
how the model respond to training with recession years and
generalising also with a recession set). Finally, we design a third
experiment (training with 2005–2009 and testing with 2010) to
obtain a model for the purpose of analysing the most determinant
variables for the end-point variable. The results obtained for these
experiments can be seen in Table 5. From these results, it can be
said that, as it is obvious, the impact of the recession in the model
is high, as different countries may change their associated class.
As said before, one of the methodologies chosen as base
algorithm in the previous subsection (LR) can be considered as
interpretable (unlike the kernel methods used for other experiments), in the sense that it can give us clues about the importance
of each attribute for modelling the dependent variable and rank
the different classes (it is a linear predictor). Furthermore, concerning interpretability, the decomposition proposed provides us with
additional information in the sense that one model for differentiating each class from the previous and following classes is computed.
Therefore, instead of being provided with a model for tackling the
whole learning problem, we obtain a model for ranking each class
with respect to the rest and we could analyse independently the
most determinant variables. this step, we are analysing the models
to rank these clusters.
The model obtained from the third data partition (i.e., using
2005–2009 for training and 2010 for testing) can be seen in Table 6.
Note that both D1 and D4 are binary classiﬁers with a single threshold. The most important variables for modelling the labelling are
the ones with higher jwi j value. One should note that although
the sign of wi could also be used for an interpretability analysis,
it is actually dependent on the variable coding. Furthermore, it
can be seen that variables important for some of the models are
not so determining for others.
To analyse the models, we should consider both the coefﬁcients
and bias obtained and the variables codiﬁcation and possible values. One should take into account that, as this problem is

Table 5
Results obtained (Acc and MMAE for the test sets) for different data partitions and the
TEOC (LR) method.
Experiment

Acc

MMAE

Training 2005–2007 testing 2008
Training 2008–2009 testing 2010
Training 2005–2009 testing 2010

74.074
85.185
92.593

0.8571
0.8000
0.2857

Coefﬁcients
GDPGR
RLPGH
EMPLO
RDEXPE
RESPROD
ORGAN
ELECT
RISKPOV
EARLY
EMPOLD
PUBDE
LIFEE
HELIF
GREGA
RENWA
TRANS
GGTRA
ASSIS
EUIMP
Thresholds
b1
b2

D1

D2

D3

D4

0.88
7.90
1.98
2.04
3.38
2.32
10.85
1.64
0.93
2.62
0.32
6.09
0.73
3.43
0.07
1.72
10.74
0.72
6.25

1.61
9.04
2.33
0.57
3.27
3.54
6.12
1.31
1.67
5.91
1.53
2.98
2.18
2.35
1.75
1.66
5.07
2.76
4.94

0.59
24.07
1.27
1.35
7.56
1.70
0.71
0.56
0.96
4.56
3.91
4.20
1.73
3.26
3.05
1.34
2.12
5.03
3.58

0.53
26.75
0.78
1.76
7.79
2.81
14.70
1.04
1.34
5.71
3.63
5.49
1.02
2.42
4.32
0.65
11.63
8.77
6.19

4.49

7.40
1.76

6.12
12.47

11.76

Table 7
Ranking of variables according to the impact on each model jwi j.
D1

D2

D3

D4

ELECT
GGTRA
RLPGH
EUIMP
LIFEE
GREGA
RESPROD
EMPOLD
ORGAN
RDEXPE
EMPLO
TRANS
RISKPOV
EARLY
GDPGR
HELIF
ASSIS
PUBDE
RENWA

RLPGH
ELECT
EMPOLD
GGTRA
EUIMP
ORGAN
RESPROD
LIFEE
ASSIS
GREGA
EMPLO
HELIF
RENWA
EARLY
TRANS
GDPGR
PUBDE
RISKPOV
RDEXPE

RLPGH
RESPROD
ASSIS
EMPOLD
LIFEE
PUBDE
EUIMP
GREGA
RENWA
GGTRA
HELIF
ORGAN
RDEXPE
TRANS
EMPLO
EARLY
ELECT
GDPGR
RISKPOV

RLPGH
ELECT
GGTRA
ASSIS
RESPROD
EUIMP
EMPOLD
LIFEE
RENWA
PUBDE
ORGAN
GREGA
RDEXPE
EARLY
RISKPOV
HELIF
EMPLO
TRANS
GDPGR

addressed from an ordinal regression point of view, the classes will
be always projected in an ordered fashion.
Generally, analysing the variable rankings in Table 7, the most
inﬂuential variables for the problem are the following:
 Labour productivity per hour worked (RLPGH): This variable
presents the highest coefﬁcient for D2 ; D3 and D4 and the second one for D1 and therefore, it can be considered as the most
relevant one for the problem.3
 Electricity consumption of households (ELECT): This variable
presents an important impact on all the models but model D3 .
This may be because this variable takes very dispersed values
for this class, making it not very discriminative for the subproblem. Note that the coefﬁcient of this variable for model D4 is
very high, precisely because C 4 is characterised by very low

3
Following the SD Report 2011, this indicator must be interpreted with caution.
The comparability between countries is hampered by methodological changes and
also by the cultural effect and the peculiarities of translated questions [13].
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values of this variable (given the better economic activity and
the lower use of electronic devices), thus being very useful for
the subproblem.
 Transport greenhouse emissions (GGTRA): This variable can be
said to be considerably inﬂuential for most of the subproblems
(except for D3 as well, where it also takes dispersed values).
Furthermore, if the scenarios are separately analysed (see
Table A.8 for a description of the variables of each scenario), the
impact of each one in the classiﬁcation problem can be studied.
From this analysis, it can be said that one of the most important
scenarios is the sustainable consumption and production (most
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of the variables seem to have a high impact in most of the models),
followed by the demographic changes, the global partnership and
the climate change and energy scenarios. The scenarios that can
be said to present a low impact on most of the models are public
health (except the LIFEE variable), sustainable transport (except
the GGTRA variable) and social inclusion. Finally, it can be argued
that except for the RLPGH variable (that has been characterised
before as the most inﬂuential in most of the models), the socioeconomic development scenario has a very low impact in the majority
of the models.
For concluding this model analysis, some conclusions can be
drawn from the coefﬁcient sign of some of the variables. Note that

Table A.8
Variables deﬁnition by scenario.
Variable
Scenario 1: socioeconomic development
GDPGR (Key indicator): real growth of gross domestic
product (GDP) per capita (Ratio)
RLPGH: Labour productivity per hour worked (Ratio)
EMPLO: total employment rate (%)
RDEXP: R&D total expenditure (%)
Scenario 2: sustainable consumption and production
RESPROD (Key indicator): resource productivity (Ratio)
ORGAN: area under organic farming (%)
ELECT: Electricity consumption of households (1000 tonnes
of equivalence)
Scenario 3: social inclusion
RISKP (Key indicator): people at risk of poverty or social
exclusion (%)
EARLY: early leavers for education and training (%)

Scenario 4: demographic changes
EMPOLD (Key indicator): employment rate of older workers
(%)
PUBDE: general government gross debt (%)
Scenario 5: public health
LIFEE: Life expectancy at age 65 (years)
HELIF (Key indicator): healthy life years and life expectancy
at birth (years)
Scenario 6: climate change and energy
GREGA: greenhouse gas emissions (Index, base year = 100)

RENWA (Key indicator): share of renewable energy in gross
ﬁnal energy consumption (Ratio)
Scenario 7: sustainable transport
TRANS (Key indicator): energy consumption of transport
relative to GDP (Index, year 2000 = 100)
GGTRA (Key indicator): greenhouse gas emission from
transport 1000 tonnes of CO2 equivalent)

Scenario 8: global partnership
ASSIS (Key indicator): Ofﬁcial development assistance as
share of gross national income (%)
EUIMP: EU Imports from developing countries by income
group (Billion eur).

Description
This indicator deﬁnes percentage change GDP in real terms per inhabitant in reference year in
comparison with previous year. Real GDP per capita is calculated as the ratio of annual value of gross
domestic product at constant prices to the average population of country (territorial units)
Calculated as real output (deﬂated GDP measured in chain-linked volumes, reference year 2005) per unit
of labour input (measured by the total number of hours worked)
Calculated by dividing the number of employed persons aged from 20 to 64 by the total population of the
same age group
The indicator provided is GERD (Gross Domestic Expenditure on Research and Development) as a
percentage of GDP
Resource productivity is GDP divided by domestic material consumption (DMC). DMC measures the total
amount of materials directly used by an economy
The share of total utilised agricultural area occupied by organic farming (existing organically-farmed
areas and areas in process of conversion)
Deﬁned as the quantity of electricity consumed by households. Household consumption covers all use of
electricity for space and water heating and all electrical appliances
The sum of persons who are at risk of poverty or severely materially deprived or living in households
with very low work intensity (at risk-of-poverty are persons with an equivalised disposable income
below the 60% of the national median equivalised disposable income (after social transfers)
It refers to persons aged from 18 to 24 fulﬁlling the following conditions: ﬁrst, that the highest level of
education or training attained is ISCED 0, 1, 2 or 3c short, and second, the respondents declare not having
received any education or training in the four weeks preceding the survey
Calculated by dividing the number of employed persons aged from 55 to 64 by the total population of the
same age group
Deﬁned (in the Maastricht Treaty) as consolidated general government gross debt at nominal value,
outstanding at the end of the year
The average number of years still to be lived by a person who has reached the age 65, if subjected
throughout the rest of persons life to the current mortality conditions
The number of years that a person at birth is still expected to live in a healthy condition, combining
information on mortality and morbidity
The share of greenhouse gas emissions (carbon dioxide, methane and nitrous oxide; total man-made
emissions of the ‘‘Kyoto basket’’ of greenhouse gases) in the gross inland energy consumption in relation
to based year 2000 = 100
Calculated as the share of renewable energy in gross ﬁnal energy consumption. Renewable energy
sources is energy originating from natural, repeatable natural processes, mainly energy generated from
solar radiation, wind, water, geothermal resources, biomass, biogas and liquid biofuels
Ratio between the energy consumption of transport and GDP (chain-linked volumes, at 2000 exchange
rates). The energy consumed by all types of transport is covered, including commercial, individual and
public transport, with the exception of maritime and pipeline transport
This indicator shows trends in the emissions from transport (road, rail, inland navigation and domestic
aviation) of the greenhouse gases regulated by the Kyoto Protocol. Only three gases are relevant in the
context of transport (carbon dioxide, methane, and nitrous oxide) and these have been aggregated
according to their relative global warming potentials
Ofﬁcial development assistance (ODA) consists of grants or loans that are undertaken by the ofﬁcial
sector with promotion of economic development and welfare in the recipient countries as the main
objective
The value at market prices of EU imports from the Development Assistance Committee countries, as they
have been determined by this Committee
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this sign indicates if the variable is positively or negatively correlated with a greater SD (e.g., recall that if the classes are presented
ordered in the projections in an ascent fashion a negative sign for a
given coefﬁcient means that the higher the value for that variable,
the higher the probability of belonging to one of the ﬁrst classes,
i.e., the ones with better SD). Because of that, by analysing the coefﬁcients in Table 6, it can be said that the higher the value of the
variables RLPGH, ELECT, EMPOLD, HELIF, RENWA and EUIMP is,
the higher the probability of belonging to a class presenting a high
SD will be. These variables are the ones that present a negative
coefﬁcient for all of the models. On the contrary, the higher the
value of the variables RESPROD, EARLY and LIFEE2 is, the higher
the probability of belonging to classes with a lower SD will be.
Concerning the variables with different sign for different models, this indicates that they do not follow a stable increase or
decrease with respect to the class ordering.

4. Conclusions
Sustainable development (SD) is a major global trend in the
international political debate in the current global context. Policy-makers are called upon to assess the impact of their strategies
in terms of SD and for this task, they should be provided with models, tools, indicators or even rankings for evaluating the progress of
nations towards SD in their three pillars: environmental, economic
and social. However, there is a lack of predictive models in this
context, that is, models able to rank countries according to their
SD advances and to generate information on which future actions
can be based. This information would allow policy-makers to support policy development and monitor the effects of policy
responses.
In this sense, one of the main objectives of this paper is to perform a study of the progress towards SD of the 27 EU countries and
to analyse the predictive capability of machine learning methods in
this context. To do so, a clustering analysis was performed to
obtain a set of clusters that group countries with similar SD major
indicators values. The clusters obtained were ordered according to
their overall SD performance (the clusters were categorised as
advanced, followers, moderate and initiated). The characterisation
of the clusters obtained reﬂects a global picture of the SD stage of
countries, which could enrich and complement the judgement of
stakeholders more than a single indicator score value or trying to
ﬁnd the SD readiness of a country through separate indicators.
According to the inherent order of the labelling space, a new
ordinal regression algorithm is proposed, which decomposes the
original problem into several subproblems and joins the different
outputs using a class conscious decision function. By this simpliﬁcation, the base methodologies can be signiﬁcantly improved and
more simple and interpretable base methodologies can be used
at a similar performance. The ordinal regression proposed algorithm is compared to other related classiﬁers and shows to be competitive yielding better results for this application and supporting
the initial assumption of the ordinal nature of clusters deﬁned by
the expert and the clustering algorithm.
For this study, Logistic Regression was one of the methods used
as the base methodology for the ensemble, and thus, the most
determinant variables for the target label can be studied. These
variables are the labour productivity per hour worked, the electricity consumption of households and the transport greenhouse
emissions. In regards to the scenarios, the most important are sustainable consumption, demographic changes, global partnership
and climate change and energy, a result that is in line with the
three dimensions of SD.
Although it is difﬁcult to assess the direct impact of the indicators on the progress towards sustainability, it can be stated that

given the good generalisation performance of the methodology, it
may be useful to monitor national strategies for European governments, in a manner similar to that used for rankings (because of
the ordinal nature of the clusters obtained), as a managerial tool
for supporting decision making and for benchmarking practices
to compare results.
In addition, it can be said that as appropriate data become
available, the implications of our approach would appear to be
worthwhile for future comparative-research in cross-country performance. In future lines of research, it will be of interest to
amplify the study with data since the year 2011 to capture the
whole impact of the economic and ﬁnancial crisis and its evolution.
Finally, although the variables selected for this study were the ofﬁcial ones, they may bias both the results of the clustering analysis
and the classiﬁcation methods. Therefore, the selection of alternative, additional and/or a combination of variables for each scenario
is proposed for further research.
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3.3.

3. Labelling decomposition methods for ordinal regression

An organ allocation system for liver transplantation based
on ordinal regression
Nowadays, liver transplantation is a widely-accepted treatment for patients with a

terminal liver disease. However, it is well-known that transplantation is greatly hampered
by the unavailability of suitable liver donors; several methods have been then developed
and applied to find a better system to prioritise recipients on the waiting list. Most of these
methods only consider donor or recipient characteristics separately, not considering the
potential compatibility of the organ and not respecting then the principles of fairness and
benefit. This could lead to a risk of unconscious gaming when trying to match marginal
donors to urgent candidates.
To solve these deficiencies, this paper proposes a novel donor-recipient allocation
system for liver transplantation. The dataset is comprised of donor-recipient pairs from
different centres (seven Spanish and one United Kingdom hospitals). The problem is assessed from an ordinal classification point of view due to the natural order of the classes
(failure of the organ before 15 days after transplantation, failure between 15 days and
three months, failure of the organ between three months and one year, and no failure of
the organ presented up to more than one year after transplantation). The classification
method makes use of a cascade binary decomposition method specially designed to handle the imbalanced nature of the data and the error correcting output codes strategy for
fusing the output of the different models [34]. The best model obtained is used in conjunction with the model for end-stage liver disease score (MELD) [64], which estimates the
patients severity and is one of the most used current assignation methodologies.
The experiments on this paper show that the methodology presented is competitive
for all the metrics selected when compared to other machine learning techniques and
efficiently complements the MELD score based on the principles of efficiency and equity
(helping to avoid draws in most cases).
A simulation of the proposed system is also included, in order to visualise its behaviour in more realistic situations. This experiment has shown that there are some determining factors in the characterization of the survival time after transplantation (concerning
both donors and recipients) and that the joint use of these sets of information could be, in
fact, more useful and beneficial for the survival principle. Nonetheless, the results obtained
indicate as well the true complexity of the problem and the fact that other characteristics
that have not been included in the dataset may be of importance for the characterization
of the dependent variable (survival time after transplantation), thus starting a promising
line of future work.
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a b s t r a c t
Liver transplantation is nowadays a widely-accepted treatment for patients who present a terminal liver
disease. Nevertheless, transplantation is greatly hampered by the un-availability of suitable liver donors;
several methods have been developed and applied to ﬁnd a better system to prioritize recipients on the
waiting list, although most of them only consider donor or recipient characteristics (but not both). This
paper proposes a novel donor–recipient liver allocation system constructed to predict graft survival after
transplantation by means of a dataset comprised of donor–recipient pairs from different centres (seven
Spanish and one UK hospitals). The best model obtained is used in conjunction with the Model for Endstage Liver Disease score (MELD), one of the current assignation methodology most used globally. This
problem is assessed using the ordinal regression learning paradigm due to the natural ordering in the
classes of the problem, via a cascade binary decomposition methodology and the Support Vector Machine
methodology. The methodology proposed has shown competitiveness in all the metrics selected, when
compared to other machine learning techniques and efﬁciently complements the MELD score based on
the principles of efﬁciency and equity. Finally, a simulation of the proposal is included, in order to visualize
its performance in realistic situations. This simulation has shown that there are some determining factors
in the characterization of the survival time after transplantation (concerning both donors and recipients)
and that the joint use of these sets of information could be, in fact, more useful and beneﬁcial for the
survival principle. Nonetheless, the results obtained indicate the true complexity of the problem dealt
within this study and the fact that other characteristics that have not been included in the dataset may
be of importance for the characterization of the dependent variable (survival time after transplantation),
thus starting a promising line of future work.
© 2013 Elsevier B.V. All rights reserved.

1. Introduction
During the last few decades, new trends in biomedicine have
considered using some machine learning techniques as classiﬁcation methods [1,2], which has worked well in a great number
of problems and resulted in remarkable applications for science
[3,4]. Liver transplantation is an accepted treatment for patients
who present end-stage liver disease. However, transplantation
is restricted by the lack of suitable liver donors; this imbalance
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between supply and demand resulting in signiﬁcant waiting list
death. In order to cope with this situation, several methods have
been developed and applied to ﬁnd a better system to prioritize
recipients on the waiting list.
The ﬁrst attempt at developing a system was the Donor Risk
Index (DRI) [5], aimed at establishing the quantitative risk associated with the transplant when considering donor information.
Another widely validated methodology that is the cornerstone of
current allocation policy, is the Model for End-stage Liver Disease
(MELD) [6], which is based on the “sickest-ﬁrst” principle, where
the only aspect considered is information concerning the recipient.
The use of expanded criteria donors (donors with extreme values
of age, days in the intensive care unit (ICU), inotrope usage, body
mass index (BMI) and cold ischemia time) results in an increased
risk of recipient and/or graft losses compared to the risk associated
with the use of livers from non-extended criteria donors [7]. These
risks should be carefully analysed since the combination of several
of these risk factors can result in graft loss [8]. Nevertheless, these
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Fig. 1. Graphic representing the organ allocation process.

methods can not be considered good predictors of graft failure
after transplantation since they only take into consideration either
characteristics of donors or of recipients (but not both), when
there could actually be more complex factors involved in the
situation (donor, recipient and transplant organ characteristics).
In order to deal with this problem, Rana et al. [9] devised a scoring
system (SOFT) that predicted recipient survival 3 months after
liver transplantation, which is intended to complement MELDpredicted waiting list mortality rates by making use of both donor
and recipient characteristics. P. Dutkowski et al. recently proposed
a balance of risk (BAR) score [10] based on donor and recipient
characteristics. A rule-based system was used to determine graft
survival 1 year after the transplant [11]. The input of this rulesbased system being the response of two artiﬁcial neural networks
trained with donor, recipient and transplant organ characteristics.
Fig. 1 graphically represents the process of organ allocation (ﬁgure restructured from [12]). Generally, donors are assigned to the
candidates under the greatest-risk according to the MELD score.
This policy does not allow the liver transplant team to match the
donor to the recipient according to principles of fairness and beneﬁt. This could lead to a risk of unconscious gaming when trying to
match marginal donors to urgent candidates.
In the same vein, this paper considers a liver transplant dataset
obtained from seven different Spanish hospitals and King’s College
Hospital in the UK and includes characteristics of donors, recipients
and transplant organs, with the aim of developing and constructing
a supranational system for predicting graft survival, by means of
intelligent classiﬁcation techniques. Although this problem has
been tackled successfully before by means of a binary classiﬁcation task [11], a signiﬁcant contribution of this paper is that the
classiﬁcation problem is addressed using an ordinal regression
point of view since the classes are ordered taking into account
the time leading up to liver failure (in case of failure) providing
therefore more information about the hypothetical graft failure.
The classiﬁcation problem could be also tackled by a multiclass
classiﬁcation problem but this approach will ignore the ordering
information present in the output space. The classes involved in
the dataset are: (1) failure of the graft within the ﬁrst 15 days after
transplantation, (2) failure between 15 days and 3 months, (3)
failure between 3 months and 1 year, and (4) no failure presented.
These intervals have been highlighted by experts as being the most
pertinent in early graft loss. Several issues need to be taken into
account in order to exploit the presence of this order structure.
First of all, the learner (classiﬁer, in this case) could beneﬁt from
this implicit ordering in order to construct more robust and fairer
decision regions for the data, since the classiﬁcation errors to be
minimized vary from the ones considered in the nominal classiﬁcation paradigm (the zero-one loss function). Secondly, with
the ﬁnal aim of evaluating the performance of those classiﬁers,
different measures or metrics could be developed and used.
In order to clarify the differences among these paradigms, the
problem of classifying tumour cells given the labels: {normal cell,
dysplastic cell, tumor cell, metastatic cell} could be considered.

Clearly, an order among the categories can be appreciated, and
there are also some misclassiﬁcation errors that should be more
penalized. For example, misclassifying a metastasis cell with a normal cell should be far more penalized than misclassifying it as a
tumor cell. Since this is a common learning issue, several approaches
to tackle this paradigm (known as ordinal regression or ordinal
classiﬁcation) have been proposed in the domain of pattern recognition and machine learning over the years, ever since the ﬁrst
work applying logistic regression dating back to 1980 [13]. This
issue has generally been addressed by transforming ordinal scales
into numeric values and solving the problem as one of standard
regression or multinomial classiﬁcation. However, there are several
problems within this approach: on the one hand, the fact that, without a priori knowledge, the distance between different classes is
unknown, thus the assumption of equidistant labels when performing standard regression may not hold; on the other hand, as nominal
classiﬁcation does not consider this order information, misclassiﬁcation errors are treated equally. Nonetheless, other works have
approached the paradigm considering the order information by
means of threshold methods [14–16] which are based on the idea
that some underlying real-valued outcomes exist (also called latent
variable), although they are unobservable.
However, there is still a major group of classiﬁcation techniques
specially designed for approaching ordinal regression which are
based on the idea of decomposing the original problem into a set
of binary classiﬁcation tasks [17,18], or by formulating the original
problem as one of extended binary classiﬁcation [19,20]. Each subproblem can be solved in this case either by a single model or by
a multiple set. The subproblems are deﬁned in this case by a very
natural methodology, considering whether a pattern x belongs to
a class greater than a ﬁxed k [21], and ﬁnally combining the binary
predictions into a unique ordinal label. The idea of decomposing
the target variable in simpler classiﬁcation tasks has demonstrated
to be very powerful in the context of ordinal regression.
In this paper, due to the complexity of the classiﬁcation problem, which presents an ordinal and highly unbalanced nature
leading to difﬁculties in the classiﬁcation of the three minority
categories (note that from class 1 to 4 the number of patterns
per class are respectively {76, 76, 62, 1223}), a binary decomposition method for ordinal regression known as OneVsPrevious
is considered by using the well-known Support Vector Machine
classiﬁer (SVM) and two different approaches to combine the
classiﬁer outputs. Note that, although other base methodologies
could be used for the decomposition method, such as artiﬁcial
neural networks, the SVM paradigm has been chosen in order to
provide a fair comparison in the experiments performed since
most of the methods proposed for ordinal classiﬁcation are based
on SVMs [16,19,18]. Therefore, a SVM model is created for each
subproblem by solving a global optimization problem seeking for
the optimal separating hyperplane for the data and optimizing the
parameters using a nested cross-validation over the parameters
space. The methodology, which shows competitive results when
compared to other ordinal and nominal approaches (based on
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SVM [16,19], artiﬁcial neural networks [29] and logistic regression
[15]), is then used to develop a complete system of liver allocation,
in conjunction with the MELD system known worldwide.
The paper is organized as follows: Section 2 shows a description
of the ordinal regression methodology used in this work; Section 3
thoroughly explains the constructed dataset and the experiments
to be performed; Section 4 presents and analyses the results of
the above-mentioned experiments. In Section 5, a simulation of the
proposal is performed and, ﬁnally, Section 6 outlines some conclusions and future work.
2. Methodology
This section establishes the terminology and notation that will
be used throughout the entire work, as well as the ordinal regression method used. The goal in classiﬁcation is to assign an input
vector x to one of K discrete classes Ck , where k ∈ {1, . . ., K}. A formal
framework for the ordinal regression problem could be introduced
by considering an input space X ∈ Rd , where d is the data dimensionality. To do so, an outcome space Y = {C1 , C2 , . . ., CK } is deﬁned,
where the labels are ordered due to the data ranking structure (i.e.
C1 ≺ C2 ≺ · · · ≺ CK , where ≺ denotes this order information) thus
being Y a non-metric space. Let N be the number of patterns in the
sample and Nk the number of samples for the kth class. The objective in this kind of problem is to ﬁnd a prediction function f : X → Y
∈ X × Y.
by using an i.i.d. sample D = {xi , yi }N
i=1
2.1. Base methodology
The Support Vector Machine paradigm (SVM) [22,23] is perhaps
the most common kernel learning method for statistical pattern
recognition due to its good generalization ability and freedom from
local minima. The basic idea behind this technique is the separation
of two different classes through a hyperplane which is speciﬁed by
a normal vector w and a bias b. The optimal separating hyperplane
is the one which maximizes the distance between the hyperplane
and the nearest points in both classes (called margin). Beyond the
application of kernel techniques to allow non-linear decision discriminants (the kernel trick), another generalization was made to
replace hard margins with soft margins [23], using the so-called
slack-variables  i in order to avoid inseparability, relax the constraints and handle noisy data. Therefore, this algorithm seeks a
classiﬁer f : Rd → R of the form f(x) = w · (x) + b ( being the mapping function induced by the kernel) that minimizes the objective
function:
N


1
i ,
||w||2 + C
2

(1)

i=1

for some parameter C and subject to the constraints:
yi ((w · (xi )) + b) ≥ 1 − i ,

i ≥ 0,

∀i ∈ {1, . . ., N}.

2.2. Binary decomposition
The binary decomposition method known as the cascade linear
utility model [25] is used in this case. This procedure considers K − 1
models D (each model Di will be comprised in this case of a projection w and a threshold bi ), in such a way that model k separates
classes C1 ∨ · · · ∨ CK−k−1 from class CK−k , so that not all the classes
are considered in the computation of each model (as can be seen
in Fig. 2, where the decomposition is described graphically). This
methodology was mainly used to balance some projections, due to
the highly unbalanced character of the liver transplantation sample constructed in this paper, which leads to the misclassiﬁcation
of minority classes for the sake of good overall performance, which

Fig. 2. Binary decompositions performed for a 4-category dataset, where Xk is
deﬁned as the patterns belonging to class k, wi represents the ith projection and bi
the bias associated with that projection. White-shadowed ﬁgures represent the negative class, and black-shadowed ones the positive class, while the shape represents
the original category.

in this case can be achieved with a trivial classiﬁer that always predicts the majority category. It is also noteworthy that the classes
could be inversely decomposed by making use of the OneVsFollowers decomposition [26], although, in this situation, it would not be
advisable because the class imbalance will increase, since the ﬁrst
classes are the most unbalanced ones.
The training set for model or decision maker Dk = {wk , bk } is
speciﬁed by {X(i|i<k) , X(i|i=k) }. Therefore, a coding matrix M(K−1×K)
associated to the K − 1 binary decompositions of the cascade utility
model can be deﬁned as follows:

⎛

−1

−1

−1

+1

M = ⎝ −1 −1

+1

0

0

0

−1 +1

⎞

⎠,

where the label −1 is assigned to patterns corresponding to the
negative class, the label +1 to patterns belonging to the positive
class, and ﬁnally, the patterns associated with label 0 are excluded
for the training process. This matrix can be obtained by means of
a single model (by using neural networks for example) or by a
multiple set of models (training a binary classiﬁer for each subproblem, as in this paper). Thus, once the model or models have
been trained, a set of K − 1 decision values f(x) are obtained for
pattern x. At that point, and concerning the prediction phase, two
different alternatives have been considered in this work:
• Hierarchical approach: This method was originally proposed for
prediction in the cascade utility model [25], which operates in
a forward manner, starting the prediction phase with the ﬁrst
model and going forward, until the model predicts one class that
is not decomposed in the following models.
• Error-Correcting Output Codes framework (ECOC): Although the
hierarchical approach may work well in a great number of problems, prediction depends on the projections evaluated in the ﬁrst
stage, and is thus biased towards those classes. Because of that, a
different proposal to be considered in the prediction phase is also
evaluated in this paper. Based on these concepts, many efforts
have been made by the machine learning community in order
to reformulate binary classiﬁers to the multinomial case, resulting in methods such as the OneVsOne or OneVsAll paradigms.
Nonetheless, other proposals can also be found in the stateof-the-art literature, such as the Error-Correcting Output Codes
methodology [27]. The principal idea is to associate each class
k ∈ Y with a column of a binary coding matrix M ∈ { − 1, + 1}l×K
for a given l (note that in our case l will be preassigned to K − 1,
i.e. the number of binary decompositions performed). The binary
algorithm is run once for each row of the matrix in the induced
binary classiﬁcation problem, f yielding as many hypotheses as
l. Prediction is then accomplished by choosing the column of M
closest to the set of decision values f(·) = f1 (·), . . ., fl (·). A slightly
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Fig. 3. Summarization of the two testing proposals for the cascade utility training model.

modiﬁed version of this proposal is given in [28], where the coding matrix is taken instead from the set M ∈ { − 1, 0, + 1}l×K (as the
one previously deﬁned for our decomposition problem), leading
to an indifferent condition in the prediction phase for patterns
with label 0. The main handicap within this paradigm is the choice
of a suitable loss function for the binary classiﬁer chosen as the
base method. In this case, due to the choice of the 1-norm SVM
paradigm as the base method, the hinge-loss function is chosen,
which is the most commonly used for SVM. In order to see this,
let us formulate Eq. (1) in terms of the error:
N


1
||w||2 + C
loss(yi , f (xi )),
2

 

minimizer



i=1



error

where the error function chosen is usually the hinge-loss (for
L1-SVM), or its square (for L2-SVM):
H(xi ) = (1 − yi · f (xi ))+ = max(0, 1 − yi (w · (xi ) + b)) = i .
The different possibilities for yi (w · (xi ) + b) are:
– yi (w · (xi ) + b) > 1: the point is well-classiﬁed and outside the
margin.
– yi (w · (xi ) + b) = 1: the point is on the margin.
– yi (w · (xi ) + b) < 1: the point is within the margin or misclassiﬁed.
Hence, one of the main advantages of this methodology is that real
values for prediction are used instead of binary predicted class
values; thus the model will be provided with additional information which may be useful for improving its performance. Indeed,
the real values used are related with the distance to the threshold,
a measure usually used in this cases for estimating the probability
of belonging to a class.
With comparison and clariﬁcation purposes, Fig. 3 presents a
summary of the two proposals of the paper.
3. Experiments performed
In this section, a complete description of the multi-state liver
transplantation dataset is given, followed by the methods to be
compared and the measures evaluated.
3.1. Dataset description
First of all, a multi-centred retrospective analysis was made of 7
Spanish Liver Transplant units. Recipient and donor characteristics
were reported at the time of transplant. Patients undergoing partial,

split or living-donor liver transplantation and patients undergoing combined or multivisceral transplants were excluded from the
study. All patients were followed from the date of transplant until
either death, or graft loss prior to 1 year after transplantation. Liver
Transplantation units were homogeneously distributed throughout
Spain. The dataset constructed has 634 patterns (donor–recipient
pairs) corresponding to the years 2007 and 2008. In addition, the
dataset was completed with information about donor–recipient
pairs from the King’s College Hospital (London), to perform a
supranational study of donor–recipient allocation in liver transplantation. To obtain a similar number of patterns, only reported
pairs of recipients over 18 years of age between January 2002
and December 2010 were included. Thus, a dataset containing 858
English donor–recipient pairs were collected. In order to merge the
datasets, several variables were selected, 16 recipient variables, 17
donor variables and 5 surgically related variables. Furthermore, all
patients were followed from the date of transplant until death, graft
loss or completion of the ﬁrst year after the liver transplant.
Once the data was collected, it was necessary to perform some
classical techniques of data imputation in order to replace all the
missing values. To do so, ﬁrst, when the ratio of missing values for
any variable was under 1%, these were substituted by the mean
(in the case of a continuous and quantitative variable) and by the
mode (in the case of a binary and qualitative one). When the ratio
of missing values was over 1% and under 10%, a linear and nonlinear regression analysis was performed to recover the missing
values. Finally, patterns with over 10% of missing values were not
considered for the study; 19 and 36 patterns were discarded after
applying the techniques of data imputation, leaving a total of 615
Spanish patterns and 822 English patterns, respectively. Therefore,
the resulting dataset was comprised of 1437 patterns.
To solve the donor–recipient matching problem, the dependent
variable is the class label which is equal to 1 when representing
graft loss up to the ﬁrst 15 days after the transplant, equal to 2 if
the loss occurs between 15 days and 3 months, equal to 3 when the
loss is after 3 months and before a year, and, ﬁnally, the last class
corresponds to the patterns which do not present graft loss after
the ﬁrst year and is represented by label 4. The variables selected
for the dataset can be seen in Table 1.
The choice of class limits for the dataset were not arbitrary (15
days, 3 months and a year); in addition to being considered as the
most pertinent, Fig. 4 shows that the cumulative frequency slope
of the graft loss curve changes strongly somewhere around those
class limits. An important point is the limit located at 15 days since
it is deﬁned by experts as a critical point for survival or loss.
By analysing Fig. 4, it can be seen that the application of a
regression-based technique is not suitable for the problem, due to
the high number of points belonging to the more than 1 year category, which do not incorporate any knowledge about the real value
of the number of days until either graft loss or death.
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Table 1
Principal characteristics of the dataset: features considered, number of patterns and classes, etc. (number of patterns: 1437; number of classes: 4; number of features: 38;
class distribution: {76, 76, 62, 1223}).
Attribute name

Type

Value

Recipient
Age
Gender
Body mass index
Diabetes mellitus
Arterial hypertension
Dialysis at transplant
Etiology

Numeric
Binary
Numeric
Binary
Binary
Binary
Nominal

[18, 76]
0 = male; 1 = female
[14, 68.3]
0 = absence; 1 = presence
0 = absence; 1 = presence
0 = absence; 1 = presence
0 = virus C cirrhosis; 1 = alcohol; 2 = virus B
cirrhosis; 3 = fulminant hepatic failure; 4 =
primary biliary cirrhosis; 5 = primary
sclerosing cholangitis; 6 = others
0 = no; 1 = partial; 2 = complete
[0, 1978]
[1, 46]
[5, 50]
0 = absence; 1 = presence
0 = absence; 1 = presence
0 = absence; 1 = presence
0 = at home; 1 = hospitalized; 2 = hospitalized
in ICU; 3 = hospitalized in ICU with mechanical
ventilation
0 = absence; 1 = presence

Portal thrombosis
Waiting list time
MELD (inclusion)
MELD (at transplant)
TIPS at transplant
Hepatorrenal syndrome
Upper abdominal surgery
Pretransplant status performance

Ordinal
Numeric
Numeric
Numeric
Binary
Binary
Binary
Nominal

Cytomegalovirus

Binary

Donor
Age
Gender
Body mass index
Diabetes mellitus
Arterial hypertension
Cause of exitus

Hospitalization length in ICU
Hypotension episodes
High inotropic drug use
Creatinine plasma level
Sodium plasma level
Aspartate transaminase level
Alanine aminotransferase plasma level
Total bilirubin
Hepatitis B
Hepatitis C
Cytomegalovirus
Operative factors
Multi-organ harvesting
Combined transplant
Complete or partial graft
Cold ischemia time
AB0 compatible transplant

Numeric
Binary
Numeric
Binary
Binary
Nominal

Numeric
Binary
Binary
Numeric
Numeric
Numeric
Numeric
Numeric
Binary
Binary
Binary

[10, 86]
0 = male; 1 = female
[14.38, 53.35]
0 = absence; 1 = presence
0 = absence; 1 = presence
0 = brain trauma; 1 = cerebral vascular
accident; 2 = anoxia; 3 = deceased vascular
after cardiac death; 4 = others
[0, 58]
0 = absence; 1 = presence
0 = absence; 1 = presence
[0.1, 9.5]
[98, 187]
[1, 1090]
[2, 1400]
[0.06, 4.2]
0 = absence; 1 = presence
0 = absence; 1 = presence
0 = absence; 1 = presence

Binary
Binary
Binary
Ordinal
Binary

0 = no; 1 = yes
0 = no; 1 = yes
0 = no; 1 = yes
0 = <6 h; 1 = 6–12 h; 2 = >12 h
0 = no; 1 = yes

The end-point variable is the time leading up to liver failure: (1) Before 15 days, (2) Between 15 days and 3 months, (3) Between 3 months and a year and (4) No graft
failure presented after the ﬁrst year.
All nominal and ordinal variables are transformed into binary ones.

3.2. Methods compared
The methods developed based on the cascade utility model
using the SVM paradigm are the following:
• H-CascadeSVM: Hierarchical approach for the cascade utility
model using SVM.
• ECOC-CascadeSVM: ECOC approach for the cascade utility model
using SVM.
The results obtained have been compared with some of the
most frequently used state-of-the-art nominal and ordinal methods, such as:
• Support Vector Classiﬁcation with one-vs-one methodology
(SVM(1v1)) and one-vs-all formulation (SVM(1vA)) [24]. These

are the two main approaches for dealing with multiclass problems when using binary classiﬁers, and are also based on
decomposing the original classiﬁcation problem.
• Support Vector formulations for Ordinal Regression [16] (applying both implicit constraints (SVORIM) and explicit ones
(SVOREX) depending on how the slack-variables are considered). These methodologies are commonly used in the ordinal
regression paradigm, showing good generalization ability when
considering ordinal measures. Their main idea is the computation
of K − 1 parallel discriminant hyperplanes and a set of ordered
thresholds in order to separate the data.
• The Extended Binary Classiﬁcation framework (EBCSVM) [19]:
Reduction methodology that solves a set of binary problems by a
single model by deﬁning an extended binary dataset.
• The Extreme Learning Machine for Ordinal Regression (ELMOR)
[29]. The Extreme Learning Machine paradigm has also been
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where I(·) is the zero-one loss function, yi is the desired output for pattern i, yi∗ is the prediction of the model and N is the
total number of patterns in the dataset. Acc values vary from 0
to 1 and it represents global performance in the classiﬁcation
task. Apart from not taking into account category order, it has
many disadvantages, especially where unbalanced problems are
considered.
• GMS: The geometric mean of the sensitivities of each class is an
average of the percentage of the correct classiﬁcation of each of
the classes:

GMS =

K


K

Sk ,

k=1

Fig. 4. Graphic showing the cumulative frequency of graft loss.

reformulated to deal with ordinal information by transforming
the outputs of the model.
• The Proportional Odds Model (POM) [13]. This was the ﬁrst
threshold method applied to ordinal regression problems and it
is based on a linear projection jointly trained with a set of thresholds by using a technique similar to that considered for nominal
logistic regression.
The CascadeSVM proposals were implemented using Matlab, as
well as the POM model available through the mnrfit function.
The authors of SVORIM and SVOREX provide publicly available
software,1 as well as those by REDSVM.2 The well-know libsvm
implementation3 was considered for all the different versions of
SVM. The Matlab code for ELM4 was adapted to implement ELMOR.

N

k
where Sk = (1/Nk ) i=1
(I(yi∗ = yi )) is the sensitivity of the kth
class, i.e. the percentage of patterns correctly predicted as belonging to the kth class with respect to the total number of examples in
this class. This metric is of vital importance for evaluating the classiﬁers performance due to the highly imbalanced nature of the
classiﬁcation problem. In this case, the GMS will provide us with
valuable information about which methods should be considered
as trivial classiﬁers (i.e. a value of 0 for this metric indicates that
the model is totally obviating at least one of the classes of the
problem).
• AMAE: The average mean absolute error is the mean of MAE classiﬁcation errors throughout the classes where MAE is the average
absolute deviation of the predicted class from the true class (i.e.
average absolute deviation in number of categories on the ordinal
scale). AMAE was proposed by Baccianella et al. [32] to mitigate
the effect of unbalanced class distributions. Let MAEk be the MAE
for a given kth class:

Nk

3.3. Evaluated measures
Several measures can be considered for evaluating ordinal
classiﬁers. The most common ones in machine learning are the
Mean Absolute Error (MAE) and the Mean Zero-one Error (MZE)
[16,14,30,31], being MZE = 1 − Acc, where Acc is the accuracy or correct classiﬁcation rate. However, as previously mentioned, these
measures may not be the best option, for example, when measuring performance in the presence of class imbalances [32] and/or
when the costs of different errors vary markedly. Because of this,
the work makes use of measures of a different nature to evaluate
classiﬁer performance: accuracy (Acc) which measures overall performance, the geometric mean of the sensitivities (GMS) which is
specially designed for unbalanced classiﬁcation, the average mean
absolute error (AMAE) which is a version of the ordinal MAE measure for unbalanced classiﬁcation and, ﬁnally, Kendall’s  b which is
a correlation measure.
The metric used can be deﬁned as follows:
• Acc: The correct classiﬁcation rate or accuracy is the percentage
of correctly classiﬁed patterns:
N

Acc =

1
(I(yi∗ = yi )),
N
i=1

MAE k =

1 
|O(yi ) − O(yi∗ )|,
Nk

1 ≤ k ≤ K,

i=1

where O(Ck ) = k, 1 ≤ k ≤ K, i.e. O(yi ) is the order of class label yi .
Then, the AMAE measure can be deﬁned in the following way:
K

AMAE =

1
MAE k ,
K
k=1

MAE values range from 0 to K − 1, as do those of AMAE.
•  b : The Kendall’s  is a statistic used to measure the association
between two measured quantities. Speciﬁcally, it is a measure of
rank correlation [33]:

b =



n

c∗ c
i,j=1 ij ij

n

c ∗2
i,j=1 ij

 

n
c2
i,j=1 ij

,

where cij∗ is +1 if O(yi∗ ) > O(yj∗ ), 0 if O(yi∗ ) = O(yj∗ ), and −1 if
O(yi∗ ) < O(yj∗ ) for i, j = 1, . . ., n, and similar for cij .  b values ranging from −1 (maximum disagreement between the prediction
and the true label), to 0 (no correlation between them) and to 1
(maximum agreement).
3.4. Evaluation and model selection

1
2
3
4

http://www.gatsby.ucl.ac.uk/∼chuwei/svor.htm.
http://home.caltech.edu/∼htlin/program/libsvm/.
http://www.csie.ntu.edu.tw/∼cjlin/libsvm/.
http://www.ntu.edu.sg/home/egbhuang/.

For the evaluation of the results, a 4-fold technique (stratiﬁed
by the class and liver transplantation unit) to divide the data has
been applied 10 times, using 75% of the patterns for training the
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model, and the remaining 25% for testing it. Hence, the results are
taken as the mean and standard deviation of the measures over the
40 test sets.
The parameters of each algorithm are chosen using a 5-fold
nested validation with each of the 40 training sets. The ﬁnal parameter combination chosen is the one which obtains in mean the
best average performance for the validation sets, where the metric used is the geometric mean of the sensitivities per class (GMS).
The kernel selected for all the kernel methods is the Gaussian one,
K(x, y) = exp(− x − y 2 / 2 ) where  is the kernel width. For every
tested kernel method the kernel width was selected within these
values {10−3 , 10−2 , . . ., 103 }, as was the cost parameter associated
to the SVM methods. For the ELMOR methodology, the sigmoidal
base unit is used, and the number of hidden networks within the
values H ∈ {5, 10, 20, 30, 40, 50, 60, 70, 80, 90, 100}.
4. Experimental results
Finally, the experiments are presented and discussed in this section, showing the results obtained and performing statistical tests
in order to determine the statistical signiﬁcance of the differences
observed in the methods used.
The results of all the methods are included in Table 2. From these
results, some conclusions can be drawn, but in order to do so, the
unbalanced nature of the dataset must be taken into account along
with the need to correctly classify minority classes. In this sense,
recent results [34] have highlighted the problems of Acc and MAE
when dealing with unbalanced and ordinal data.
4.1. Discussion
As stated above, several conclusions can be drawn from the
results obtained (Table 2). First, one should take into account that
several of the methodologies tested can be considered as trivial
classiﬁers (for example the ELMOR method), since all the patterns
are predicted to be in class 4. This can be seen by analysing the
AMAE measure; speciﬁcally a mean AMAE of 1.5 means that all
the patterns are classiﬁed in one of the extreme classes, being
then in this case, MAE1 = 3, MAE2 = 2, MAE3 = 1 and MAE4 = 0 (where
MAEk is the MAE measure for class k), thus being the value of the
AMAE = (3 + 2 +1 + 0)/4 =1.5. The fact that they are all classiﬁed in
class 4 and not in class 1 is supported by the Acc value (85.11%),
which is the one achieved by classifying only those patterns from
class 4. In this situation, also the worst GMS possible is obtained: a
value of 0.00%, which means that at least one class is totally misclassiﬁed for all the test sets. The SVM(1V1) and SVM(1VA) methods
can also be considered trivial classiﬁers, since their mean AMAE and
Acc are very close to the ones previously mentioned, as well as the
POM method, which obtained even worse values for Acc and AMAE
and a negative value of  b , which means that the predictions and
true labels are negatively correlated.
On the other hand, it can be seen that the use of techniques
specially designed for ordinal regression helped to improve the performance (in terms of GMS, AMAE and  b ) of some state-of-the-art
nominal methods like SVM(1V1) and SVM(1VA). In particular, the
decrease that has been seen in the AMAE measure means that fewer
serious ordinal errors are committed. Furthermore, the computation of a more complex model by combining some simpler ones
(like the proposal used in this paper or the REDSVM methodology)
seemed to help to improve the performance of the ordinal algorithms, due to the great complexity and unbalanced nature of the
dataset.
Indeed, the application of the ECOC framework in the cascade
utility model with the hinge-loss function has proved to work better
than the hierarchical model in this speciﬁc application (in terms of

GMS, AMAE and  b ). As mentioned previously, this can be attributed
to the fact that the hierarchical model would be ideally biased
towards the 4th class which is actually the majority one, achieving then better mean accuracy but worse values in the remaining
metrics; it can also be due to the choice of the hinge-loss function,
which is more appropriate for SVM models.
In order to choose the method that performs best for this application, one should take into consideration that obviously, although
ELMOR, SVM(1V1), SVM(1VA) and POM obtained the best results in
terms of accuracy, these algorithms should not be considered since
the ﬁnal classiﬁcation is very biased towards class 4. Furthermore,
the Acc measure do not contribute much information in this situation, although it is still necessary for the application to achieve an
acceptable accuracy value. Due to these reasons and on analysing
the results, the ECOC-CascadeSVM is considered to be the one with
the best performance, and the best model obtained (that can also be
seen in Table 2) is chosen for the construction of the organ allocation
system.
Nonetheless, the results obtained (for example the low  b values
achieved, even for the best model) indicate: the true complexity
of the problem dealt within this study; also the fact that other
characteristics that have not been included in the dataset may be
of importance for the characterization of the dependent variable
(survival time after transplantation).
Finally, by comparing the results with those obtained in a preliminary study using ordinal regression [35], it can be seen that the
use of the combined information from Spanish and English hospitals help to obtain better and more robust models than those
obtained only from Spanish hospitals, demonstrating then that the
information has been properly combined and that a transnational
model could be more robust and, therefore, could better generalize
on unseen data.
4.2. Statistical tests
In order to determine the statistical signiﬁcance of the differences observed in the methods used, statistical tests have been
performed for each metric selected (Acc, GMS, AMAE and  b ). First of
all, there has been an analysis to determine whether each of the different performance metrics selected for all the methods followed a
normal distribution. In none of these cases can a normal distribution be assumed by using a Kolmogorov–Smirnov’s test (KS-test)
at a signiﬁcance level ˛ = 0.05. As a consequence, a non-parametric
Friedman’s test for dependent samples was selected in order to
check if the method applied does signiﬁcantly affect the results
obtained. The test concludes that these differences in ranking are
signiﬁcant (with a p-value = 0.00). Hence, the statistical analysis
ends applying the Wilcoxon’s signed-rank test for all pairs of algorithms. For this test, the signiﬁcance level was adjusted to control
the family-wise error: ˛ was divided by the number of comparisons
made minus one,
˛Wilcoxon =

˛
nAlgs∗(nAlgs−1)
2

−1

,

where nAlgs is the number of algorithms used [36]. The results
obtained can be seen in Table 3. For each algorithm these results
include the number of algorithms statistically outperformed (Wins,
W), the number of draws (non-signiﬁcant differences, D) and
the number of losses (number of algorithms that outperform the
method, L).
On analysing the results, it can be seen that the methods obtaining the best performance in Acc can not be considered acceptable
solutions for the problem, due to the triviality of the models
obtained; consequently, they do not present wins (in terms of
statistical differences) in any of the other metrics selected. In
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Table 2
Means and standard deviations (MeanSD ) for the different methods selected in the test sets.
Method

Acc(%)

GMS(%)

AMAE

b

Nominal methods
SVM(1V1)
SVM(1VA)

84.821.32
84.431.95

0.000.00
0.000.00

1.4970.017
1.4940.022

0.0010.014
0.0040.028

Ordinal methods
SVORIM
SVOREX
REDSVM
POM
ELMOR
H-CascadeSVM
ECOC-CascadeSVM

79.998.51
79.998.52
79.938.62
83.350.63
85.110.24
78.305.57
64.182.94

1.034.64
1.034.64
1.074.82
0.000.00
0.000.00
3.806.36
7.469.47

1.4450.096
1.4450.096
1.4450.096
1.5040.025
1.5000.000
1.4350.058
1.3450.083

Best model
ECOC-CascadeSVM

65.46

24.69

1.154

0.0180.036
0.0190.037
0.0170.035
−0 .0320.030
0.0000.000
0.0330.043
0.0370.043
0.092

The best result is in bold face and the second best result is in italics.
Table 3
Number of wins (W), draws (D) and losses (L) when comparing the different methods
using the Wilcoxon’s signed-rank test with ˛ = 0.05.
Wilcoxon’s signed-rank test (W/D/L)

SVM(1V1)
SVM(1VA)
SVORIM
SVOREX
REDSVM
POM
ELMOR
H-CascadeSVM
ECOC-CascadeSVM

Acc

GMS

AMAE

b

6/2/0
3/5/0
1/5/2
1/5/2
1/5/2
2/3/3
6/2/0
1/3/4
0/0/8

0/6/2
0/6/2
0/8/0
0/8/0
0/8/0
0/6/2
0/6/2
4/4/0
4/4/0

0/3/5
0/6/2
3/4/1
3/4/1
3/4/1
0/3/5
0/3/5
4/3/1
8/0/0

1/5/2
1/5/2
2/6/0
2/6/0
2/6/0
0/0/8
1/2/5
4/4/0
4/4/0

The best result is in bold face and the second best result in italics.

general, the methods which stand out as being the most competitive approaches are the ECOC-CascadeSVM and the H-CascadeSVM
methods. The ﬁrst of these methods obtains the best performance
in 3 out of the 4 metrics analysed and the second one obtains the
best performance in 2 metrics and a second best result. Comparing
these two methods, it can be observed that the hierarchical model
obtains better results in Acc than the ECOC version, but presents a
dismal performance in AMAE compared to the ECOC version; this
may be due to the unbalanced nature of the dataset. For all these
reasons, in our opinion, the ECOC-CascadeSVM method is the best
solution for the problem, since it presents an acceptable balance in
all metrics, thus showing competitiveness in all aspects due to the
different nature of the metrics selected.

more recipients, the one with a higher MELD value is selected. This
new system is intended to complement the assignment of the MELD
score and to take donor and operative factors into account. Fig. 5
underlines the general ideas of the proposed liver allocation system.
5.1. Example of how the system works
In this subsection, the proposed system is confronted with ﬁve
different situations in order to analyse its response and behaviour.
These situations are made up of ﬁve randomly selected recipients chosen from the dataset with MELD values between 9 and 35
points. The characteristics of the recipients are presented in Table 4
(recipients 1 to 25). More speciﬁcally, the following situations were
tested: recipients with MELD value lower than 20, recipients with
MELD values between 20 and 23, recipients with values between
24 and 26, recipients with values between 28 and 35 and recipients with the same MELD value (in this case, a value of 27). The
responses of the recipients in these situations were tested with ten
potential donors with non-extended (1–5) and extended criteria
(6–10), randomly selected from the dataset. Note that extended
criteria donors are those that present at least two of the following restrictions: Age >75 years; hospitalization length in ICU > 4
days; high inotropic drug use = 1; BMI > 30; Cold Ischemia Time =
2 (>12 h). The characteristics of the selected donors are shown in
Table 5.
The result of simulating the system in the ﬁve previously
deﬁned situations can be seen in Table 6, where graft survival after
transplantation is predicted for each donor–recipient pair. Several
conclusions can also be drawn from this experiment. Concerning

5. Proposed system for organ allocation
D–R matching occurs at the time of organ procurement. However, since the MELD score obviates donor characteristics, the
assignment of a donor to the patient listed ﬁrst on the list of
the most seriously ill can not be considered true D–R matching.
Therefore, in a MELD-based allocation policy, a concrete D–R combination does not necessarily provide the best combination in terms
of outcome. Based on the best model obtained in the present study,
a novel liver allocation system is proposed. The ﬁrst stage of the
system is the selection of the ﬁrst k recipients on the waiting list
(in our case, we consider the case of k = 5). Note that patients on
the waiting list are sorted according to the MELD score, and in case
of draws by considering the length of time spent on the waiting
list. After this, these k recipients are evaluated with the best model
obtained in order to predict graft survival after transplantation. The
allocation is performed by choosing the recipient with the highest
predicted class (i.e. the patient that presents the highest predicted
time leading up to graft failure). In case of draws between two or

Information needed for the allocation
1: Characteristics of patients in waiting list
2: Characteristics of donor with organ to be allocated
3: Best model obtained from previous training
Proposed allocation process
1. Initialize the number of patients to consider in the system (k)
2. Sorted_list: Sort Waiting_list by MELD and waiting list time
3. Possible_recipients: Select first k recipients of Sorted_list
4. Predictions: Evaluate Possible_recipients with Best_model
and Donor_characteristics
5. Best_recipients: Recipients with highest survival time predicted
6. MELD_values: Compute MELD for selected Best_recipients
7. Selected_recipient: Select recipient of Best_recipients with
greater MELD
8. Assign organ to Selected_recipient
Fig. 5. Pseudocode of the proposed liver allocation system.
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Table 4
Recipients selected from the dataset used to exemplify the allocation system (recipient characteristics).

Rec1
Rec2
Rec3
Rec4
Rec5
Rec6
Rec7
Rec8
Rec9
Rec10
Rec11
Rec12
Rec13
Rec14
Rec15
Rec16
Rec17
Rec18
Rec19
Rec20
Rec21
Rec22
Rec23
Rec24
Rec25

A

G

BMI

DM

AH

D

E

PT

WT

M

MO

TT

HS

UAS

SP

C

66
64
58
67
65
47
19
66
51
56
32
57
58
63
61
28
58
46
50
36
51
44
51
57
52

0
0
0
1
1
0
1
0
1
0
0
1
0
1
0
0
1
1
0
0
0
0
0
1
0

29.86
26.49
29
38.10
23
30.86
29.21
25.68
25.34
33.41
29.21
40.05
28.73
34.60
25.43
28.90
29.13
35.43
41
30.86
30.52
35.43
26
44.44
41.62

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0
0
0
0

1
0
0
0
0
0
1
0
0
0
0
1
0
1
0
0
0
1
0
1
1
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
1
0
0
0
0
0
0
0
0

1
0
2
1
5
5
5
0
0
5
3
6
5
3
0
3
6
3
1
6
1
1
1
4
0

0
0
1
0
1
0
0
1
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
0

133
533
159
106
23
243
95
14
333
2
1
768
43
2
121
2
2
1
3
1
73
63
32
10
7

19
9
11
7
9
9
23
22
14
21
27
24
25
26
24
33
34
32
29
28
27
13
24
28
26

19
18
14
9
9
23
23
22
21
20
27
26
25
25
24
35
34
32
29
28
27
27
27
27
27

0
1
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

1
0
0
1
0
0
0
0
0
0
0
0
0
0
0
0
1
0
0
0
0
1
0
1
1

0
0
1
0
1
0
0
0
0
1
0
0
0
1
0
0
1
0
0
0
0
0
0
0
0

0
1
0
0
0
0
0
0
1
0
3
0
0
2
0
3
2
3
1
3
1
0
0
0
1

1
1
1
1
1
1
0
1
1
1
0
1
1
1
1
1
1
1
1
1
1
0
0
0
1

A: age; G: gender; BMI: body mass index; DM: diabetes mellitus; AH: arterial hypertension; D: dialysis at transplant; E: etiology; PT: portal thrombosis; WT: waiting list
time; M: MELD score at listing; MO: MELD score at the operation; TT: TIPS at transplant; HS: hepatorrenal syndrome; UAS: upper abdominal surgery; SP: status performance
pretransplant; C: cytomegalovirus.

Table 5
Donors and surgery factors selected from the dataset used to exemplify the allocation system (donor and operation characteristics).

Don1
Don2
Don3
Don4
Don5
Don6
Don7
Don8
Don9
Don10

A

G

BMI

DM

AH

CE

ICU

Hy

In

Cr

NA

AST

ALT

TB

AHB

HCV

C

MU

CT

CP

CIT

AB0

39
73
46
55
25
78
75
79
35
67

0
1
0
1
0
1
0
0
0
0

26.42
29.61
24.05
21.08
21.60
41.11
31.14
28.08
31.14
31.14

0
0
0
0
0
0
0
0
0
0

0
1
0
0
0
0
0
1
0
1

1
1
4
1
0
1
0
1
0
1

0
1
0
1
1
8
8
3
6
30

0
0
0
0
1
0
0
1
0
0

1
0
0
0
0
0
0
1
1
1

0.9
1.2
0.73
0.7
1
0.85
0.7
0.8
0.8
1.1

141
136
142
139
148
159
139
152
150
158

30
29
19
28
112
42
29
25
105
363

45
29
20
21
83
30
36
27
80
300

1
1.2
0.31
1.6
0.9
0.3
1
1
0.7
2.6

1
1
0
0
0
0
0
0
1
1

0
0
0
0
0
0
0
0
0
0

0
1
1
1
0
1
1
1
1
1

0
1
1
0
1
1
0
1
1
1

0
0
0
0
0
0
0
0
0
0

1
0
0
0
0
0
0
0
0
0

0
1
0
1
1
1
1
1
2
0

1
1
1
1
1
1
1
1
1
1

A: age; G: gender; BMI: body mass index; DM: diabetes mellitus; AH: arterial hypertension; CE: cause of exitus; ICU: hospitalisation length in intensive care unit; Hy:
hypotension episodes >1 h <60 mmHg; In: high inotropic drug use; Cr: creatinine plasma level; NA: sodium plasma level; AST: aspartate transaminase level; ALT: alanin
aminotransferase plasma level; TB: total bilirubin; AHB: hepatitis B (core Ab positive); HCV: hepatitis C (positive serology); C: cytomegalovirus; MU: multi-organ harvesting;
CT: combined transplant; CP: complete or partial graft; CIT: cold ischemia time; AB0: AB0 compatible transplant.

donors, it can be seen that there are clearly some donor characteristics that favour graft survival after transplantation, independently
in most of the cases of recipient characteristics (the case of Don1
and Don5). It is remarkable in this case that these donors do not
present extended criteria (i.e. donors that do not present the combination of several marginal factors that can result in graft loss),
and the fact that there seems to be some incompatibilities with
some recipients (see for example Don5, that almost always shows
good performance with any recipient, except for Rec4, Rec5 and
Rec17). In contrast, Don7 and Don10, that are extended criteria
donors, present poor predicted graft survival in general for any
recipient. Analysing these donors, they are seen to be of considerably advanced age, and have experienced long hospitalisation stays
in the intensive care unit. These data are consistent with results
reported in literature where age is an important factor contributing to the donor risk index. Similarly, prolonged ICU hospitalization
is a strong predictor of early graft dysfunction and poor initial functioning that increased post-transplant hospital costs.
With regard to recipients, it can also be seen that some patients
appear to be compatible with almost all donors (this is the case of
Rec12). Nevertheless, some incompatibilities can be found when

performing the matching (Rec12 and Don10), which simply indicates the need to take into account both donor and recipient
characteristics. These mismatches can not be detected under a
MELD policy because it only includes recipient characteristics and
the donor–recipient pairs are not well-categorized in accordance
with the net beneﬁt of their combinations. MELD was not designed
for D–R matching and therefore it is a suboptimal tool for this task.
In addition, recipients presenting a high MELD value are compatible with different donors too (see Rec16, who presents the highest
MELD and is compatible with Don1, Don2, Don3, Don5, Don6 and
Don8). This is congruent with the current survival beneﬁt allocation
system, which considers both waiting list mortality (urgency principle) and post-transplant mortality (utility principle). The survival
beneﬁt (SB) computes the difference between the mean lifetime
with and without a liver transplantation (LT). This new allocation
system seeks to minimize futile LT, giving primary attention to
patients with the best predicted lifetime gained due to transplantation. Under a SB model, an allocated graft goes to the patient with
the greatest difference between the predicted post-transplant lifetime and the predicted waiting list lifetime for this speciﬁc donor. A
conclusion about the survival beneﬁt is that higher-MELD patients
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Table 6
Simulation examples of the proposed system, where different situations are considered. The predicted values of the system are reported, where 1 corresponds to the “less
than 15 days survival” class, 2 to the “between 15 days and 3 months”, 3 to the “between 3 months and 1 year”, and ﬁnally, 4 represents the “over 1 year survival” group.
Rec(MELD)

Don1

Don2

Don3

Situation 1: recipients with MELD values lower than 20
4
2
4
Rec1(19)
Rec2(18)
4
3
4
4
4
1
Rec3(14)
4
4
4
Rec4(9)
4
2
2
Rec5(9)
Allocation

Rec1

Rec3

Rec1

Situation 2: recipients with MELD values between 20 and 23
4
3
4
Rec6(23)
4
3
4
Rec7(23)
4
4
1
Rec8(22)
4
2
1
Rec9(21)
4
2
1
Rec10(20)
Allocation

Rec6

Rec8

Rec6

Situation 3: recipients with MELD values between 24 and 27
4
3
4
Rec11(27)
4
4
4
Rec12(26)
Rec13(25)
4
4
1
4
2
1
Rec14(25)
4
2
1
Rec15(24)
Allocation

Rec11

Rec12

Rec11

Situation 4: recipients with MELD values between 28 and 35
4
4
4
Rec16(35)
4
2
2
Rec17(34)
4
4
4
Rec18(32)
4
1
1
Rec19(29)
4
4
4
Rec20(28)
Allocation

Rec16

Rec16

Rec 16

Don4

Don5

Don6

Don7

Don8

Don9

Don10

4
4
4
4
2

4
4
4
2
2

2
3
4
2
2

2
2
2
2
2

4
2
4
4
4

3
4
4
3
1

2
2
4
2
2

Rec1

Rec1

Rec3

Rec1

Rec1

Rec2

Rec3

3
3
4
2
2

4
4
4
4
4

4
4
4
4
2

3
3
2
2
2

2
3
4
4
2

3
4
1
4
3

2
3
4
4
2

Rec8

Rec6

Rec6

Rec6

Rec8

Rec7

Rec8

3
4
4
2
2

4
4
4
4
4

4
4
4
4
2

3
4
2
2
2

2
4
4
4
2

3
4
1
4
3

2
2
4
4
2

Rec12

Rec11

Rec11

Rec12

Rec12

Rec12

Rec13

1
2
4
1
4

4
2
4
4
4

4
4
4
1
4

1
2
2
1
1

4
2
4
1
4

1
2
4
1
4

2
4
2
2
2

Rec18

Rec16

Rec16

Rec17

Rec16

Rec18

Rec17

4
4
4
4
4

1
3
4
2
2

1
3
2
3
2

1
3
2
4
2

4
3
4
3
2

2
3
2
3
4

Rec21

Rec23

Rec22

Rec24

Rec21

Rec25

Situation 5: recipients with the same MELD values (MELD value = 27)
4
1
4
1
Rec21(27)
4
3
4
3
Rec22(27)
4
2
4
2
Rec23(27)
4
4
4
4
Rec24(27)
4
1
1
4
Rec25(27)
Allocation

Rec21

Rec24

Rec21

Rec24

have a signiﬁcant SB from transplantation regardless of the donor
risk index; also lower-MELD candidates who receive higher-DRI
organs experience higher mortality and do not demonstrate significant SB.
As a ﬁnal remark, it can be seen that the predicted outputs
of this model are diverse for the most part, and thus could be
useful for breaking a deadlock in case of draws (as in situation
5). Furthermore, although it has been seen that considering the
characteristics of donors and recipients independently can be
useful for predicting graft survival (since it has been noticed that
there are some determining factors in these situations), the use of
2%

both sources of information could be more useful and beneﬁcial
for the survival principle.
Fig. 6 shows the assignment percentage corresponding to each
recipient. This ﬁgure shows that the new system proposed works
well according to the MELD score in 50% of the cases. However,
the remaining recipients with lower MELD scores have a better
chance than the most urgent candidates with some donors. The
system proposed ensures that no recipient will remain indeﬁnitely
on the waiting list. In other words, this new system essentially
considers the urgent principle (MELD), but gives opportunities
to healthier recipients with better potential outcomes (utility or
beneﬁt principle).

6%

6. Conclusions

22%
First recipient
Second recipient
Third recipient
Fourth recipient
Fifth recipient

50%

20%

Fig. 6. Pie chart of the assignment percentage corresponding to each recipient.

Ordinal regression analysis and the Support Vector Machine
paradigm have been used as machine learning techniques for predicting graft survival after liver transplantation taking into account
donors and recipients characteristics and other operative factors
concerning the transplant, through the construction of a dataset
compound of donor–recipient pairs from Spanish and UK hospitals. More speciﬁcally, the classiﬁcation model has been designed
to deal with imbalanced and ordinal data to provide a fairer decision
maker when allocating an organ to a recipient and the evaluation of
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the different classiﬁers has been accomplished by considering a set
of four metrics designed for imbalanced and ordinal classiﬁcation
problems to avoid trivial solutions focused on improving overall
error. The best model obtained from the whole set of methodologies tested was used in conjunction with the MELD score, which is
the cornerstone of the current allocation policy globally. The experiments show that, although it is a really complex problem which
may need more information in order to perform perfectly, the proposal is able to generalize well on unseen data, helps to avoid draws
caused by the MELD score and does seem to work well in more realistic situations. The ﬁnal rule-based system, which as said uses the
MELD score and the best performing machine learning model, will
consider the allocation of the organ to one of the ﬁrst recipients in
waiting list (these patients being ranked using the MELD score to
estimate the patients severity) and the decision is made selecting
the patient that presents a higher survival probability (note that we
considered 4 different levels of time survival after transplantation).
As future work, a sensitivity analysis of the best model can
be developed in order to determine the most important variables
for the end-point variable. Moreover, this study can be extended
by considering other liver transplantation centres in the European Union to unify the procedure and create a more generic
supranational organ allocation system. Finally, a different source
of information concerning the transplant could be also used (posttransplant information) by reformulating the proposed algorithm
to use the so-called privileged sources of information (note that
this information can not be used directly in the model because it
will not be available when deciding the matching).
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3. Labelling decomposition methods for ordinal regression

Log-gamma distribution optimisation via maximum likelihood for ordered probability estimates
The following paper presents a post-learning procedure for threshold models, which

are the most common case for ordinal classification. The reason why it is included in
this chapter is that it could be used to improve the different decompositions presented
in the previous sections, given that threshold methods are used as base methodologies.
These models are based on the idea of projecting the patterns to a line, which is thereafter
divided into intervals using a set of biases or thresholds. This paper proposes a general
likelihood-based optimisation framework to better fit probability distributions for ordered
categories. The motivation for the optimisation method proposed is to derive a general
probability estimation framework for projected patterns obtained by the previously computed projection which can be used in conjunction with all threshold models (linear or
nonlinear). Usually, for cumulative link models, the final response depends on the link
function considered [1] (logit, probit, complementary log-log, negative log-log, cauchit
functions, etc). However, the optimal choice of this distribution will depend on the distribution of the patterns itself, making their choice an arduous task. Thus, a more suitable
and realistic option, which is barely explored in the literature, is to use a generalised link
function and optimise it according to the data. To do so, in this paper a specific probability distribution (log-gamma [75]) is used, which includes a parameter that modifies the
shape of the function and that generalises three commonly used link functions (log-log,
probit and complementary log-log). Usually, the value of these parameters is the same for
all classes [75]. However, we propose to consider this generalised cumulative distribution
function for modelling probabilities of projected patterns, but allowing a different parameter for each class which will ideally provide better probability estimates for ordered
categories.
The experiments performed in this paper show that the methodology is not only
useful to provide a probabilistic output of the classifier but also to improve the performance of threshold models when reformulating the prediction rule to take these probabilities
into account. More specifically, the results suggests that a per-class bias and probability
distribution optimisation is indeed a crucial step for the base methodology, leading to an
improvement of performance.
Finally, it should be said that this technique could be used in conjunction with any
threshold method or with any probability-based decomposition method (as the ones considered in this paper). It is clear that if the probability estimation stage is improved, an
ensemble method based on the union of several probabilities will notice this improvement
as well, therefore, the combination of both is very interesting.
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1

Introduction

The classiﬁcation of patterns into naturally ordered labels is referred to as ordinal regression or ordinal classiﬁcation. This learning paradigm, although still
mostly unexplored, is spreading rapidly and receiving a lot of attention from
the pattern recognition and machine learning communities [1], given its applicability to real world problems. Thresholds models [1,2,4] are one of the most
common methodologies for classiﬁcation problems where the categories exhibit
an ordering. The main assumption made by these methods is that an underlying
real-valued outcome (also known as latent variable) exists for the ordered crisp
categories, although it is unobservable. Consequently, these methodologies try
to estimate two elements:
– A function g(x) to predict the nature of the latent variable.
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– A vector of thresholds b = (b1 , b2 , . . . , bK−1 ) ∈ RK−1 (where K is the number of classes in the problem) to represent the intervals in the range of g(x),
where b1 ≤ b2 ≤ . . . ≤ bK−1 .

For example, if the categories of an ordinal regression problem of age estimation
are {young, adult, old }, a threshold model would try to uncover the latent variable related to the actual age of the person and the thresholds would divide this
latent variable into the considered categories.
There has been a great deal of work of probabilistic linear regression models
for ordinal response variables [4,3]. These models are known as Cumulative Link
Models (CLMs) and they are based on the idea of modelling the cumulative
probability of each pattern to belong to a class lower than the class which is being
considered. The proportional odds model (POM) [4] is the ﬁrst model in this
category, being a probabilistic model which leads to linear decision boundaries,
given that the latent function g(·) is a linear model. This probabilistic model
resembles the threshold model structure, although the linearity of g(·) can limit
its applicability for real datasets. Other threshold models have been considered in
the literature for ordinal regression, such as the support vector machine (SVM)
reformulation [5] or the kernel discriminant learning one [2], which result into
nonlinear decision boundaries based on a nonlinear latent function g(·). For
these models, the thresholds are chosen so as to perform the classiﬁcation task,
without directly providing probability estimates for the patterns. In this sense,
the motivation for the optimisation method proposed in this paper is to derive a
general probability estimation framework for projected patterns obtained by g(·)
which can be used in conjunction with all threshold models (linear or nonlinear).
In CLMs, the ﬁnal response depends on the link function considered (logit,
probit, complementary log-log, negative log-log or cauchit functions) [3]. The
optimal choice of this distribution will directly depend on the distribution of the
patterns itself. A more suitable option, which is barely explored in the literature,
is a generalised link function (such as the one used in this paper: the log-gamma
distribution [6], which generalises the probit, log-log and complementary log-log
links). The log-gamma distribution depends on a parameter, q, which modiﬁes
the shape of the function. Usually, the value of q is the same for all classes
[6]. We propose to consider this generalised cumulative distribution function
for modelling probabilities of projected patterns, but allowing a diﬀerent q for
each class which will ideally provide better probability estimates for ordered
categories.
The rest of the paper is organised as follows: Section 2 presents the methodology proposed, while Section 3 presents and discusses the experimental results.
The last section summarises the main contributions of the paper.

2

Methodology

The goal in ordinal classiﬁcation is to assign an input vector x to one of K
discrete classes Ck , k ∈ {1, . . . , K} where there exists a given ordering between
the labels C1 ≺ C2 ≺ · · · ≺ CK , ≺ denoting this order information. Hence the
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objective is to ﬁnd a prediction rule C : X → Y by using an i.i.d. training sample
X = {xi , yi }N
i=1 where N is the number of training patterns, xi ∈ X , yi ∈ Y,
k
X ⊂ R is the k-dimensional input space and Y = {C1 , C2 , . . . , CK } is the label
space. For convenience, denote by Xi to the set of patterns belonging to Ci .
The optimisation methodology presented in this paper can be used with a
wide range of ordinal regression models in order to obtain probability estimates,
provided they resemble the threshold model structure. However, there are some
methods that could beneﬁt more from the proposed strategy, such as the reformulation of the Kernel Discriminant Analysis to ordinal regression (KDLOR)
[2]. This method, which is the one chosen for the experimental part of the study,
makes a very strong assumption when ﬁxing the bias terms and does not include them in the optimisation of the model (while they are indeed a extremely
important part of the model, that could lead to poor results when not optimised correctly). We propose to include both the parameters associated to the
log-gamma distribution and the thresholds of the model in the proposed probability estimation optimisation step. In the next subsection, we will include some
introductory notions of this method for the sake of understanding.
2.1

Discriminant Learning

We brieﬂy introduce some notions of discriminant learning in this subsection. Its
main objective is to ﬁnd the optimal projection for the data (which allows the
classes of the problem to be easily separated). To do so, the algorithm analyses
two objectives: the maximisation of the between-class distances, and the minimisation of the within-class distances, by using variance-covariance matrices
T
(Sb and Sw respectively) and the so-called Rayleigh coeﬃcient (J(β) = ββT SSwb ββ ,
where β is the projection to be found). To achieve these objectives, the K − 1
eigenvectors associated with the highest eigenvalues of S−1
w · Sb are computed,
and these will be the mapping functions which project the data to a lowerdimensional space, which will be used as the discriminant function. As stated
before, this learning methodology has also been adapted to ordinal classiﬁcation
[2] by imposing a constraint on the projection to be computed, so that it will
preserve and take advantage of the ordinal information. This constraint forces
the projected classes to be ordered according to their rank, which is useful for
minimising ordinal misclassiﬁcation errors. This method is known as Kernel Discriminant Learning for Ordinal Regression (KDLOR). Further information can
be found in [2].
2.2

Bias Computation for the Discriminant Function

The bias terms (both in the original binary Discriminant Analysis and the ordinal version) can be derived from the Bayes theorem [7], assuming that the
projected patterns follow a normal distribution with equal variance and a priori
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probabilities. That is,


2 
1
k
πk √2πσ
exp − 12 x−μ
σ
P (yi = Ck |X = xi ) = K
= K
 1  x−μl 2  , (1)
1
√
l=1 fl (xi )πl
l=1 πl 2πσ exp − 2
σ
fk (xi )πk

where πk is the prior probability of class k and fk (xi ) the class-conditional
density function of X for class y. Assuming that each class density function
(fk ) can be modelled by a univariate Gaussian distribution (as done in the right
part of Eq. 1), it can be seen that this is equivalent to assigning xi to the class
with the largest discriminant score (taking logs and discarding terms that do
not depend on k):
μk
μ2k
γk (xi ) = xi · 2 − 2 + log(πk ),
(2)
σ
2σ
where μk is the mean of βT Xk and σ the variance (assuming that all the variances
for the classes are equal). For K = 2, the bias can be ﬁxed to the point x where
the discriminant scores for both classes are equal (decision boundary). This leads
us to:
σ 2 · log(π2 ) σ 2 · log(π1 )
μ1 + μ 2
+
−
.
(3)
b=
2
μ1 − μ2
μ1 − μ2

In the case of KDLOR, a priori probabilities π1 and π2 are assumed to be equal
2
(therefore, b = μ1 +μ
). Moreover, each bias is computed considering the adjacent
2
projected classes (e.g. b1 is computed considering C1 and C2 ):
bi =

μi + μi+1
.
2

(4)

In contrast, we propose to consider the full expression of (3), given that a priori
probabilities are generally diﬀerent, specially in the case of ordinal regression,
where extreme classes are usually associated to infrequent events.
2.3

Maximum Likelihood Based Methodology

Instead of considering the technique introduced in previous subsection, we can
perform a maximum likelihood estimation of the biases of the probability distributions, which will be introduced in this subsection. In order to do so, we
will consider ordinal logistic regression models. The well-known binary logistic
regression model can be easily generalised to handle an ordinal response [4,3],
leading to cumulative link models (CLMs). Let h denote a given link function,
then, the model:
h[(P (yi ≺ Cj ))] = bj − βT xi , j = 1, . . . , K − 1, b1 < . . . < bK−1 ,

(5)

links the cumulative probabilities to a linear predictor based on the parameter
vector β. By deﬁnition, P (yi ≺ CK ) = 1. Let F = h−1 denote the inverse link
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function for the CLM (e.g. the normal cdf for the cumulative probit model). The
log-likelihood function can be deﬁned:
L(θ) =

N 
K

i=1 j=1

yij log[F (βT xi , bj , qj ) − F (βT xi , bj−1 , qj−1 )],

(6)

where, for xi , yij = 1 if yi = Cj and yij = 0 otherwise, θ = {β, b, q} is the
vector of parameters of the model, b is the vector containing the biases and
q is the vector of possible distribution parameters. Note that, by deﬁnition,
F (βT xi , b0 , q0 ) = 0 and F (βT xi , bK , qK ) = 1. Therefore, the probability of a
pattern xi belonging to a given class Cj is computed as follows:
P (yi = Cj |xi ) = F (βT xi , bj , qj ) − F (βT xi , bj−1 , qj−1 ),

(7)

i.e. the diﬀerence of the cumulative probabilities.
There are multiple options for F [3]. However, in this paper we will consider
the log-gamma function [6], which depends on a parameter q, generalising the
log-log link function (q > 0), the probit link (q = 0) and the complementary
log-log (q < 0). The log-gamma link can be written as follows:
⎧
−2
⎪
⎨1 − Γinc (qj , vij ), qj < 0,
F (zi , bj , qj ) = Φ(bj − zi ),
(8)
qj = 0,
⎪
⎩
−2
qj > 0,
Γinc (qj , vij ),

where vij ≡ qj−2 exp(qj · (bj − zi )), zi = βT xi , Γinc (·, ·) denotes the standardx
1
ised incomplete gamma function Γinc (a, x) = 0 exp(−t) · ta−1 dt · Γ (a)
and Φ
corresponds to the standard normal distribution. Using the log-gamma link, the
density is negatively skewed for q < 0, positively skewed for q > 0 and the absolute skewness and kurtosis increase monotonically in |q| [6]. The cumulative and
standard probabilities obtained using this function for diﬀerent q values for a
single class can be seen in Fig.1. On the contrary, Fig. 2 shows these probabilities
for a problem with 4 ordered classes and diﬀerent q values.
We will consider a nonlinear projection given by other ordinal regression model
(in our case, KDLOR). Let zi the projection of pattern xi , g(xi ) = zi . Consequently, the parameter vector will be θ = {b, q}. Because of the diﬀerentiability of the log-likelihood L({b, q}) with respect to the parameters b and q, a
gradient-ascent algorithm can be used to maximise it:
{b∗ , q∗ } = arg max L({b, q}).
b,q

The gradient vector will be composed of partial derivatives L =
∂L
∂L
∂q1 , . . . , ∂qK−1

(9)
∂L
∂L
∂b1 , . . . , ∂bK−1 ,

. Note that the optimised parameters by our proposal are the bias

terms b and the parameters q associated to the link function F (but not the projection model β).
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Fig. 1. Log-gamma probabilities for given b1 and b2 and diﬀerent q values
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Fig. 2. Log-gamma computed probabilities for a 4-class problem and diﬀerent q values

The derivatives of the likelihood with respect to the vector b and q are:
N

K

  δjk ·
∂L
=
yij
∂bj
i=1 j=1
N

K

  δjk ·
∂L
=
yij
∂qj
i=1 j=1

∂F
∂bj (zi , bj , qj )

− δj−1,k ·

∂F
∂bj

− δj−1,k ·

∂F
∂qj

(zi , bj−1 , qj−1 )

F (zi , bj , qj ) − F (zi , bj−1 , qj−1 )
∂F
∂qj (zi , bj , qj )

(zi , bj−1 , qj−1 )

F (zi , bj , qj ) − F (zi , bj−1 , qj−1 )

,

(10a)

,

(10b)

where f denotes the derivative of F , i.e. the probability density function corresponding to the cumulative density function F , and δjk is the Kronecker delta,
i.e. δjk = 1 if j = k and δjk = 0 otherwise.
If qj = 0, the derivative of F with respect to bj :
q−2

qj · exp(−z) · rijj
∂F
,
=
∂bj
Γ (qj−2 )

(11)
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exp(qj ·(bj −zi ))
.
qj2

where, for the sake of simplicity, we denote rij =
If qj = 0, the derivative of F with respect to qj is:

 0,0  

∂F
1

3
0
exp(−rij ) 2 exp(rij ) G 2 3 0,0,q−2 rij +
= 3
−2
j
∂qj
qj · Γ (qj )


qj−2
−2
2
(0) −2
+qj (bj qj − qj zi − 2)rij + 2 exp(rij )Γ (qj , rij ) log(rij ) − ψ (qj ) , (12)


n  a1 ,...,ap  
(n)
(·) is the
where qj = 0, G m
p q
b1 ,...,bq z it the Meijer G-function [8] and ψ
n-th derivative of the digamma function.
Finally, for the case q = 0, the derivatives are:
 (b −z )2 ) 
exp − j 2 i
∂F
∂F
√
,
=
= 0.
∂bj
∂qj
2π

(13)

In this work, the iRprop+ algorithm is used to optimise the likelihood, because
of its proven robustness [9]. Therefore, each parameter bi and qi will be updated
considering the sign of the derivative but not the magnitude. Although the second
partial derivatives can also be computed and used for optimisation, they could
actually make this process more computationally costly due to the complexity
of the associated formula.
A possible result for the proposed optimisation methodology can be seen in
Fig. 3 for a 4-class ordinal problem. It can be seen that considering diﬀerent
q values for the diﬀerent classes results in a more complex model, where the
maximum probability class between a pair of thresholds is not always the one
corresponding to the ﬁrst threshold (contrary to standard CLMs such as the
POM model).
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Fig. 3. Probabilistic distributions obtained for eucalyptus and ESL
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Table 1. Characteristics of the benchmark datasets in alphabetical order
Dataset
#Pat. #Attr. #Classes
Class distribution
balance-scale 625
4
3
(288, 49, 288)
contact-lenses 24
6
3
(15, 5, 4)
ESL
488
4
9
(2, 12, 38, 100, 116, 135, 62, 19, 4)
eucalyptus
736
91
5
(180, 107, 130, 214, 105)
LEV
1000
4
5
(93, 280, 403, 197, 27)
pasture
36
25
3
(12, 12, 12)
squash-stored 52
51
3
(23, 21, 8)
SWD
1000
10
4
(32, 352, 399, 217)
tae
151
54
3
(49, 50, 52)
toy
300
2
5
(35, 87, 79, 68, 31)

The original prediction decision rule for the KDLOR method was the following: yi∗ = Cj if bj−1 < zi < bj , where b0 ≡ −∞ and bK ≡ ∞. However, in
this case it should be done considering the class associated to the maximum
probability computed using the log-gamma function:
yi∗ = (Cj |j = arg max (F (bj − zi , qj ) − F (bj−1 − zi , qj−1 ))).
j

3

(14)

Experiments

Several benchmark datasets with diﬀerent characteristics have been tested in
order to validate the methodology proposed. Table 1 shows the characteristics
of these datasets, where the number of patterns, attributes, classes and the class
distribution (number of patterns per class) can be seen.
The experiments were designed to compare three diﬀerent methodologies.
First of all, the KDLOR nonlinear projection is obtained and then the biases
(and the parameters of the distributions) are learnt using one of the following
methods:
– The original KDLOR method considering the methodology in Eq. (4) for
setting the thresholds and assuming equal a priori probabilities (KDLOR).
– KDLOR considering the complete expression of Eq. (3) for setting the thresholds without assuming equal a priori probabilities (AP-KDLOR).
– KDLOR optimising the bias and the distribution parameters via maximum
likelihood (ML-KDLOR) (see Section 2.3), with the parametrised log-gamma
function.
3.1

Evaluation Metrics

Several measures can be considered for evaluating ordinal classiﬁers, e.g. the
mean absolute error (M AE) and the well-known accuracy (Acc) [1,2]. While the
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Acc measure is also intended to evaluate nominal classiﬁers, the M AE metric is
the most common choice for ordinal methods.
The mean absolute error (M AE) is the average deviation in absolute value
N
of the predicted class from the true class [10]: M AE = N1 i=1 e(xi ), where
e(xi ) = |r(yi ) − r(yi∗ )| is the distance (in number of categories) between the true
and the predicted ranks. r(y) is the rank for a given target y (its position in the
ordinal scale), so M AE values range from 0 to K − 1 (maximum deviation in
number of ranks between two labels).
3.2

Experimental Setting

Regarding the experimental setup, a holdout stratiﬁed technique was applied
to divide the datasets 30 times, using 75% of the patterns for training and the
remaining 25% for testing. The parameters of each algorithm are chosen using a
nested validation for each of the training sets (k-fold method with k = 3) and the
validation criteria is the M AE error (see Section 3.1), since it can be considered
the most common one in ordinal regression. The kernel selected for KDLOR is
2
where σ is the standard deviation
the Gaussian one, K(x, y) = exp − x−y
2
σ

and is cross-validated within the following values: {10−3 , . . . , 103 }.
As stated before, the optimisation of gradient-based methods is guaranteed
only to ﬁnd a local minimum; therefore, the quality of the solution can be sensitive to initialisation. The initial b value for the gradient-ascent was set to the
original biases of the KDLOR method (Eq. (4)). The q vector associated to the
log-gamma distribution parameters were randomly initialised between [−1, 1]
(recall that the thresholds were ﬁrstly computed assuming a normal distribution). The gradient norm stopping criterion was set at 10−8 and the maximum
number of conjugate gradient steps at 102 [9].
3.3

Results

Table 2 shows the mean test results for the 10 datasets considered in terms of Acc
and M AE. First of all, it can be appreciated from this Table that the results for
KDLOR and AP-KDLOR are very similar. This indicates that the consideration
of the a priori probabilities for the bias computation does not inﬂuence the results
to a great extent and therefore it can be assumed that these are equal. On the
other hand, one can appreciate that the optimisation via maximum likelihood
results in a better performance of the algorithm in both metrics (specially if
ones takes into account that the projections zi remain unchanged and that the
improvement is only due to the optimisation of the thresholds and distribution
parameters). However, there are also some cases in which the capability of the
proposal is limited (e.g. for the tae dataset, where the same results are obtained
for the three methods).
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Table 2. Mean test results for Acc and M AE. Best results are highlighted in boldface
Dataset

Method
KDLOR
AP-KDLOR
ML-KDLOR
KDLOR
AP-KDLOR
ML-KDLOR
KDLOR
AP-KDLOR
ML-KDLOR
KDLOR
AP-KDLOR
ML-KDLOR
KDLOR
AP-KDLOR
ML-KDLOR
KDLOR
AP-KDLOR
ML-KDLOR
KDLOR
AP-KDLOR
ML-KDLOR
KDLOR
AP-KDLOR
ML-KDLOR
KDLOR
AP-KDLOR
ML-KDLOR
KDLOR
AP-KDLOR
ML-KDLOR

balance-scale
contact-lenses
ESL
eucalyptus
LEV
pasture
squash-stored
SWD
tae
toy

Acc
82.55 ± 3.54
82.55 ± 3.54
90.70 ± 0.72
61.11 ± 18.74
61.11 ± 18.74
65.00 ± 12.65
64.34 ± 3.41
64.34 ± 3.41
68.47 ± 2.85
59.91 ± 2.70
59.91 ± 2.70
61.01 ± 2.78
55.12 ± 2.81
55.12 ± 2.81
60.49 ± 2.73
61.85 ± 11.56
61.69 ± 11.72
62.22 ± 11.15
62.86 ± 14.10
63.08 ± 13.76
63.08 ± 15.17
48.87 ± 3.00
48.87 ± 3.00
56.65 ± 4.08
56.67 ± 5.30
56.67 ± 5.30
56.67 ± 5.30
88.67 ± 3.35
88.67 ± 3.35
90.91 ± 2.56

1



1

MAE
0.176 ± 0.040
0.176 ± 0.040
0.103 ± 0.014
0.533 ± 0.257
0.533 ± 0.257
0.506 ± 0.212
0.374 ± 0.040
0.374 ± 0.040
0.330 ± 0.033
0.450 ± 0.037
0.450 ± 0.037
0.437 ± 0.035
0.507 ± 0.033
0.507 ± 0.033
0.436 ± 0.031
0.385 ± 0.119
0.387 ± 0.121
0.381 ± 0.116
0.387 ± 0.150
0.385 ± 0.147
0.377 ± 0.161
0.579 ± 0.036
0.579 ± 0.036
0.462 ± 0.046
0.452 ± 0.055
0.452 ± 0.055
0.452 ± 0.055
0.113 ± 0.034
0.113 ± 0.034
0.092 ± 0.026
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Fig. 4. Probabilistic distributions obtained for eucalyptus and ESL
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Furthermore, it is important to note that the proposed methodology consider
the optimisation of the thresholds and distribution parameters as a whole, taking
into account all the classes in the problem. This is opposed to the bias computation used for KDLOR and AP-KDLOR, where these are computed considering
adjacent classes only. To understand how this could inﬂuence the results in terms
of the classes ordering, we can check the results for the squash-stored dataset,
where both AP-KDLOR and ML-KDLOR obtained the same performance in
Acc, while AP-KDLOR presented worse results for M AE.
Fig. 4 shows the resultant probability distributions for two of the considered
datasets. It can be seen that the assumption of q = 0 for all probability distributions may not hold, and performing the proposed maximum likelihood optimisation results in a much higher ﬂexibility (which also improves the generalisation
performance, see Table 2).

4

Conclusions

In the context of ordinal regression threshold models, this paper proposes a
gradient-ascent optimisation of the log-gamma distribution via maximum likelihood to obtain more accurate probabilistic predictions. The experimental results
show a good synergy between the proposed technique and the reformulation of
the well-known kernel discriminant analysis to ordinal regression problems. More
speciﬁcally, the results suggests that a per-class bias and probability distribution optimisation is indeed a crucial step for the base methodology, leading to an
improvement of the performance. As future work, the methodology proposed in
this paper could be used in conjunction with some probabilistic ensemble methods for ordinal regression [11] or derived for and included in other statistical and
ordinal link-based methodologies [4].
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Kernel functions and ordinal kernel learning

This chapter comprises some contributions of the thesis related to the topic of kernel
learning, including an analysis of the methods that could be used for optimising multiscale kernels and a new ordinal kernel learning algorithm. Moreover, a new method for
kernelising any ordinal learning algorithm is also derived, as well as a strategy for introducing privileged information in the kernel matrix.
Main publications associated to this chapter:
• M. Pérez-Ortiz, P.A. Gutiérrez, J. Sánchez-Monedero and C. Hervás-Martı́nez. A
study on multi-scale kernel optimisation via centred kernel-target alignment. Neural
Processing Letters (Under Review), 2014, Impact Factor (2013): 1.237 (Q2).
• M. Pérez-Ortiz, P.A. Gutiérrez, M. Cruz-Ramı́rez, J. Sánchez-Monedero and C. HervásMartı́nez. Kernelising the Proportional Odds Model through Kernel Learning techni-

ques. Neurocomputing, In press, 2014, Impact Factor (2013): 2.005 (Q1).
• M. Pérez-Ortiz, P.A. Gutiérrez and C. Hervás-Martı́nez. Incorporating privileged in-

formation to improve manifold ordinal regression. In International Conference on
Neural Computation Theory and Applications, pages 187–194, 2014.
Other publications associated to this chapter:
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• M. Pérez-Ortiz, P.A. Gutiérrez, J. Sánchez-Monedero and C. Hervás-Martı́nez. Multi-

scale support vector machine optimization by kernel-target alignment. In European
Symposium on Artificial Neural Networks, Computational Intelligence and Machine
Learning (ESANN), pages 391–396, 2013.

• M. Pérez-Ortiz, P.A. Gutiérrez, M. Cruz-Ramı́rez, J. Sánchez-Monedero and C. HervásMartı́nez. Kernelizing the proportional odds model through the empirical kernel

mapping. In International Work Conference on Artificial Neural Networks (IWANN),
Lectures Notes in Computer Science Volume 7902, pages 270–280, 2013.
• M. Pérez-Ortiz, P.A. Gutiérrez and C. Hervás-Martı́nez. Learning kernel label decompositions for ordinal classification problems. In International Conference on Neural

Computation Theory and Applications, pages 218–225, 2014.
The three main publications are now presented in the different subsections of this
chapter.

4.1.

A study on multi-scale kernel optimisation via centred kerneltarget alignment
The crucial ingredient of kernel methodologies is undoubtedly the application of the

so-called kernel trick, a procedure which maps the data into a higher-dimensional, or even
infinite, feature space. The data separation in this space is proved to be easier, allowing
the formulation of nonlinear variants of any algorithm which can be cast in terms of the
inner products between data points. In this line, with the aim of better fitting the data,
different kernels and different optimisation strategies have been proposed.
The following paper considers the problem of optimising a multi-scale kernel and
reviews the approaches that have been considered in the literature. This type of kernels
have received very few attention from the machine learning community, although they
have been proven to perform well in the presence of heterogeneous attributes. This could
be due to the large number of parameters in this and other kernel formulations, which
precludes the application of a traditional cross-validation procedure.
The paper selects one of the most outstanding approaches to kernel learning (centred kernel-target alignment or CKTA) and reformulates this technique to work with multiscale kernels via a gradient-descent scheme. We also compare this and other alternatives
and provide some clues and insights into the usefulness of CKTA. The results of the experiments in this paper show that the use of CKTA for optimising a multi-scale kernel leads
to the construction of a well-defined feature space and simpler classification models. Furthermore, this method is also seen to filter non-informative features and achieve robust
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results. Finally, some considerations about when a multi-scale kernel could be useful are
given and a distance-based initialisation technique for the gradient-descent is presented.
The good results obtained in this paper for nominal classification problems encourage us
to apply KTA techniques for ordinal regression.
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Abstract Kernel mapping is one of the most widespread approaches to intrinsically deriving nonlinear classifiers. With the aim of better suiting a given
dataset, different types of kernels have been proposed and different bounds
and methodologies have been studied to optimise these kernels. We focus
on the optimisation of a multi-scale kernel, where a different width is chosen for each feature. This idea has been barely studied in the literature,
although it has been shown to achieve better performance in the presence
of heterogeneous attributes. The large number of parameters in multi-scale
kernels makes it computationally unaffordable to optimise them by applying
traditional cross-validation. Instead, an analytical measure known as centred
kernel-target alignment (CKTA) can be used to align the kernel to the socalled ideal kernel matrix. This paper analyses and compares this and other
alternatives, providing a review of the state-of-the-art in kernel optimisation
and some insights into the usefulness of multi- scale kernel optimisation via
CKTA. When applied to the binary support vector machine paradigm (SVM),
the results using 24 datasets show that CKTA with a multi-scale kernel leads
to the construction of a well-defined feature space and simpler SVM models,
provides an implicit filtering of non-informative features and achieves robust
and comparable performance to other state-of-the-art methods even when using random initialisations. Finally, we derive some considerations about when a
multi-scale approach could be, in general, useful and propose a distance-based
?
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initialisation technique for the gradient-ascent method, which shows promising
results.
Keywords kernel-target alignment · kernel methods · multi-scale kernel ·
parameter selection · support vector machines · cross-validation
1 Introduction
The crucial ingredient of kernel methodologies is undoubtedly the application
of the so-called kernel trick [56], a procedure that maps the data into a higherdimensional, or even infinite, feature space H via some mapping Φ. This allows
the formulation of nonlinear variants of any algorithm that can be cast in
terms of inner products between data points. Instead of explicitly computing
the function Φ, H can be efficiently obtained from a suitable kernel function.
Indeed, this kernel function implicitly determines the feature space H in such
a way that a poor choice of this function can lead to significantly impaired
performance. These choices are related to the definition of a metric between
input patterns that fosters correct classification. Usually, a parametrised set of
kernels is considered for this purpose, although it is still necessary to choose a
performance measure and an optimisation strategy. This optimisation is often
performed using a grid-search or cross-validation procedure over a previously
defined search space.
Some authors suggest the use of the multi-scale kernel [10] (also known as
a multi-parametric, anisotropic or ellipsoidal kernel), where a different kernel
parameter is chosen for each feature. The general motivation for the use of
multi-scale kernels is that in real-world applications the attributes can present
very different natures, which hampers the performance of spherical kernels
(i.e., with the same kernel width for each attribute). It is clear that more
flexible kernels could fit heterogeneous datasets better, leading to a lower generalisation error [32, 22]. However, the number of parameters (i.e., as many as
the number of features) makes the computational cost prohibitive when considering a cross-validation technique. For this reason, these kernels have been
barely used in the literature; when they have been used, they have been optimised by evolutionary algorithms [24,?,22] or by gradient-based techniques
applied to some measure of kernel quality or generalisation error bound [48, 10,
32]. To find a suitable hyperparameter optimisation technique for multi-scale
kernels, this paper first reviews the alternative methodologies that have been
previously proposed for single-parameter kernel optimisation.
Ideally, we would like to find the kernel that minimises the true risk of
a specific classifier for a specific dataset. Unfortunately, this quantity is not
accessible; therefore, different estimates or bounds have been developed based
on both analytical and experimental knowledge, such as the span of support
vectors [55] or the radius margin bound [56]. This problem has also been tackled using evolutionary algorithms [17, 31, 44], meta-learning approaches [50],
or Bayesian inference [52], by defining data-dependent estimates of the complexity of a function class [38, 4] or simply by optimising the class separability
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in the feature space [60]. In most of these cases, a large amount of computation time is needed because the bounds or the algorithms require training the
learning machine several times and might even require solving an additional
optimisation problem. Moreover, some of the bounds are not differentiable,
which means that they must be smoothed to use a gradient descent method
[10], which can result in a loose solution for the problem that is tackled.
To overcome these handicaps, a differentiable and simpler approach has
been proposed, which is known as kernel-target alignment (KTA) [14,11].
KTA is independent of the learning algorithm, and it thus avoids the expensive computational procedure of training the classifiers. Essentially, KTA
aims to find a kernel function k in a restricted family of kernels such that the
induced Gram matrix presents the smallest distance to the ideal kernel matrix, which preserves perfectly the entire training label structure (represented
in this case by similarities between patterns). Moreover, several optimisation
strategies have been developed in the literature to maximise KTA, such as
greedy algorithms [15], quadratically constrained quadratic programs, linearly
constrained quadratic programs (QP) [11] or multiple kernel learning problems
[39]. Centred KTA (CKTA) [11] is an extension of KTA that has recently been
shown to correlate better with peformance and to avoid some data distribution
problems related to KTA.
The first objective of this paper is to provide an analysis of the state-ofthe-art in kernel optimisation to find the most appropriate method for the
multi-scale kernel. As a result of this analysis, several advantages of CKTA
have been identified over the rest of the methods: algorithm independence,
data distribution independence and simple optimisation. Therefore, this paper considers CKTA to select the multiple parameters of multi-scale kernels
(multi-scale centred kernel-target alignment, MSCKTA). The measure is optimised by a gradient ascent procedure in which the free parameters are the
different kernel widths of each feature, which, as we will show, leads inherently
to the filtering of non-informative features. To the best of the authors’ knowledge, this idea has been considered only in [32] and [26]. In the former one,
non-centred KTA is used to optimise a multi-scale version of a special type
of kernel for the analysis of biological sequence data, i.e., oligo kernels. In the
latter, non-centred KTA is also tested to compare spherical and multi-scale
kernels with different optimisation techniques. In the case of [26], although
it is not clear that a multi-scale kernel may be in general useful, the author
argues that KTA is clearly the best suited method for model selection in highdimensional search spaces. The experiments performed in this paper include a
more general experimental setup with 24 benchmark datasets and statistical
comparisons to other uni and multi-scale state-of-the-art methodologies, comprising an extensive experimental analysis that has not been performed until
now in the context of multi-scale kernels. Moreover, we also propose a novel
deterministic distance-based strategy for initialising the coefficient vector for
the gradient-ascent algorithm, which is compared to random and fixed initialisations. The results suggest that MSCKTA is a robust technique that provides
binary SVM with a higher flexibility to address heterogeneous real datasets
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and a better determined feature space that results in simpler SVM models (in
terms of the number of support vectors) at a reasonable computational complexity. This additional complexity when compared to uni-scale methods is the
price to pay to obtain more accurate and simpler models. These conclusions are
reinforced by graphically analysing those datasets in which the performance
is significantly improved by MSCKTA, thus providing some hints about when
the method should be applied. Furthermore, as said, the methodology naturally spans a feature filter which could be beneficial for model interpretation
purposes.
The rest of the paper is organized as follows: Section II shows the stateof-the-art in kernel optimization for completeness and analyses what methods
are better suited for multi-scale kernels; Section III presents the MSCKTA
optimization method; Section IV describes the experimental study and analyses the results obtained; and Section V outlines some conclusions and future
work.

2 Related research
This section establishes the terminology and notation that will be used throughout this study and reviews the methodologies in the state-of-the-art literature. The goal in binary classification is to assign an input vector x to one of
{+1, −1} classes (this label will be designed as y, where y ∈ Y = {−1, +1}),
when considering an input space X ∈ Rd , where d is the data dimensionality.
The training data are assumed to be generated from an i.i.d. D = {xi , yi }N
i=1 ∈
X × Y from an unknown distribution P (x, y). Therefore, the objective in this
type of problem is to find a prediction function f : X → Y, f ∈ F that
minimises the expected loss or risk [56].
The methods presented in this paper will be applied to the binary SVM
paradigm [5, 12] because of the proven performance of the binary SVM classifier
and the large amount of work that has been accomplished on kernel selection
for this methodology.
As is well-known, the SVM algorithm depends on several parameters. On
the one hand, the cost parameter C controls the trade-off between margin
maximisation and error minimisation. On the other hand, kernel parameters
appear in the non-linear mapping into the feature space. In the following subsections, we analyse how these parameters (in the context of kernel optimisation) have been properly adjusted in the literature, providing a taxonomy
that divides the analysis into the following parts:
1. Definition of the problem to solve, distinguishing between the kernel function selection, kernel parameter optimisation and multiple kernel learning.
2. Presentation of different estimators that have been previously proposed in
the literature, dividing them in two categories: algorithm-dependent methods (which require explicit training of the kernel machine) and algorithmindependent (which do not consider any concrete learning algorithm).
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3. Presentation of the optimisation strategies used to optimise these estimators.
4. Analysis of the application of all of the techniques to the multi-scale kernel
case.

2.1 Type of problem
In the same vein as the No free lunch theorem [59], which states that in the
absence of prior information about the data no learning algorithm should be
preferred, lies the notion of No free kernel [14], which considers the inexistence
of a domain-independent kernel, i.e., a universal kernel that performs perfectly
in all types of situations. In fact, choosing the most appropriate kernel depends
on the problem at hand. Thus, some studies have proposed methods for automatically selecting the best kernel function from a list of predefined functions
[1, 31]. Moreover, multiple kernel learning [27] is a different paradigm that is
aimed at finding the best combination of a predefined list of kernels instead
of using a single kernel. These different kernels can correspond to the use of
different notions of similarity or information from multiple sources (e.g., different kernel functions, different hyperparameter values or even different feature
subsets).
Both previously defined problems are outside the scope of this paper. The
methods that we will present consider a specific kernel function (the Gaussian
kernel), and they attempt to optimise the parameters associated with it such
that the kernel fits the data in a better manner. This selection of hyperparameters is also a crucial step because it can drastically degrade or improve
the performance. The number or nature of the parameters to optimise determines the type of optimisation problem to solve. For the case of multi-scale
or ellipsoidal Gaussian kernels, the optimisation involves adjusting a vector of
parameters. This paper will address precisely this type of problem.

2.2 Algorithm-dependent estimators for model selection
The methods analysed in this subsection are all dependent on the kernel machines considered, such that the solution for a kernel method would not be
equally valid for a different kernel machine. The most widely used approach
is the cross-validation method (CV), although it is a general procedure for
parameter tuning and was not specifically designed for kernel methods. This
methodology is based on the estimation of the expected error when the method
is applied to an independent set of samples, which have not been used for training, and a grid-search is conducted through all of the parameter combinations.
Usually, for this purpose, the training data are split into several subsets, and
the prediction error is estimated as the mean of all of the prediction errors
when using each subset for testing. Finally, the parameters are chosen as the
parameters that perform better according to specific criteria, and the training
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process must be repeated using the whole set of training data. Although CV
is a reliable estimator, it presents an important computational load because it
implies the execution of the algorithm on every possible value of the parameter
vector (up to some discretisation). Furthermore, as a step forward, previous
research [36] has presented a gradient-based methodology that uses a smooth
estimation of the validation function with respect to the SVM parameters.
Leave-one out (LOO) validation is also widespread in the literature because it provides an almost unbiased estimate of the error on the test data. It
corresponds to an extreme case of CV in which the number of sets is equal to
the number of training points (i.e., the training is repeated as many times as
training points, each time leaving one sample out of the training set to later
test the algorithm). The computational cost in this case is even higher than for
the CV. Given the high computational cost of the LOO validation, different
strategies have been considered in the literature to provide an upper bound
for the error or to approximate it using an expression that will be easier to
compute. These strategies are focused on the specific case of SVMs and allow
the optimisation of the kernel parameters. Some of them include the span of
support vectors [55], the Jaakkola-Haussler bound [34], the Opper-Winther
bound [41] or the Wahba’s bound [58]. From these cases, we will focus our
study in the radius margin bound and the span of support vectors.
These bounds are related to the concept of Empirical Risk Minimisation
(ERM). Related to this concept, Vapnik and Chervonenkis introduced a measure of complexity of a class of functions F, the VC (Vapnik-Chervonenkis)
dimension [57], which is defined as the maximum number of points that can
be learnt exactly by a function of F. This concept was later characterised for
the case in which F corresponds to a set of hyperplanes in Rd [56] (the VC
dimension of F is d + 1). From this consideration, a bound on the risk R of
any function f ∈ F of VC dimension h and especially the one minimising
the empirical risk Remp was derived (the radius margin bound). This bound
arose from the notion that the margin itself can not describe well how good a
kernel is due to the negligence of the scaling. Indeed, it has been shown [56, 3]
R2
that the capacity of such algorithms is bounded by M
2 , where R is the radius
of the smallest sphere enclosing the training points and M is the margin obtained on the training points. Radius margin bound was conceived to obtain
an upper bound on the number of errors of the LOO procedure. The step
function to optimise was not differentiable, which precluded the application
of a gradient descent method. The number of scientific contributions that use
this bound is very significant [13, 18, 23, 10, 19]. Nonetheless, ERM is considered to be an ill-posed problem (i.e., a slight change in the training set can
entail a large change in the function); thus, several studies have focused on
restricting the class of functions by imposing a regularisation constraint [25,
20], which implies that instead of minimising the empirical risk, one minimises
the regularised risk. Furthermore, with regard to the VC dimension, certain
data-dependent estimates of the complexity of a function class have been defined, as the Rademacher or Gaussian complexities [38,4] to derive general risk
bounds for different types of algorithms.
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The span of support vectors is based on the fact that Lagrange multipliers
are adapted to accommodate the SVM threshold and to consider only a subset
of the patterns (the patterns selected as support vectors). Based on this concept, [55] developed the span-rule to approximate the LOO error, which not
only provides a good functional for SVM hyperparameter selection but also
reflects the error better. However, this bound is very expensive to compute.
Further work could give bounds with a high probability using the stability
concept introduced in previous research [6].
Another branch of the parameter estimation techniques (which will later
be used in comparisons) is based on the use of Bayesian methods [52, 51] to
tune the hyperparameters by maximising the so-called evidence (type-II likelihood) and obtaining predictive class probabilities rather than the conventional
deterministic class label predictions.
2.3 Algorithm-independent estimators for model selection
As mentioned above, this subsection explores the kernel optimisation techniques that do not depend on the learning machine itself. This concept avoids
the computational cost of training the algorithm and results in a solution that
could be plugged into different learning machines. To accomplish these goals,
different strategies are considered, such as the ideal kernel or the inter-cluster
separability in the feature space induced by the kernel function.
The notion of ideal kernel has been extensively described and studied [14]
where kernel-target alignment (KTA) was first proposed. This study was followed by a large amount of scientific contributions related to this estimator
[11, 15, 30, 45, 32]. The ugly duckling theorem [14] informally states that an ugly
duckling is just as similar to a swan as two swans are to each other without any
sort of prior knowledge about the problem. As a consequence, any two arbitrary
patterns are equally similar unless domain knowledge is used. In addition, the
luckiness framework proposes better use of the information provided by the
sample. Motivated by this purpose of extracting direct knowledge from data,
the notion of KTA arises from the definition of an ideal kernel matrix that
perfectly maintains the labelling structure [14]. Therefore, KTA focuses and
emphasises supporting the information that is inherent to the data to perform
the optimal mapping to the feature space (regardless of the algorithm to be
employed)1 .
In [21], the notion of ideal kernel was studied by using three different measures of similarity among the matrices (KTA, the Frobenius distance and the
correlation). These measures are applied to the optimisation of a spherical kernel on two different datasets. The results of comparing the traditional CV and
these three methods show that the performance is similar, but KTA requires
lower computational cost than the others.
The concept of distance metric learning has also been used for this purpose [39], by searching for a suitable linear map (i.e., performing a type of
1

The KTA measure will be formally defined in Section 3.1
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feature weighting) in the feature space, which computationally leads to a localoptima-free quadratic programming problem for the SVM case. In [60], the
inter-cluster distances in the feature space are used to choose the kernel parameters, which therefore involves much less computation time than training
the corresponding SVM classifiers and is competitive with the standard CV
technique.
Other algorithm-independent kernel optimisation strategies have been developed in the literature. For example, the work in [61] is aimed at maximising
the class separability in the empirical feature space, which is Euclidean and
isomorphic to the original feature space.
2.4 Optimisation strategies
Once the kernel function (with a set of parameters to optimise) and the estimator (algorithm-dependent or algorithm-independent) has been selected, one
must choose an optimisation technique.
As said, for the CV estimator, an exhaustive search is usually performed
over the set of parameters, although several strategies have been proposed to
guide this search (e.g., search space reductions [42], zoom search or genetic
approaches [17, 31, 44]).
In general, when working with estimator functions, the most common approach is to use a gradient descent method, provided that the function is differentiable [10, 36, 45, 21, 48, 46, 7, 18, 23, 13, 62]. We will consider this method
for the multi-scale approach used in this paper.
Concerning the aforementioned bounds that are specifically designed for
SVMs, the optimisation is usually performed using a minimax method with
a gradient descent approach, i.e., maximising the margin over the hyperplane
and minimising a specific estimate of the generalisation error over the parameters [10]. Given that these methods are specific to SVMs, the cost parameter
C is usually included in this optimisation process. A common trick is to consider C also as a kernel parameter, using the soft margin SVMs with quadratic
penalisation of errors (L2-norm) and a modified kernel matrix (K) [12]:
1
I,
(1)
C
where I is the identity matrix and C is the parameter penalising training
errors. Taking this approach, the C parameter can be directly included in the
optimisation.
Other commonly used methodology is to rely on multiple kernel learning.
The problem tackled can be then reformulated as one of convex or quadratic
programming, which thus avoids local minima. KTA [11,40] and radius margin
bound [18] have been approached in this way by predefining a set of kernels
(which indeed can limit the performance).
Finally, other methods consider the inclusion of the optimisation stage into
the original optimisation problem of SVM [39,51, 54] or kernel discriminant
analysis (KDA) [37].
K←K+
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2.5 Multi-scale case
This final subsection focuses on the multi-scale case and reviews what has been
previously done in this context. As mentioned in the introduction, although
the use of a multi-scale kernel can provide more appropriate representations
of the feature space induced by the kernel, this usage has been barely studied
in machine learning. These kernels have been mainly used with evolutionary
algorithms [24, 44, 22] or gradient-based methods for specific applications [48,
10, 32]. The main problem with the evolutionary approaches is the high computational cost that is involved in the optimisation and the necessity of tuning
a large number of parameters associated to the evolutionary algorithm.
With concern for the applications, in [10], an experiment of the multi-scale
case with the radius margin bound is performed for handwritten digit recognition. The authors consider this experiment to be as a sanity check experiment
which demonstrates the feasibility of choosing multiple kernel parameters for
an SVM without leading to overfitting. This approach has been considered in
the experimental part of the paper (MSRMB method). In [32], the concept of
KTA (non-centred) is used to derive a method for optimising multiple hyperparameters of oligo kernels to analyse biological sequence data. Our method
extends this idea by considering more robust centred KTA and general purpose
Gaussian kernels and providing an extensive analysis of the potential advantages of this procedure. In [48], a gradient-based optimisation of the radius
margin bound was used for the diagnosis of diffuse lung diseases. Although
the performances of the SVM classifiers with spherical and multi-scale kernel
in the paper do not differ significantly, the authors argue that when there is no
prior knowledge about a classification problem, the multi-scale kernel should
be preferred because it can be considered a more general and powerful model.
A multi-scale experiment is also performed in [21]; however it achieved worse
results than the spherical version at a much higher computational cost. The
authors argue that this processing time increase could be due to the formulation of the optimisation problem, which requires the inversion of a matrix for
each update of one of the hyperparameters. In our approach, the optimisation
methodology is free of this computational requirement.
The case of multi-scale kernels is also studied in [26] where several strategies
are compared. In this work, a evolutionary optimisation technique for highdimensional search spaces based on the validation error [29] is used with the
purpose of optimising a multi-scale kernel. However, the author argues that
this method does not achieve a satisfactory performance and leads to overfitting in contrast to the KTA measure, which should be preferred for this
purpose.

3 Multi-scale centred kernel-target alignment (MSCKTA)
This section introduces the method used in this paper to optimise all of the parameters in multi-scale kernels. The method combines the concept of centred
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KTA (CKTA) with respect to the ideal kernel and a gradient ascent methodology. Furthermore, we also include a discussion of its main advantages and
present a distance-based technique to initialise the gradient-ascent method.
Some attempts have been made in the literature to establish learning
bounds for the Gaussian kernel with several parameters and the combination
of kernels when considering large margin classifiers [40]. These studies suggest
that the interaction between the margin and the complexity measure of the
kernel class is multiplicative, thus discouraging the development of techniques
for the optimisation of more complex and general kernels. However, recent
developments have shown that this interaction is additive [53] (up to log factors), rather than multiplicative, yielding then stronger bounds. Therefore,
the number of patterns needed to obtain the same estimation error with the
same probability for a multi-scale kernel compared to a spherical one grows
slowly (and directly depends on the pseudodimension of the kernel function,
in this case the number of features). More specifically, the bound on the ree φ + ||w||/2) [53], where w is the SVM hyperplane and
quired sample size is O(d
e
O hides logarithmic factors in its argument, the sample size and the allowed
failure probability. Note that for the spherical kernel the pseudodimension is
dφ = 1 and for the multi-scale case dφ = d.
In this paper, the family of kernels is restricted to the well-known Gaussian
family, which is parametrised by a d-square matrix of hyperparameters Q:


1
(xi − xj )> Q(xi − xj ) .
(2)
k(xi , xj ) = exp
2
For the conventional Gaussian kernel (known as spherical or uni-scale), a single
hyperparameter α is used (i.e., Q = α−2 Id , and Id is the identity matrix of
size d, and α > 0), assuming that the variables are independent. However, one
hyperparameter per feature (muti-scale or ellipsoidal Gaussian kernel) can also
be used by setting Q = diag(α−2 ) = diag([α1−2 , . . . , αd−2 ]), with αp > 0 for all
p in {1, . . . , d}. KTA can be used to obtain the best values for α (the uni-scale
method) or α (the multi-scale method). Hereafter, these hyperparameters will
be called kernel widths.

3.1 Ideal kernel
Although the properties of the kernel function are important, often the kernel
matrix plays a more important role. Because kernel functions allow access to
the feature space only via input samples, the pairwise inner products between
the elements of a finite input set {x1 , . . . , xN } are the only information that is
available on the geometry of the feature space. This information is embedded
in the kernel matrix Kij = k(xi , xj ), where k is the kernel function. Most often,
kernel algorithms work with this matrix rather than the kernel function itself.
Gram matrices contain information about the similarity among the patterns;
thus, the idealised kernel matrix K∗ derived using an ideal kernel function k ∗
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[14] will submit the following structure:
(
+1 if yi = yj
∗
k (xi , xj ) =
−1 otherwise,
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(3)

where yi is the target of pattern xi . In other words, K∗ = yyT . K∗ will
provide information about which patterns should be considered to be similar
when performing a learning task. Note that the ideal kernel can be defined
only on the training patterns, in practice.
Therefore, the problem of finding an optimal set of hyperparameters α is
changed to the problem of finding a good approximation Kα (i.e., computed
for hyperparameters α) for the ideal kernel matrix K∗ , given a family Q of
kernels (see Fig.1). This way of formulating the problem allows us to separate
kernel optimisation from kernel machine learning and to reduce the increase
in the computational cost of learning more complex kernels (such as multiscale ones), given that the kernel machine will be unaffected by this higher
complexity.

Fig. 1 The most appropriate kernel for learning is Kα (the one nearest the ideal one (K∗ )
according to some measure of similarity D, being K the set of positive definite kernels).

In terms of mathematical geometry, for the ideal problem presented in Fig.
1, the kernel matrix that is closest to K∗ will be the orthogonal matrix, which
can be found by maximising the angle between Kα and K∗ , an idea that is
related to KTA.
The concept of ideal kernel matrix has also been reformulated to address
multinomial classification [28] and regression problems [35]. Therefore, although we will focus on the binary problem, the reader can appreciate the
versatility of kernel-target alignment.

3.2 Notions of kernel-target alignment (KTA) and centred KTA
Previous studies have noted several issues in KTA for different pattern distributions [14, 46]. A recent study [11] has proven a solution to this problem both
empirically and theoretically using centred kernel matrices, a method that is
based on centering the patterns in the feature space and that correlates better
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with the performance than the original definition of KTA [14]. In fact, this
study shows that non-centred alignment could be even negatively correlated
with the accuracy in some cases, while a large positive correlation is expected
of a good quality measure. However, the centred notion of alignment shows
good correlation along all datasets and is always better correlated than the
non-centred version.
Let us suppose an ideal kernel matrix K∗ and a real kernel matrix Kα
computed for some kernel
PN parameters α. The Frobenius inner product between
them (hKα , K∗ iF = i,j=1 k(xi , xj ) · k ∗ (xi , xj ), where N is the number of
patterns) provides information about how ‘well’ the patterns are classified
in their category. Indeed, in this case, the product could be rewritten as the
following equation (see Eq. (3)):
X
X
k(xi , xj ),
(4)
hKα , K∗ iF =
k(xi , xj ) −
yi =yj

yi 6=yj

P

P
where yi =yj k(xi , xj ) is related to the within-class distance, and yi 6=yj k(xi , xj )
to the between-class distance.
The notion of centred alignment between Kα and K∗ [14,11] is defined as:
hKαc , K∗c iF
,
Ac (Kα , K∗ ) = p
hKαc , Kαc iF hK∗c , K∗c iF

(5)

and this quantity is totally maximised when a kernel can reflect the discriminant properties of the dataset that are used to define the ideal kernel (i.e.,
βKα = K∗ , where β is a scalar). Ac (Kα , K∗ ) ≥ 0 because the Frobenius
product of any two centred positive semi-definite matrices Kαc and K∗c is
non-negative.
Any kernel matrix K is centred by subtracting from it its empirical expectation:
Kc = (Z − Z1 N1 )> (Z − Z1 N1 ) = K − K1 N1 − 1 N1 K + 1 N1 K1 N1 ,
(6)


where Z = Φ(x1 ) · · · Φ(xn ) , Φ(·) is the mapping from the input space to the
feature space, and 1 N1 is a matrix with all elements equal to N1 . Kc will also
be a positive semi-definite kernel matrix that satisfies k(x, x) ≥ 0, ∀ x ∈ X
and symmetry.
The concentration bound for CKTA and the proof that there exists good
alignment-based predictors both for regression and classification can be seen
in [11].
3.3 Optimisation of MSCKTA
Because of the differentiability of Ac with respect to the kernel width vector
α, a gradient ascent algorithm can be used to maximise the alignment between
the kernel that is constructed using α and the ideal kernel, as follows:
α∗ = arg max Ac (Kα , K∗ ).
α

(7)
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Because α is a vector that is composed from several variables,h we will have ia
∂Ac
c
gradient vector that is composed of partial derivatives OAc = ∂A
∂α1 , . . . , ∂αd ,

where d is the data dimensionality. In this work, the iRprop+ algorithm is used
to optimise the aforementioned centred KTA, because of its proven robustness
c
[33]. Each parameter αi will be updated considering the sign of ∂A
∂αi but not
the magnitude. Although the second partial derivatives can also be computed
and used for optimisation, they could actually make this process more computationally costly due to the complexity of this second derivative formula. The
alignment derivative with respect to the kernel widths α (see Eq. (5)) is:
"
#
∂Kα
∗
α
hKα , K∗c iF · Kαc , ∂K
1
∂Ac (Kα , K∗ )
∂α , Kc F
∂α F
=
−
, (8)
∂α
||K∗c ||F
||Kαc ||F
||Kαc ||3F

p
where, ||A||F = hA, AiF and for arbitrary matrices K1 and K2 , it is satisfied that hK1c , K2c iF = hK1 , K2c iF = hK1c , K2 iF [11], which simplifies the
computation. Note that the derivative for αi is computed taking into account
the other kernel parameters αj|j6=i because Kα is included in the formulation. The computation of the KTA takes O(N 2 ) operations per parameter α
to optimise [26]. Because this optimisation does not involve any additional
optimisation problem it is very fast in practice. Therefore, the computational
complexity of MSCKTA is moderated.
For the spherical Gaussian kernel, α = α ·1 and the derivative with respect
to α can be computed as




∂k(xi , xj )
||xi − xj ||2
||xi − xj ||2
· exp −
=
.
(9)
∂α
α3
2α2
However, for the case of the multi-scale Gaussian kernel,
!


d
d
Y
X
(xiz − xjz )2
(xiz − xjz )2
=
exp
−
, (10)
k(xi , xj ) = exp −
2αz2
2αz2
z=1
z=1
the derivative is the following:


∂k(xi , xj )
∂αh



=



d
(xiz − xjz )2
(xih − xjh )2 Y
·
exp
−
.
αh3
2αz2
z=1

(11)

The specific details and pseudo-code of the iRProp+ algorithm can be
checked in [33]. To avoid including positivity constraints in the optimisation
problem of α (note that α should vary from 0 to +∞), a logarithmic scale (base
10) is used for the parametrisation, which does indeed result in a more stable
0
0
optimisation. In other words, we consider α = {10α1 , . . . , 10αd } and optimise
the functional with respect to α0 = {α10 , . . . , αd0 }, avoiding the inclusion of any
constraint for α0 .
For the case of multiple parameters, in which independent widths are adjusted for each feature, one could think that maximising KTA too much could
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lead to over-fitting. However, the definition of KTA avoids this type of behaviour with the first term in the Frobenius product (see Eq. (4)), which
prevents the kernel from a width that is too narrow (which is known to result
in overfitting as we will see). To clarify this in the usefulness of centred KTA,
consider the following potential matrices derived from a Gaussian kernel for a
dataset comprised of four patterns (x1 ∈ C1 and x2 , x3 , x4 ∈ C2 ):
1 0 0 0
1 0 0 0
K∗ = 00 11 11 11 , Kα→0 = 00 10 01 00 ,
0111
0001
1 1 1 1
Kα→∞ = 11 11 11 11 ,
1111

∗

where K represents the ideal matrix, i.e., the matrix that perfectly maintains
the labelling structure. Kα→0 and Kα→∞ are both considered to be trivial
solutions that are to be avoided when using kernel machines. More specifically,
with Kα→0 each pattern is only similar to itself (i.e., the result of choosing a
too narrow kernel width):
||xi − xj ||2
 0, ∀xi 6= xj ,
2α2

(12)

a solution that, in practice, leads to overfitting. With Kα→∞ , however, our
kernel matrix does not incorporate any information about the domain because
all of the patterns are considered to be similar:
||xi − xj ||2
' 0, ∀xi , xj ,
2α2

(13)

With regard to non-centred KTA, it is noticeable that the classes in the
previous example are unbalanced in a relationship of 3 to 1. Therefore, the
number of +1 terms in the ideal matrix is higher than the number of −1 terms.
This fact, which could appear to be insignificant, is indeed blameworthy for the
KTA pattern distribution issues because the constructed kernel is closer to the
Kα→∞ matrix when this imbalance ratio is higher. Because CKTA takes into
account the centred kernel matrix (by subtracting from each point the mean of
the corresponding column and row and the mean of the complete matrix), this
approach is free from this problem. To see this, analyse the difference between
Eq. (4) (which is used for KTA) and the following equation (used for centred
KTA):
X
X
hKα , K∗c iF =
(1−mri −mcj +m)·k(xi , xj )−
(1+mri +mcj −m)·k(xi , xj ),
yi =yj

yi 6=yj

(14)
PN
where K∗ = yyT , [K∗c ]ij = yi yj − mri − mcj + m, mri = N1 z=1 yi yz , mcj =
PN
PN
1
1
z=1 yj yz and m = N 2
z,h=1 yz yh . Note that both (1 − mri − mcj + m)
N
and (1 + mri + mcj − m) are dependent on the label distribution and are used
as a weighting procedure.
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The results obtained for KTA and CKTA in an imbalanced toy dataset are
shown in Fig. 2. In this case, it can be seen that the optimal kernel parameter
(α value with maximum alignment) for KTA and CKTA are different: around
102 for KTA and 10−2 for CKTA. Furthermore, in the bottom part of the
figure, where the two solutions are plotted, it can be seen that the kernel
value obtained for CKTA is more appropriate for the discrimination of the
classes (KTA tends to choose solutions that consider that all the patterns are
similar to the rest by setting α → ∞).
1
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Fig. 2 Two-dimensional imbalanced toy dataset and alignment values obtained for different
α values (considering CKTA and KTA).

Finally, Fig. 3 shows two toy datasets and the corresponding alignment
optimisation surface, where it can be appreciated the necessity of the use of a
multi-scale kernel. As can be seen, the optimum values are located in regions
where α1 6= α2 .
3.4 Initialisation scheme of the Gaussian kernel parameters
From the KTA definition it follows that patterns belonging to the same class
should present a high similarity (in terms of a distance relation), in contrast to
patterns belonging to different classes. This idea could be exploited to obtain
an inital value of the parameters α of the Gaussian kernel by fitting a probability distribution to the set containing the within-class distances dw (e.g. a
set containing the distance of each pattern to all of the patterns belonging to
the same class), in such a way that the lower the distance, the greater the similarity and the probability of belonging to the same class. As a possible way to
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Fig. 3 Two-dimensional toy datasets presenting different class variances per feature and
their alignment values when using a grid of values for α1 and α2 .

do this, we can assume the exponential distribution f (dw , λ) = λ exp(−λdw ),
where a close relation can be found between the λ parameter of this exponential distribution and the α parameter in the Gaussian kernel (considering now
one single parameter for the kernel). The connection can be seen by analysing
the following equation and comparing it to the exponential distribution:

1
k(xi , xj ) = exp −λ · ||xi − xj ||2 , λ =
, ||xi − xj ||2 ∈ dw if yi = yj .
2α2
(15)
Note that the first multiplier in the exponential distribution (i.e. λ) is not
required, since the Gaussian kernel does not need that its integral sum to
one. However, it is more realistic for real world problems to assume a local
neighbourhood-based similarity notion (e.g. for nonlinearly separable problems or multimodal ones), considering that each pattern should be similar to
their k-nearest neighbours belonging to the same class. Then, denote dw =
{dw+ , dw− }, where:
2
dij
w+ = ||xi − xj || , yi , yj = +1

(16)

where xj is one of the k-nearest neighbours of xi (k = 5 is selected for simplicity). The analogous equation is used for the negative class. Note that, for
the exponential distribution, the parameter λ is estimated
p as the mean of dw .
Then, the kernel parameter can be determined as α = λ/2. For the multiscale case, the input features are assumed to be independent, in such a way
that λi (and therefore αi ) for feature i are computed independently (considering the distance of the patterns for that feature). The result obtained by
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means of this procedure for the ellipsoidal ring dataset in Fig. 3 can be seen
in Fig. 4 where α1 = 10−0.53 and α2 = 10−0.87 (different values per feature).

Fig. 4 Representation of the sum of multi-scale Gaussians centred in each point for the
elliposoidal ring toy dataset. The optimal parameter values obtained by the proposed initialisation scheme are α1 = 10−0.53 and α2 = 10−0.87 (note that the data has been standardised
beforehand).

The main intuition behind this technique is that the kernel parameters are
selected depending on the data itself, i.e. on the distance to close patterns
belonging to the same class, in order to construct local neighbourhoods of
similar patterns. Up to the authors knowledge, this is the first attempt to
propose a deterministic method for initialising the Gaussian kernel parameters
in this context.

3.5 Filtering non-informative features for the construction of the kernel
matrix
An important characteristic of multi-scale kernels which we would like to highlight is that they provide the opportunity to perform feature selection by filtering attributes with large αz values. When the Gaussian kernel width αz → ∞,
the kernel matrix computed for that unique feature remains invariant and
tends to a matrix of ones, which can be interpreted as feature z not being
used for the kernel computation (see Eq. (10)), an omission that could be beneficial for model interpretability. Note that if this does not occur, the feature
will include noise in the kernel computation. In this subsection, we show that
if feature z is non-informative, αz → ∞ will be considered as an optimum
value for the gradient ascent algorithm.
Consider the case of a variable of index z that, for all value of the parameter
αz for the kernel, it fulfills that:

 

Nyj
Nyi
2
2
2
2
|{(xiz − xjz ) ≤ 2αz }|yi =yj =
|{(xiz − xjz ) ≤ 2αz }|yi 6=yj ,
N
N
(17)
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where |{·}| denotes the cardinality of the set, and Nyi the number of patterns
with label equal to yi . Therefore, this variable can be said to be noisy for all
value chosen for the width of the Gaussian for xiz (i.e., the notion of similarity
does not report information for the classification problem). If this holds for
variable z, then:


X

(1 − mri − mcj + m) · k(xiz , xjz ) '
(18)
yi =yj




X

yi 6=yj



(1 + mri + mcj − m) · k(xiz , xjz ) .

Under this assumption, for variable z, it holds that

hKαz , K∗c iF ' 0, Ac (Kαz , K∗ ) ' 0.

(19)

where Kαz is a kernel matrix where the only variable used for distance computation is the variable z.
Recall that for the multi-scale case Kα = Kα1 ◦ . . . ◦ Kαd . Now, consider
that the set of features except feature z perfectly represent the output space,
i.e.:
β(Kα1 ◦ . . . ◦ Kαz−1 ◦ Kαz+1 ◦ . . . ◦ Kαd ) = K∗ ,
(20)
where β is a scalar and ◦ represents the hadamard or entrywise product between matrices, i.e., for two matrices A and B of the same dimension, the
hadamard product (A ◦ B) is another matrix (of the same dimension) with
elements given by: (A ◦ B)i,j = (A)i,j · (B)i,j .
In this way, the complete kernel matrix can be decomposed as Kα = K∗ ◦
Kαz with the informative features in K∗ and the non-informative one in Kαz .
To analyse how the non-informative variable of index z interferes in the kernel
matrix, note that:
hKαz , K∗c iF < hKα , K∗c iF ≤ hK∗ , K∗c iF ,

(21)

because hKαz , K∗c iF ' 0 and the addition of a non-informative feature will
never decrease the angle of the matrix with respect to the ideal one. Given that
the maximum alignment is Ac (K∗ , K∗ ) = 1 and we know that Ac (Kα , K∗ ) ≤
Ac (K∗ , K∗ ), the gradient of the alignment will converge to the best solution
Ac (Kα , K∗ ) = Ac (K∗ , K∗ ) = 1, which is true for (see Eq. (5)):
q
(22)
h(K∗ ◦ Kαz )c , K∗c iF = h(K∗ ◦ Kαz )c , (K∗ ◦ Kαz )c iF hK∗c , K∗c iF
Tr((K∗ ◦ Kαz )c · K∗c )2 = Tr((K∗ ◦ Kαz )2c ) · Tr((K∗c )2 ),

(23)

where Tr(A) corresponds to the trace of A. The only case that fulfils this is
Kαz = 1, and this is the case when αz → ∞ (see Section 3.3), because all
the patterns are considered to be equally similar. Therefore, from Eq. (11),
∂Ac
∂Kα
∂αz → 0 and ∂αz → 0. Consequently, as the derivative is equal to zero, the
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case of αz → ∞ will be an optimum for the gradient-based optimisation algorithm. Note that this filtering is done implicitly without including any sparsity
coefficient in the optimisation. Therefore, only non-informative features are removed. However, as it is well-known, whether the gradient ascent algorithm
reaches the optimum point depends on the initialisation itself.
The remaining methods studied in this paper do not naturally perform
any type of feature selection (i.e., a sparsity coefficient could be added to the
optimisation but this step is not performed explicitly) because adding noninformative dimensions to the problem should not damage the SVM solution.
This is due to the fact that the capacity control performed by the SVM method
is equivalent to some form of regularisation so that “denoising” is not necessary
[49]. In the case of KTA, the optimisation performed recognises directly the
variables that do not report information about the labelling or that are very
noisy. KTA applied for the purpose of deciding most informative variables (i.e.,
to perform feature selection) has been only investigated in [46] where KTA is
used to optimise a weighting variable for each feature by a gradient ascent
algorithm.

4 Experimental results
This section aims to provide an extensive empirical analysis of the use of
multi-scale kernels. Firstly, the goodness of this type of kernel is analysed by
plotting an approximation of the feature space that is induced by the kernel. Secondly, several approaches to uni and multi-scale kernels are tested for
comparison purposes for a set of 24 binary benchmark datasets, and statistical tests are conducted to analyse whether the method previously presented
improves their performance significantly. Thirdly, the feature selection performed by the methodology is analysed and a deeper analysis of the situations
in which a multi-scale approach is useful is done. Finally, an analysis of the
results for different initialisations is presented.
Regarding the experimental setup, a stratified 10-fold cross-validation was
applied to divide the data, using the same partitions for all of the methods that
were compared. Because the SVM solution is unique, one model was obtained
and evaluated for each split. The results are taken as the mean and standard
deviation over each of the 10 test sets.
As stated before, the optimisation of the gradient-based methods is guaranteed only to find a local minimum; therefore, the quality of the solution
can be sensitive to initialisation. Two different approaches are considered in
this case. For the comparison with other state-of-the-art methods, the initial
point for all of the methods tested was fixed at 100 (as suggested by other
studies [10]). As a different part of the experimental study, we also compare
this fixed choice (100 ) with random initialisation and with the deterministic
initialisation technique proposed in subsection 3.4. The gradient norm stopping criterion was set at 10−5 and the maximum number of conjugate gradient
steps at 102 [33].
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Table 1 Characteristics for the 24 datasets tested, ordered by the number of attributes d.
Dataset
haberman (HA)
listeria (LI)
mammographic (MA)
monk-2 (MO)
appendicitis (AP)
pima (PI)
glassG2 (GL)
saheart (SA)
breast-w (BW)
heartY (HY)
breast (BR)
housevotes (HO)

N
306
539
830
432
106
768
163
462
699
270
286
232

d
3
4
5
6
7
8
9
9
9
13
15
16

Dataset
hepatitis (HE)
bands (BA)
heart-c (HC)
labor (LA)
sick (SI)
krvskp (KR)
credit-a (CR)
specftheart (SP)
card (CA)
sonar (SO)
colic (CO)
credit-g (CG)

N
155
365
302
57
3772
3196
690
267
690
156
368
1000

d
19
19
22
29
33
38
43
44
51
60
60
61

All nominal variables are transformed into binary ones

Several benchmark binary datasets that have different characteristics were
tested. Table 1 shows the characteristics of these datasets, where the number
of patterns (p) and attributes (a) can be observed. These publicly available
real classification datasets were extracted from the UCI repository [2].

4.1 Graphical comparisons
This subsection explores the notion of empirical feature space to analyse the
behaviour of a multi-scale kernel via a graphical experiment. The empirical
feature space can be defined as a Euclidean space that preserves the dot product information about H that is contained in K (i.e., this space is isomorphic
to the embedded feature space H, but it is Euclidean). It is possible to verify
that the kernel matrix of the training images that are obtained by this transformation corresponds to K, when considering the standard dot product [47,
61]. This methodology provides us with the opportunity to limit the dimensionality of the space by computing the eigendecomposition of K and choosing
the r dominant eigenvalues (and their associated eigenvectors) to project the
data while approximating the structure
P2 of H. That is, for example, the best
rank-2 approximation to K is K̂ = i=1 λi ui uT
i , in the sense that minimises
||K − K̂||2F over all rank-2 matrices (where || · ||F denotes the Frobenius norm,
λi corresponds to the i-th highest eigenvalue and ui the eigenvector associated
to eigenvalue λi ).
Therefore, an approximation of the feature space can be plotted by means
of the first most-representative dimensions of this empirical feature space [61].
We use this method to represent the embedding space induced by CKTA and
MSCKTA optimisation for several datasets (see Fig. 5). It can be appreciated
from Fig. 5 that when a multi-scale kernel is used (right plot of each dataset),
the space induced appears to be better determined because the class separability is clearer (thus leading to simpler decision functions). Furthermore, Fig.
5 includes information of the eigenvalues of both matrices (i.e., the matrix
induced by CKTA and the matrix induced by MSCKTA). This information
µ1 +µ2
is represented by a γ value, that corresponds to P
, where µi is the i-th
N
µ
i=1

i
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eigenvalue for a given matrix ordered in descending order. From these values,
it can be observed that the normalised sum of the first eigenvalues is higher
for the kernel matrix computed by MSCKTA, indicating this that these two
dimensions do incorporate more information about the kernel matrix we are
diagonalising. Indeed, previous studies in the literature [8] have demonstrated
that when a kernel presented a higher normalised sum of the first eigenvalues
(applying kernel principal component analysis) than other kernel function it
is because the first kernel suited the underlying problem better. In our case,
because we are not applying kernel principal components analysis, but a reduction of the empirical kernel map instead, this γ value does not represent
the total of data variance covered, but rather the total information represented
of the original kernel matrix.
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Fig. 5 Graphic showing the 2-dimensional approximation of the empirical feature space
induced by CKTA optimisation and the uni-parameter kernel (left plot for each dataset)
and by MSCKTA optimisation and the multi-scale kernel (right plot for each dataset).

4.2 Comparisons to other methodologies
The following methods were compared in the experimentation because they
can be considered to be very representative methods in kernel optimisation:
– Cross-validation (CV) using a stratified nested 5-fold cross-validation on
the training sets with a single kernel parameter and the C parameter of
SVM selected within the values {10−3 , 10−2 , . . . , 103 }.
– Centred kernel-target alignment for optimisating a convex combination of
kernels through multiple kernel learning (AMKL) [11]. The kernels used for
the optimisation are the ones associated to the different kernel width values
(i.e., {10−3 , 10−2 , . . . , 103 }). Once the kernel width is adjusted, the regularisation parameter C of SVM is tuned by minimising the classification error
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estimated by a stratified nested 5-fold cross-validation on the training sets
(with the parameter C within the values {10−3 , 10−2 , . . . , 103 }). This two
stage optimisation method is also referred in the literature as second-order
method [9].
Smoothed span of support vectors (SSV) optimised using a gradient-based
methodology [10]. A spherical kernel is used and the optimisation of C is
made together with the kernel parameter (considering Eq. (1)).
Evidence maximisation (EVID) and its multi-scale version (MSEVID), optimised through a gradient-based methodology [52]. The optimisation of C
is made considering Eq. (1).
Smoothed radius margin bound (RMB) and its multi-scale version (MSRMB),
optimised using a gradient-based methodology [10]. The optimisation of C
is made considering Eq. (1).
Centred kernel-target alignment (CKTA) and multi-scale centred kerneltarget alignment (MSCKTA), optimised using a gradient ascent methodology. Once the kernel width is adjusted, the regularisation parameter C of
SVM is tuned by minimising the classification error estimated by a stratified nested 5-fold cross-validation on the training sets (with the parameter
C within the values {10−3 , 10−2 , . . . , 103 }), as in other studies [32].

Each benchmark dataset was appropriately standardised before the learning process. As suggested in [10], for SSV, EVID, MSEVID, RMB and MSRMB,
a modified version of the Polack-Ribiere flavour of conjugate gradients was
used to compute the search directions; a line search using quadratic and cubic polynomial approximations and the Wolfe-Powell stopping criteria were
used together with the slope ratio method to determine the initial step sizes.
Besides, the first and second derivatives were used for the optimisation. For
CKTA and MSCKTA, the iRprop+ optimisation method [33] has been selected
because of its good behaviour in alignment optimisation [32] only using the
first derivative due to the complexity of the second derivative formula, which
could make the whole process more computationally costly.
The source codes in Matlab for CV, AMKL, CKTA and MSCKTA are
available, together with all of the datasets, partitions and results (in terms
of mean and standard deviation for all of the datasets, methods and metrics
considered) on the website associated with this paper2 . SSV, EVID, MSEVID,
RMB and MSRMB have been tested by using the Matlab code3 provided by
Chapelle.
All of the algorithms were tested with the L2 Support Vector Classification
(SVC) paradigm (in order to fairly compare with [10]).
Table 2 shows the test mean rankings (1 for the best method and 9 for the
worst) and the mean test performance along all of the 24 datasets in terms
of the accuracy (Acc), the number of support vectors (SVs), and the centred
alignment for training (Atr ) and testing sets (Ats ). The number of support
vectors has been reported because it was noticed that the value chosen for the
2
3

http://www.uco.es/grupos/ayrna/gbmskta
http://olivier.chapelle.cc/ams/
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cost parameter C decreases when kernel-target alignment was used. This cost
parameter controls the trade-off between allowing training errors and forcing
rigid margins, in such a way that when C → ∞ the SVM leads to the hardmargin approach. Therefore, if C is too large, we would have a high penalty for
non-separable points and could store too many support vectors, which could
lead to overfitting.

Table 2 Mean test values and rankings obtained for all the methods tested and the following
metrics: Accuracy (Acc), number of support vectors (SVs), training alignment (Atr ) and
testing alignment (Ats ).
Methodology
CV
Average Acc
84.33
Average ranking 4.19
Average SVs
292.15
Average ranking 2.08
Average Atr
0.221
Average ranking 5.29
Average Ats
0.211
Average ranking 4.42

AMKL
84.21
4.56
379.71
5.12
0.231
3.33
0.218
3.58

SSV
81.11
5.69
370.01
3.98
0.184
6.56
0.161
6.81

EVID MSEVID RMB MSRMB CKTA MSCKTA
80.04
76.62
79.92
77.15
82.28
85.21
5.75
6.64
5.50
6.37
3.94
2.35
407.27 489.63 417.68 498.34 292.61 289.62
5.56
6.41
6.35
7.48
4.18
3.81
0.195
0.138
0.201
0.151
0.227
0.379
6.92
6.79
5.89
5.91
3.29
1.00
0.175
0.110
0.180
0.125
0.212
0.352
6.75
6.79
5.73
5.92
3.92
1.08

The best method is in bold face and the second one in italics.

From these results, several conclusions can be drawn. First, the good performance of the MSCKTA method can be observed by analysing the mean Acc
ranking, since it outperforms the other methods, especially the other multiscale approaches (i.e., MSEVID and MSRMB). Indeed, all of the methods
based on kernel-target alignment (i.e., AMKL, CKTA and MSCKTA) appear
to achieve acceptable results when compared to the rest of estimators. Specifically, the goodness of the gradient ascent methodology can be observed when
using the multi-scale version. The poor performance of the other multi-scale
approaches (compared to the uni-scale versions) could be for to two different reasons: first, the difficulty of optimising the parameters in such a highdimensional search space (because there could be more directions to move
to undesired local optima [26]), and second, the nature of the estimator because, for example, SSV and RMB are considered to be loose bounds on the
generalisation errors (this problem has been noted in the literature [19]).
Furthermore, despite the use of a more complex kernel, it can be noted
that the models obtained using MSCKTA are simpler (i.e., sparser models in
terms of the number of support vectors) than the models obtained using the
other kernel optimisation methods. This simplicity could result from using a
more complex map, which therefore leads to a more “ideal” transformation
of the input space, using the term ideal in the sense of the kernel mapping
leading to a perfectly linearly separable set in the feature space.
Finally, when analysing the alignment results (Atr and Ats ), several statements in the literature can be validated. First, the use of the multi-scale approach leads to a far better alignment. Indeed, using this type of kernel achieves
even better alignment values than a combination of kernels (AMKL). Second,
the training (Atr ) and testing alignment (Ats ) appear to be highly correlated
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such that the high alignment values in the training set could be robust enough
for determining the optimal kernel width without any loss of generality. More
specifically, the estimate of the alignment can be said to be concentrated (i.e.,
the probability of deviation from the mean decays exponentially), meaning
that when a high alignment is obtained on the training set, a high alignment
is expected in the testing. Last, but not least, similar alignment values were
reported for CV (0.221 and 0.211) and CKTA (0.227 and 0.212), which shows
the relationship between alignment optimisation (CKTA) and accuracy optimisation (CV).
Although the necessity of using an ellipsoidal or multi-scale kernel is inherent to the nature of the features of the problem, the probability that the
dataset presents attributes that have very different scales is higher as the number of features grows. This hypothesis can be observed in Fig. 6, where the
mean accuracies for each dataset are represented for CKTA and MSCKTA
and the datasets have been ordered according to the number of features. As
observed, when the number of features is high the differences between the
methodologies grow and the importance of using multiple hyperparameters is
thus demonstrated.
100

CKTA
MSCKTA

95
90

Accuracy

85
80
75
70
65
60

HA

LI

MA MO AP

PI

GL SA BW HY BR HO HE BA HC LA
Dataset

SI

KR CR SP CA SO CO CG

Fig. 6 Accuracy values for CKTA and MSCKTA.

To analyse the value of the results, the non-parametric Friedman’s test
[16] (with α = 0.05) has been applied to the mean Acc rankings, rejecting
the null-hypothesis that all of the algorithms perform similarly in mean. The
confidence interval was C0 = (0, F(α=0.05) = 1.99), and the corresponding Fvalue was 7.28 ∈
/ C0 . The Holm test for multiple comparisons was also applied
(see Table 3), and the test concluded that there were statistically significant
differences in mean Acc ranking for α = 0.05 when the MSCKTA was selected
as the control method for all of the methods considered.
Table 4 includes the mean runtime values used to optimise all of the parameters for the SVM method for all of the optimisation methods considered.
This time includes the seconds needed to adjust all the hyperparameters (by
cross-validation or by gradient-descent depending on the parameter and the
method), but not the time needed for training and testing the model after-
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Table 3 Comparison in mean Acc ranking of the different algorithms using the Holm
procedure with MSCKTA as the control algorithm.
i
1
2
3
4
5
6
7
8
∗:

Algorithm
MSEVID
MSRMB
EVID
SSV
RMB
AMKL
CV
CKTA

z
5.42857
5.08599
4.29542
4.21637
3.97920
2.79334
2.31900
2.00277

p-value
0.00000∗
0.00000∗
0.00002∗
0.00002∗
0.00007∗
0.00522∗
0.02040∗
0.04520∗

Adjusted alpha
0.00625
0.00714
0.00833
0.01000
0.01250
0.01667
0.02500
0.05000

statistically significant differences for α = 0.05.

wards. It can be seen that the methods based on CKTA optimising a spherical
kernel are computationally efficient (AMKL and CKTA) and present a computational complexity similar to CV, resulting then in a suitable optimisation
technique for kernel learning purposes. Furthermore, MSCKTA also obtains
reasonable time results (note for example the case of the sonar dataset where
there were 60 parameters to optimise but only took 142 secs because of the low
number of patterns). Observe that, from all the multi-scale methods, MSCKTA
reports an average computational time. The computational time for MSRMB
is lower but at the cost of serious performance degradation (see Table 2).

Table 4 Mean runtime values (sec) to optimise the parameters with the different methods
considered.
Dataset
CV
AMKL
SSV
haberman
11.05
6.30
10.48
listeria
20.28
24.55
49.06
42.14 127.54
mammographic 48.83
16.54
17.82
36.88
monk-2
appendicitis
6.52
2.45
6.31
40.45
48.22 234.89
pima
glassG2
8.20
3.19
12.81
saheart
19.02
24.00
66.14
breast-w
32.86
14.79
68.49
heartY
11.15
4.62
15.94
12.52
5.71
14.37
breast
housevotes
10.13
4.24
10.72
8.34
5.20
3.67
hepatitis
17.05
5.78
25.33
bands
heart-c
14.43
6.64
23.09
labor
7.06
5.09
1.40
sick
1385.19 1425.50 1676.19
krvskp
1172.12 636.69 1238.80
credit-a
63.51
58.81 198.65
spectfheart
16.16
12.75
8.42
card
70.96
60.51 209.00
sonar
10.95
12.89
11.79
colic
28.22
11.44
17.67
credit-g
163.56 172.97 177.30
Mean
133.13 108.84 176.87

EVID
27.42
141.60
392.15
86.12
7.93
120.15
11.05
27.39
173.00
20.90
25.35
14.14
6.39
44.12
29.44
1.83
5987.80
7801.57
188.06
29.47
99.27
3.75
15.93
140.42
641.47

MSEVID
30.89
171.55
287.56
139.76
7.54
220.94
24.78
51.17
533.76
12.63
12.08
7.58
6.69
21.75
22.10
1.78
37008.14
11973.69
239.42
31.15
233.04
17.36
66.79
710.80
2159.71

RMB MSRMB CKTA MSCKTA
6.55
8.91
5.84
11.82
42.89
36.01
6.86
71.12
82.35
126.17
30.19
108.69
38.50
28.40
6.49
25.04
3.87
3.41
1.54
9.21
81.76
217.29
25.56
132.94
2.79
18.26
2.28
15.29
21.54
49.92
11.38
122.60
73.22
24.78
14.42
71.61
26.36
4.59
3.73
46.25
6.52
20.67
4.66
39.05
14.72
4.07
2.91
34.71
6.87
1.97
2.38
40.27
25.93
11.53
5.66
79.81
30.17
5.97
5.01
115.16
1.35
1.54
1.89
30.87
2766.37 3869.13 1180.89 9137.40
1795.19 1821.03 1004.08 10010.25
100.87
64.42
36.69
569.15
7.74
12.85
7.43
178.93
40.22
76.28
37.16
802.58
1.89
7.41
3.93
142.61
6.16
22.24
7.54
360.12
31.91
199
72.08
1952.35
217.32 276.49 103.36 1004.49
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4.3 Feature selection
Not only can MSCKTA be useful in many real-world applications that present
very different attributes, but it also appears to outperform uni-scale approaches
(in accuracy) and obtain sparser models than some state-of-the-art methods.
Moreover, as stated above, another advantage is that it provides us with the
opportunity to perform feature selection by filtering attributes with large αi
values. Table 5 shows the percentage of selected features (in terms of the mean
and standard deviation) for all of the selected datasets. From this Table, it
can be appreciated that the whole set of variables is used in most cases for
datasets that have few variables, which indicates that there are no trivial variables for the classification and that MSCKTA is not performing an arbitrary
selection. However, as the number of attributes grows, the number of selected
attributes tends to decrease (note that in 6 of the datasets, the number of
selected features is lower than a 50%).
Table 5 Percentage of features used for each dataset with MSCKTA and number of attributes for each dataset (a).
Dataset
HA
LI
MA
MO
AP
PI
GL
SA
BW
HY
BR
HO

a
3
4
5
6
7
8
9
9
9
13
15
16

Perc. of features
100.00 ± 0.00
100.00 ± 0.00
100.00 ± 0.00
100.00 ± 0.00
85.71 ± 37.80
62.50 ± 51.75
88.89 ± 33.33
77.78 ± 44.10
100.00 ± 0.00
84.62 ± 37.55
80.00 ± 41.40
50.00 ± 51.64

Dataset
HE
BA
HC
LA
SI
KR
CR
SP
CA
SO
CO
CG

a
19
19
22
29
33
38
43
44
51
60
60
61

Perc. of
68.42
52.63
59.09
27.59
80.65
44.74
57.14
47.73
55.10
36.67
38.33
47.46

features
± 47.76
± 51.30
± 50.32
± 45.49
± 40.16
± 50.39
± 50.09
± 50.53
± 50.25
± 48.60
± 49.03
± 50.36

Note that the rest of algorithm-dependent estimators do not naturally perform feature selection due to the capacity control of SVM methods. However,
for unregularised methods this could be an important characteristic to consider.
4.4 Analysis of different initialisation methods
Because of the local optimality of the iRprop+ algorithm, several random or
even fixed initial points for α can be considered. For simplicity, the same initial
point has been used for this optimisation in some previous works [10] (the
initial point considered for all members of α is 100 , because it corresponds
to the standard deviation of all of the variables in the dataset4 ). For the
rest of experiments in this paper we thus considered αi = 100 in order to
fairly compare to other methodologies. However, the suitable choice of these
4

Note that a data standardisation procedure is applied before optimisation
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initial points is a determining factor for the robustness of the optimisation. In
order to analyse the stability of the algorithm with respect to this choice, we
compare the results obtained from different initialisations (one initialisation
per training/test set was used):
–
–
–
–

Fixed initialisation with αi = 100 , i = 1, . . . , d.
Random initialisation with αi = 10ri , i = 1, . . . , d, ri ∈ [−1, 1].
Random initialisation with αi = 10ri , i = 1, . . . , d, ri ∈ [−3, 3].
Deterministic distance-based initialisation proposed in subsection 3.4.

Table 6 shows the results of these initialisation procedures for 10 datasets (using the same experimental procedure than before) where it can be seen that the
proposed distance-based strategy presents the most competitive performance
(although close to the one obtained for αi = 100 ). From these results, it can be
stated that both a random initialisation between [−1, 1] or just initialising all
αi = 100 result in a stable and robust optimisation performance (as opposed
to initialise the random numbers between [−3, 3], i.e. the cross-validation grid
used). These results also show the possibility of initialising the problem in a
more intelligent way, to further improve the results in those cases where the
best possible performance is required. Note that the remaining methods shown
in previous subsections could be also benefited from this initialisation. work.
Table 6 Results obtained from the different initialisations considered.
Dataset
mammographic
pima
glassG2
saheart
breast-w
heartY
breast
sick
credit-a
colic

αi = 100
84 .70 ± 2 .90
77.73 ± 3.05
80.33 ± 10.68
74.69 ± 7.19
96.71 ± 2.34
84.44 ± 7.15
71 .34 ± 3 .50
97 .99 ± 1 .20
85.51 ± 4.21
85.03 ± 5.82

ri ∈ [−1, 1]
84 .70 ± 2 .90
77 .86 ± 3 .30
80 .96 ± 12 .41
70.34 ± 8.09
96 .42 ± 2 .15
80 .74 ± 11 .01
70.28 ± 2.35
97.75 ± 1.01
85 .80 ± 3 .79
83.99 ± 7.11

ri ∈ [−3, 3]
83.25 ± 3.70
64.85 ± 0.73
53.38 ± 2.74
65.37 ± 0.31
94.71 ± 2.94
55.55 ± 0.00
68.53 ± 3.65
97.69 ± 0.74
67.83 ± 9.03
63.87 ± 2.06

Distance-based
84.82 ± 2.73
77.87 ± 3.29
82.72 ± 11.02
72 .07 ± 7 .55
96 .42 ± 2 .15
84.44 ± 7.45
72.39 ± 3.69
98.06 ± 1.22
86.09 ± 4.28
84 .48 ± 6 .35

4.5 Discussion
Several advantages of MSCKTA can be identified: algorithm independence,
data distribution independence, simple optimisation, inherent feature selection, sparser SVM models, easy extension to the multiclass and regression
learning tasks, to different types of kernels and when only the similarities
between the patterns are available.
This last subsection is intended to provide a deeper analysis of the situations in which a multi-scale approach is useful. To provide this analysis, some
scenarios in the benchmark datasets that were used are shown in Fig. 7, 8,
9, 10 and 11. For each figure, two of the original input dimensions have been
selected and are represented together with the class labelling. Furthermore,
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the kernel width that is associated with each dimension is included in the corresponding axis. These figures have been altered through the use of a random
jitter methodology to better visualise the number of patterns per point. It
is important to note how MSCKTA assigns equal α values to features with
similar class geometry and α → ∞ values to non-relevant features.
Fig. 7 represents the case of a dataset that has two dimensions significant
for classification (i.e., that have not been excluded by setting the associated
kernel width to infinity); however these two dimensions present a different
kernel width for each. Fig. 8 and 9 represent the case of a dataset with two
significant dimensions for classification, which also presents similar widths. Fig.
10 shows the case in which one of the variables includes significant information
and the other does not (i.e., the associated kernel value tends to infinity).
Finally, Fig. 11 represents the case in which neither of the variables contains
useful information about the labelling structure. A discussion of each case is
included in the different figure captions.
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Fig. 7 Two-dimensional plot of the mammographic (MA) dataset (the first and second
dimensions). In this case, the chosen kernel parameters for each data dimension vary significantly, which clarifies when a multi-scale kernel could be useful. Indeed, MSCKTA achieved
better performance for this dataset (84.70%) than CKTA (82.41%).

Conclusions
This paper uses the centred kernel-target alignment concept to optimise a
multi-scale kernel (considering a different width for each feature) using a gradient ascent algorithm. The optimisation of the kernel width has almost always been studied by means of learning machine execution, i.e., a simple “trial
and error” procedure, which is computationally unaffordable for multiple kernel widths. The results obtained show that centred kernel-target alignment
is highly correlated with performance and that the optimisation of a multiscale kernel with this technique leads inherently to a better determined feature
space, to feature selection, to significantly better results and to simpler models
at a reasonable computational complexity. Moreover, a distance-based initilisation technique is presented which is able to further improve the results for
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Fig. 8 Two-dimensional plot of the breast-w (BW) dataset (the first and second dimensions). Specifically, for this dataset almost the same kernel widths have been chosen for all
of the dimensions. In this case, the performances of the CKTA and MSCKTA were similar
(96.57% vs 96.71%, respectively). The graphical representation shows that the patterns can
be differentiated by the use of a spherical kernel.
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Fig. 9 Two-dimensional plot of the card (CA) dataset (8th and 20th dimensions). This
figure represents the case of two dimensions used for the kernel computation, i.e., that contain
useful information about the labelling structure of the data. Although these dimensions do
not allow us to perfectly classify the data (note that the actual dimensionality of the dataset
is 51), they give some useful discrimination knowledge about the patterns.
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Fig. 10 Two-dimensional plot of the card (CA) dataset (4th and 41th dimensions). In
this case, the plot represents one significant dimension and one that does not report useful
information for classification.
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Fig. 11 Two-dimensional plot of the card (CA) dataset (first and 40th dimensions). This
plot represents the case of two non-significant dimensions for the card dataset, where neither
of the variables contains useful information about the labelling structure.

the majority of the datasets considered. Our results encourage the development of a hybrid metaheuristic approach with the gradient ascent method to
explore the whole search space and obtain better results. Furthermore, as future work, a study of the multi-class and regression cases can be conducted
to analyse whether the statements made in this paper are also valid for these
learning paradigms.
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Kernelising the proportional odds model through kernel
learning techniques
As stated before, one of the most widely used ordinal regression algorithms in real-

world problems is the proportional odds model (POM), despite the linearity of the resultant decision boundaries, which hampers the obtainment of a well-suited classifier. Through different proposals, the following paper explores the notions of kernel trick and
empirical feature space to reformulate the POM method and obtain nonlinear decision
boundaries. Additionally, we also propose a new technique for aligning the kernel matrix
taking into account the ordinal information (i.e. an ordinal kernel learning methodology)
as well as a regularised gradient-ascent methodology which is used to select the optimal
dimensionality for the empirical feature space. Note that optimally selecting the dimensionality of the empirical feature space is important, firstly for visualisation purposes and
secondly as a regularisation technique. In contrast to support vector machines, logistic
regression does not directly perform a regularisation step, so the use of this method is necessary (also to reduce the number of dimensions and alleviate the computational load).
All the methods proposed in this paper are independent of the learning algorithm and
could be employed in conjunction with any classifier.
The different experiments show that the proposed kernel techniques are able to increase the performance of linear ordinal regression methods, such as the POM, and reach
the performance of the state-of-the-art methods, while still being able to derive natural
probability estimates. Moreover, the gradient-ascent method could be used to approximately visualise the effect of the kernel function on the data and the optimal projection to a
subspace which maintains the ordinal information.
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Abstract
The classification of patterns into naturally ordered labels is referred to as ordinal regression, which is a very common setting for
real world applications. One of the most widely used ordinal regression algorithms is the Proportional Odds Model (POM), despite
the linearity of the resultant decision boundaries. Through different proposals, this paper explores the notions of kernel trick and
empirical feature space to reformulate the POM method and obtain nonlinear decision boundaries. Moreover, a new technique for
aligning the kernel matrix taking into account the ordinal problem information is proposed, as well as a regularised gradient ascent
methodology which is used to select the optimal dimensionality for the empirical feature space. The capability of the different
developed methodologies is evaluated by the use of a nonlinearly separable toy dataset and an extensive set of experiments over 28
ordinal datasets. The results indicate that the tested methodologies are competitive with respect to other state-of-the-art algorithms,
and they significantly improve the original POM algorithm.
Keywords:
Proportional Odds Model, Ordered logit, Ordinal Regression, Ordinal Classification, Kernel Trick, Kernel Learning
1. Introduction
In this paper, we consider the specific problem of ordinal
regression, which shares properties of classification and regression settings. Formally, Y (the target space) is a finite set, but
there exists an ordering among its elements. In contrast to regression, Y is a non-metric space, thus distances among categories are unknown. Besides, the zero-one loss function usually
considered for standard classification does not reflect the ordering of Y. Ordinal regression (or classification) problems arise
in fields as information retrieval, preference learning, economy,
and statistics, forming an emerging field in the areas of machine
learning and pattern recognition.
A great number of statistical methods for categorical data
treat all response variables as nominal, in such a way that the results are invariant to category permutations on those variables.
However, there are many advantages in treating an ordered categorical variable as ordinal rather than nominal [1, 2]. In this
vein, several approaches to tackle ordinal regression have been
proposed in the domain of machine learning over the years, the
Proportional Odds Model (POM) being one of the first ones,
dating back to 1980 [3]. Indeed, the POM can be contextualised in the most popular framework for ordinal regression,
i.e., the threshold models [4, 5, 3], which are based on the assumption that an underlying real-valued outcome exists (also
known as latent variable), although it is unobservable. These
methods try to determine the nature of the underlying outcome
∗ This paper has been invited to be included in the “Special Issue
Neurocomputing-IWANN2013”.
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by using a function f (·) and a set of thresholds to represent intervals in the range of f (·). Although very sophisticated and
successful learning techniques have been recently developed
for ordinal regression [6, 4, 5, 7], the use of the POM method
is widespread. However, the resulting decision boundaries are
linear, which is an unrealistic assumption for many real world
problems. To deal with this issue, the proposals presented in
this paper make use of the notion of the so-called kernel trick,
which implicitly maps input patterns into a high-dimensional
feature space via a function Φ(·) in order to compute nonlinear
decision boundaries. The standard process for applying the kernel trick requires reformulating the learning algorithm based on
dot products between the different training points, which implies some difficulties in the case of the POM, as we will see.
Alternatively, we consider the Empirical Feature Space (EFS)
[8, 9], which preserves the geometrical structure of the original
feature space (the dot products of the corresponding images are
equal to the original kernel values, and the distances and angles in the feature space are uniquely determined by dot products). The EFS is Euclidean, this allowing the kernelisation of
all kinds of linear machines [10, 11], with the advantage that
the algorithm does not need to be formulated to deal with dot
products.
The dimensionality of the EFS is the rank of the kernel matrix, which can be very high (e.g., in the case of a Gaussian kernel it usually corresponds to the number of training patterns).
This is a key factor in the reformulation of the POM algorithm,
whose computational cost is closely related to the dimensionality of the dataset. Therefore, we propose different techniques
to control this dimensionality while approximating the original
August 28, 2014

i.i.d. training sample D = {xi , yi }m
i=1 ∈ X × Y. The following
subsections describe some of the concepts needed to understand
the methodology proposed in this paper.

information contained in the kernel matrix and therefore including some form of regularisation.
On the other hand, the performance of the POM model constructed in the EFS directly depends on how well the kernel
function is adapted to the problem considered. Because of this,
kernel-target alignment, a well-known kernel learning technique,
[12, 13] is considered in this paper to better adapt the EFS to
each dataset. This technique is extended by including ordinal
weights in order to take the ordinal nature of the target variable into account. As will be analysed, such a kernel learning
technique is very useful for creating a method to automatically
compute the dimensionality of the EFS.
Summarising, the contributions of the paper can be said to
be threefold: 1) the application of the EFS to compute nonlinear decision boundaries for the POM at a limited computational
cost, leading naturally to probabilistic outputs; 2) an ordinal
kernel learning technique to better match the different datasets;
3) an extension of this kernel learning technique in order to automatically decide the dimensionality of the EFS.
The kernelisation of the POM has also been considered in
[14], where the POM method is extended for non-crisp ordinal regression task. Maximisation of the regularised loss function is accomplished by considering the representer theorem
[15]. However, the paper makes reference to a different setting, where partial class memberships are given for the patterns,
while we are provided with crisp ordinal targets. Moreover, our
method approaches the optimisation of the model in a more direct way by redefining the model in the EFS. Other works have
considered before a nonlinear version of the POM method (or
more generally, a nonlinear version of logistic regression) by
the use of artificial neural networks [16] or by including polynomial combinations of the input features. However, these strategies imply difficult optimisation processes. As will be shown
in the experimental section, the use of the EFS with a Gaussian
kernel allows the POM method to obtain much better results
and to handle nonlinear decision boundaries. The experiments
also show that the selection of the optimal dimensions is a crucial step which can significantly improve the algorithm performance, as well as the inclusion of the ordinal information in the
kernel optimisation process.
The rest of the paper is organised as follows: Section 2
presents some useful previous notions; Section 3 shows a description of the different proposals; Section 4 describes the experimental study and analyses the results; and finally, Section 5
outlines some conclusions and future work.

2.1. Proportional Odds Model
This is one of the first models specifically designed for ordinal regression, and it arises from a statistical background [3].
Let h denote an arbitrary monotonic link function and P(y 
Cq |x) the probability that a pattern x belongs to a class lower to
Cq (in the ordinal scale). The model:


h P(y  Cq |x) = bq − β> x, q = 1, . . . , Q − 1,
(1)

links the cumulative probabilities to a linear predictor and imposes an stochastic ordering of the space X, where bq is the
threshold separating classes Cq and Cq+1 and β is a linear projection. This model is naturally derived from the latent variable
motivation; then instead of fitting a decision rule f : X → Y
directly, this model defines a probability density function over
the class labels for a given feature vector x. Let us assume
that the ordinal response comes from a coarsely measured latent continuous variable f (x). Thus, label Cq in the training set
is observed if and only if f (x) ∈ [bq−1 , bq ], where the function f
(latent utility) and b = {b0 , b1 , ..., bQ−1 , bQ } are determined from
data. By definition, b0 = −∞ and bQ = +∞ and the real line
f (x) is divided into Q consecutive intervals, where each interval
corresponds to a category Cq .
Now, let define a model of the latent variable, f (x) = β> x +
, where  is the random variable with zero expectation, E[] =
0, and distributed according to the distribution function F . Then,
it follows that:
P(y  Cq |x) =

k=1

P(y = Ck |x) =

Pq

k=1

P( f (x) ∈ [bk−1 , bk ]) =

= P( f (x) ∈ [−∞, bq ]) = P(β> x +  ≤ bq ) = P( ≤ bq − β> x) =
= F (bq − β> x).

If a distribution assumption F is made for , the cumulative
model is obtained by choosing, as the inverse link function h−1 ,
the inverse distribution F−1 (quantile function). Note that F−1 :
[0, 1] → (−∞, +∞) is a monotonic function. The most common
choice for F is the logistic function [3].
2.2. Ideal kernel
Let H denote a high-dimensional or infinite-dimensional
Hilbert space. Then, for any mapping
of patterns
Φ : X → H,
D
E
of the mapped
the inner product k(xi , x j ) = Φ(xi ), Φ(x j )
H
inputs is known as a kernel function, giving rise to a positive
semidefinite (PSD) matrix K for a given input set X.
Although properties of a kernel function k are important,
often the kernel matrix (Ki j = k(xi , x j )) plays a more important role than the kernel function, given that most kernel algorithms work with this matrix. Kernel matrices contain information about the similarity among the patterns in a dataset. Therefore, the empirical ideal kernel [13], K∗ , (i.e., the matrix that

2. Previous notions
The goal in classification is to assign an input vector x to
one of Q discrete classes Cq , q ∈ {1, . . . , Q}. A formal framework for the ordinal regression problem can be introduced considering an input space X ∈ Rm×d , where m is the number of
training patterns and d is the data dimensionality. Moreover,
an outcome space Y = {C1 , C2 , . . . , CQ } can be defined, where
the labels are ordered in such a way that C1 ≺ C2 ≺ · · · ≺ CQ ,
where ≺ denotes the order relation. The objective for this learning setting is to find a prediction rule f : X → Y by using an

Pq

2

and P is a matrix consisting of the eigenvectors associated to
those r eigenvalues (i.e., u1 , . . . , ur ) in such a way that K =
Pr
T
i=1 λi ui ui . Note that this mapping corresponds to the principal component analysis whitening step [18], but applied to the
kernel matrix, instead of the covariance one. Then, the EFS can
be defined as an Euclidean space preserving the dot product
information about H contained in K (i.e., this space is isomorphic to the embedded feature space H, but being Euclidean).
Since distances and angles of the vectors in the feature space
are uniquely determined by dot products, the training data have
the same geometrical structure in both the EFS and the feature
space. The map from the input space to this r-dimensional EFS
is defined as Φer : X → Rr . More specifically:

would represent perfect similarity information) will submit the
following structure:
(
+1 if yi = y j ,
k∗ (xi , x j ) =
(2)
−1 otherwise
where K∗i j = k∗ (xi , x j ). Roughly speaking, K∗ provides information about which patterns in the dataset should be considered
as similar when performing some learning task. As we are dealing with a classification problem, patterns from the same class
should be considered totally similar, while patterns from other
classes should be considered as different as possible.
2.3. Centered kernel-target alignment
Suppose an ideal kernel matrix K∗ and a given real kernel matrix K. The underlying idea for kernel-target alignment
(KTA) [13] is to choose the kernel matrix K (among a set of
different matrices) closest to the ideal matrix K∗ . This can be
evaluated by the Frobenius inner product between these maP
∗
trices (i.e., hK, K∗ iF = m
i, j=1 k(xi , x j ) · k (xi , x j )), which give
us information of how well the patterns are classified in his
own category. Indeed, if we consider Eq. (2), the Frobenius
P
inner product could be rewritten as hK, K∗ iF = yi =y j k(xi , x j ) −
P
P
k(xi , x j ) is related to the
yi ,y j k(xi , x j ), where the term
yi =y
Pj
within-class distance, and the term yi ,y j k(xi , x j ) is related to
the between-class distance.
The KTA between two kernel matrices K and K∗ is defined
as:
hK, K∗ iF
.
(3)
A(K, K∗ ) = p
hK∗ , K∗ iF hK, KiF

Φer : xi → Λ−1/2 · P> · (k(xi , x1 ), . . . , k(xi , xm ))> .

It can be checked that the kernel matrix of training images obtained by this transformation corresponds to K, when considering the standard dot product [8, 9].
Furthermore, the EFS provides us with the opportunity to
limit the dimensionality of the space by choosing the j ≤ r
dominant eigenvalues (and their associated eigenvectors) to project the data, while maintaining the most important part of the
structure of H. Nevertheless, how to correctly choose j is still
a difficult issue to be solved.
Figure 1 has been included in order to graphically clarify
the concept of EFS. It can be seen that, despite the fact that
the three most representative dimensions are not enough to linearly separate the data, they actually provide useful information
about the order of the classes and the separation between them.

This quantity is totally maximised when the kernel function is
capable to reflect the properties of the training dataset used to
define the ideal kernel matrix.
However, some problems are found when considering KTA
for datasets with skewed class distributions [13, 17]. These
problems can be solved by the use of centred kernel matrices
[12], leading a methodology (centred kernel-target alignment,
CKTA) that have demonstrated to correlate better with performance than with the original definition of KTA. CKTA basically extends KTA by centring the patterns in the feature space.
The centred kernel version of a matrix K can be written as:

3. Proposed methodology: Tackling the ordinal information via the kernel trick

Kc = K − K1 m1 − 1 m1 K + 1 m1 K1 m1 ,
where 1 m1 corresponds to a matrix with all the elements equal to
1
m . Kc will also be a PSD matrix, fulfilling k(x, x) ≥ 0 ∀ x ∈ X
and symmetry.
2.4. Empirical Kernel Mapping
In this section, the Empirical Feature Space (EFS) [8] spanned
by the training data is defined. By definition, a kernel matrix K
can be diagonalised as follows:
K(m×m) = P(m×r) · Λ(r×r) · P>(r×m) ,

(5)

(4)

where r is the rank of K, Λ is a diagonal matrix containing the r
non-zero eigenvalues of K in decreasing order (i.e., λ1 , . . . , λr ),
3

Although Eq. (1) could be directly kernelised in the same
vein that it is done with support vector machines (SVMs) (see,
for example, [19]), this would imply substituting the standard
hinge loss by the negative log likelihood loss (in our case, both
adapted to ordinal regression). Because of the nature of this
log likelihood loss function, this would reduce the sparsity of
the obtained kernel machine. The reason then to consider the
EFS is precisely to be able to reduce the dimensionality of the
obtained kernel machine by the method presented in Section
3.2.1, which, in general, should improve the generalisation performance.
Three differentiated proposals can be found in this section
of the paper. Firstly, we propose how to extend the POM method
to deal with a nonlinear transformation of the input variables
making use of the kernel trick (i.e., the above mentioned EFS).
Secondly, we reformulate the notion of CKTA (a common strategy for kernel learning) to deal with classification problems that
present an ordinal structure by imposing different weights for
the different similarity errors. Finally, a new method is proposed for reducing the dimensionality of the subspace to which
the data are projected. As said before, this is very useful for the
reformulated POM, because it can decrease a lot the computational complexity (as opposed to considering the EFS with the
full-rank decomposition).

Original 2-dimensional train set

2

3-dimensional train set projected
by the empirical kernel map
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Figure 1: 3-dimensional approximation of the EFS induced by a Gaussian kernel for the nonlinearly separable synthetic toy dataset.

decision function in X, since a nonlinear transformation of the
input variables is being used.

3.1. Proportional Odds Model in the Empirical Feature Space
Far beyond the definition of the EFS, it is well-known that
the kernel trick turns a linear decision boundary in H into a
nonlinear decision boundary in X. This allows the formulation
of nonlinear variants of many algorithms (those which can be
cast in terms of the inner products between patterns). When using the EFS, this last restriction is avoided and any standard linear decision algorithm can be used, without any loss of generality. Figure 2 shows the case of a synthetic dataset representing
a nonlinearly separable classification task and its transformation to the two-dimensional EFS (using the two most dominant
eigenvectors), which is linearly separable.

3.2. Kernel-Target Alignment for ordinal classification

Two-dimensional donut toy dataset
(non-linearly separable)

Two-dimensional projection of the toy data
by the empirical kernel map (linearly separable)

Figure 2: Synthetic two-dimensional dataset representing a nonlinearly separable classification problem and its transformation to the 2 dominant dimensions of the EFS induced by the Gaussian kernel function (linearly separable
problem). Note that the H space can not be represented itself. However, the
transformation performed when applying the kernel trick can be observed by
analysing the two-dimensional EFS representation.

Now, consider the use of the EFS transformation Φer (x) (Eq.
(5)) for redefining the POM. Eq. (1) is reformulated as:


h P(y  Cq |x) = bq − β> Φer (x) =
(6)
= bq − β> Λ−1/2 · P> · (k(x, x1 ), . . . , k(x, xm ))> .

(7)

In this case, the model of the latent variable will submit the
formulation f (Φer (x)) = β> · Φer (x) + , where β will be a linear
projection. However, this projection will perform as a nonlinear
4

Standard multinomial classification problems have been studied by using KTA based on a geometrical interpretation [20],
resulting in a simple modification of the original KTA (which
was initially designed for binary problems). Instead of considering the kernel equal to −1 when the patterns do not belong
to the same class, it is assigned to −1/(Q − 1), being Q the
number of classes in the problem. This is done because each
description x is associated to one of the Q vertices of a (Q − 1)dimensional centred simplex. However, such approach is not
consistent when considering a dataset with an ordinal structure,
because all the errors committed are equally weighted and all
the classes are said to be equally similar to the rest of classes.
For the sake of understanding, consider a dataset D composed of five patterns belonging to four different classes, i.e.,
D = {(x1 , C1 ), (x2 , C2 ), (x3 , C3 ), (x4 , C3 ), (x5 , C4 )}. The ideal
kernel matrix for D can be seen in Table 1. Bold face is used
in this Table to outline some of the entries of these matrices.
Note that the kernel matrix can be seen from a pattern similarity/dissimilarity perspective. Now, examine the two arbitrary
kernel matrices K1 and K2 . In the Gram matrix K1 , the pattern
x1 ∈ C1 is said to be similar to x2 ∈ C2 , while, in the Gram
matrix K2 , it is said to be similar to x5 ∈ C4 . In the case of ordinal regression, those misclassification errors involving a higher
number of categories between the real label and the predicted
one (in the ordinal scale) should be more penalised [2, 21, 22].
Similarly, matrix K2 (which is confusing a pattern from the first
class with one of the fourth one) should result in a lower KTA
than K1 (which is confusing this pattern with one of the neighbouring classes).
Table 2 shows three different error weighting cost matrices used in previous works. The first one is associated with the
nominal classification setting, where all the misclassification errors are considered to be equal. The second one, is known as the
absolute cost matrix, and it takes into account the difference of
the assigned values for the categories, that is |r(y j )−r(yi )|, (r(yi )
being the ranking for a given target yi , i.e., the position of yi in

original CKTA. In this paper, we will use two different strategies. This subsection presents one of them, and subsection 3.3
proposes the other. In this subsection, we use a Quadratic Programming problem (QP) (by means of multiple kernel learning
techniques), which has a single global maximum and it is easier
to optimise. The solution of this QP problem will result in a kernel matrix defining the optimal EFS for the considered problem.
We optimise a convex combination of kernel matrices, where
each matrix is associated to a different parameter for the kernel
width. Therefore, we fix a set of p possible parameter values
for the kernel width α, i.e., {α1 , . . . , α p } and compute the kernel
matrices obtained for these values {Kα1 , . . . , Kα p }. To optimise
CKTA (or the proposed ordinal version), we can derive a kernel
Pp
Pp
matrix Kδ = i=1
δi Kαi with δi ≥ 0 and i=1
δi = 1. The optimisation problem for the ordinal version of CKTA will be the
following:
Kδc , K∗ ◦ W F
,
max
δ∈M
||Kδc ||F
p
where ||A||F = hA, AiF and M = {δ : ||δ||2 = 1}. The QP
optimization problem associated can be solved as in [12].
To show how the different weights in Table 1 may influence the choice of the parameters we include the optimisation
surfaces obtained for δ when α = {0.01, 1, 100}. We use a threeP
dimensional simplex (to fulfil δi ≥ 0 and 3i=1 δi = 1), as can be
seen in Figure 3, where the coloured points show how to select
the values of the parameters δ in order to fulfil their constraints.
Figure 4 shows these optimisation surfaces for two datasets of
the experiments considered in this paper (LEV and toy) and the
three weight matrices in Table 1. As can be appreciated, the
surfaces are very different and the optimum value can be found
in a different region of the simplex.

Table 1: Example of different kernel matrices for the hypothetical dataset D.


+1
−1

−1

−1
−1

Ideal kernel matrix K∗

−1 −1 −1 −1+1

+1 −1 −1 −1+1

−1 +1 +1 −1−1

−1 +1 +1 −1−1
−1 −1 −1 +1 −1

Kernel matrix K1
+1 −1 −1
+1 −1 −1
−1 +1 +1
−1 +1 +1
−1 −1 −1


−1+1

−1−1

−1−1

−1−1
+1 +1

Kernel matrix K2
−1 −1 −1
+1 −1 −1
−1 +1 +1
−1 +1 +1
−1 −1 −1


+1

−1

−1

−1
+1

the ordinal scale). Finally, the third one is the quadratic version
of the absolute cost matrix. Absolute cost and quadratic absolute cost are commonly considered for ordinal regression problems, as a way of obtaining classifiers which minimise those
misclassification errors involving several categories in the ordinal scale.
Table 2: Different cost matrices which can be found in the literature.

C1
C2
C3
C4

C1
0
1
1
1

Nominal cost
C2 C3 C4
1
1
1
0
1
1
1
0
1
1
1
0

Absolute cost
C1 C2 C3 C4
0
1
2
3
1
0
1
2
2
1
0
1
3
2
1
0

Quadratic abs.
C1 C2 C3
0
1
4
1
0
1
4
1
0
9
4
1

cost
C4
9
4
1
0

In the same vein, we propose to consider these matrices
when obtaining the KTA of a matrix, in order to penalise differently the misalignment errors of an evaluated matrix. That
is, a weighting matrix W is defined in such a way that K∗ ◦ W
imposes a weighting for the different similarity or dissimilarity errors committed, where A ◦ B represents the hadamard or
entrywise product between matrices A and B. A first idea for
weighting errors would be the use of the absolute errors commonly used for ordinal classification, i.e.:
(
1,
if yi = y j ,
w(xi , x j ) =
(8)
|r(yi ) − r(y j )|, otherwise.

0

0.2

0.4

As discussed previously, the centred version of the matrices
will be considered, avoiding problems with skewed class distributions. Therefore, the proposed ordinal version Ãc of CKTA
is defined as follows:
Ãc (K, K∗ ) = Ac (K, K∗ ◦ W).

0.8

0.6

0.6

0.4

0.8

0.2

0

(9)

0

This reformulation of CKTA for ordinal problems can be
used for optimising the parameters of the kernel matrix (subsection 3.2.1), as well as for choosing the optimal dimensions for
projecting the data onto a lower dimensional space (subsection
3.3). Both approaches will be considered for the experiments in
order to improve the quality of the EFS in conjunction with the
POM method.

0.2

0.4

0.6

0.8

Figure 3: Simplex example where it can be seen how to compute δ1 , δ2 and δ3
P
in order to fulfill the constraints δi ≥ 0 and 3i=1 δi = 1.

3.3. Selection of bases for projecting: A regularised gradientbased technique using CKTA
The above mentioned methodology is not suitable for choosing the optimal set of bases for projecting the data. Therefore,
once the kernel matrix has been optimized by the process presented in the previous subsection, we now present a regularised
gradient ascent methodology to improve the alignment of the
kernel matrix by selecting some of its bases.

3.2.1. Optimisation of the ordinal Centred Kernel-Target Alignment via Multiple Kernel Learning
For the optimisation of the proposed ordinal CKTA, one
could use any of the optimisation strategies proposed for the
5

LEV

Standard alignment

Ordinal quadratic alignment

Ordinal alignment
0.28

0.30

0.3

0.22

0.28

0.22

0.26

0.2

0.24

0.18

0.28

0.26

0.16

0.22

0.24

0.14

0.2

0.22

0.12
0.18

0.2

0.1
0.16

0.18

0.08
0.14

0.16

0.06

0.12

0.14

0.12

0.14

0.04

0.04

toy

Ordinal alignment

Standard alignment

Ordinal quadratic alignment
0.18

0.20

0.18

0.2

0.16
0.16

0.18

0.16

0.14
0.16
0.14

0.12

0.14
0.12

0.12

0.1
0.1

0.1

0.08

0.08

0.08

0.8

0.06

0.06

0.04

0.04

0.04

0.06

0.04

0.02

0.02

0.02

0.02

Figure 4: Kernel-target alignment optimisation surfaces for {δ1 , δ2 , δ3 } for the LEV and toy datasets and three different weighting matrices (see Table 2).

Usually, the j dominant eigenvectors (the ones associated
to the highest eigenvalues) are used as a projection onto a subspace to remove noise (as done in principal components analysis) or for visualisation purposes. Therefore, the eigenvalues
ranking from j + 1 to r (and the corresponding eigenvectors)
Pj
are discarded so that K j = i=1
λi ui uTi . By using this idea, the
distance to the original kernel r-rank matrix K (i.e., ||K − K j ||2F )
is minimised over all rank- j matrices. However, in this case,
we aim to find the projection that minimises ||K∗ − K j ||2F for K∗
being the ideal kernel. Note that, since K does not include any
information about the target variable, the bases associated to
the highest eigenvalues of K do not have to be so informative.
Alternatively, we can form a matrix:
Kw =

r
X

f (wi )λi ui uTi ,

i.e., the sigmoid function. We experimentally found that this
formulation promotes more sparsity than L2 norm, while being
still derivable. As we apply gradient descent optimisation for
optimisation, considering L1 -norm would imply a constrained
problem (with a higher computational cost) or applying iterative
techniques similar to those in [23].
Because of the differentiability of the function to maximise
in Eq. (11) (which will be named g from now on) with respect
to the vector w, a gradient ascent algorithm can be used to maximise it. The gradient vector
of the following
h ∂gwill be composed
i
∂g T
partial derivatives Og = ∂w
,
.
.
.
,
.
The
iRprop+ algo∂wr
1
rithm is considered for optimising the aforementioned function,
because of its proven robustness for optimising KTA [24]. Each
∂g
parameter wi will be updated considering the sign of ∂w
but not
i
the magnitude. Although the second partial derivatives can also
be computed and used for optimisation, they actually make the
process more computationally costly due to the complexity of
their formulae.
The first derivative of g with respect to wi is:

(10)

i=1

where f (wi ) ∈ [0, 1] so as to maintain Kw to be PSD and for
simplicity. In this way, the weight of the eigenvectors is now
determined by f (wi ) and λi . The objective of this definition is
to generalise the combination of the eigenvectors in order to
obtain information about which of them are more important for
improving the CKTA. We aim to find a lower subspace for our
data that maintains the labelling information in a proper way.
We propose to define the optimisation problem as follows:


r
X


µ
∗
∗
f (wi ) ,
(11)
w = arg max Ac (Kw , K ) −
w
r i=1

∂g
∂Ac (Kw , K∗ ) µ ∂ f
=
− ·
,
∂wi
∂wi
r ∂wi
where the alignment derivative with respect to wi is:

1
=
||K∗c ||F

where f (wi ) ∈ [0, 1] and µ is a regularisation parameter. L1 or
L2 norms could be considered for the weights (i.e., f (wi ) = |wi |
or f (wi ) = w2i , respectively). For simplicity, we choose:
f (wi ) =

1
,
1 + e−wi

(13)

E
 D ∂K
 ∂ww , K∗c
i
F

−
 ||K ||
wc F

∂Ac (Kw , K∗ )
∂wi
E
D
∗
w
Kw , Kc F · Kwc , ∂K
∂wi
||Kwc ||3F

= (14)


F
 , (15)


and, for matrices K1 and K2 , it is satisfied that K1c , K2c F =
K1 , K2c F = K1c , K2 F [12], which simplifies the computation. The computation of the KTA takes O(m2 ) operations per

(12)
6

1

Table 3: Characteristics of the 28 benchmark datasets used for the experiments.
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Figure 5: Two-dimensional representation of the structure of an ordinal nonlinearly separable toy dataset.

parameter wi to optimise [25]. Because this optimisation does
not involve any additional optimisation problem, it is very fast
in practice. The derivative of the kernel (see Eq. (10)) is in this
case:
∂f
e−wi
∂Kw
λi ui uTi .
(16)
=
λi ui uTi =
∂wi
∂wi
(1 + e−wi )2
P
The regularisation term in Eq. (11) (i.e., the term µ ri=1 f (wi ))
results in the less representative bases presenting a wi value
close to zero, and the most representative ones close to one. The
bases with wi close to one are the ones chosen for projecting the
data. The parameter µ is set by cross-validation. After applying
the gradient ascent method, those bases which f (wi ) < 10−6 are
eliminated from the kernel matrix, and the original eigenvalues
of the remaining bases are taken into account to reconstruct the
matrix.
Although we have considered original CKTA for all these
definitions, ordinal CKTA can be similarly considered by applying the weight matrix to the ideal kernel matrix. If we include the ordinal version of CKTA in Eq. (11), the projections
that better maintain the ordinal similarity information will be
preferred.
The convergence of the proposal to a proper solution is now
discussed. Consider the case when there is a basis that perfectly
projects the patterns according to the labelling (for example, the
eigenvalue λ1 and the associated eigenvector u1 ). Let denote the
projected kernel matrix using this basis as Kλ1 = f (w1 )λ1 u1 uT1 .
Furthermore, consider other basis (λ2 , u2 and Kλ2 ) which projection results in no useful information about the labelling. That
is, Ac (Kλ1 , K∗ ) = 1 (or, in other words Kλ1 = cK∗ , where c is
a scalar) and Ac (Kλ2 , K∗ ) = 0. Let suppose r = 2, so that
Kw = Kλ1 + Kλ2 . Under these assumptions, what we would
like to show is how f (w2 ) influences Ac (Kw , K∗ ). First, the
alignment can also be defined as:
Tr(Kλ K∗ ) + Tr(Kλ2 K∗c )
Ac (Kw , K ) = p
= p 1 c
.
Tr((K∗c )2 )Tr(K2wc )
Tr((K∗c )2 )Tr(K2wc )
(17)
Note that the fact that Ac (Kλ2 , K∗ ) = 0 comes from Tr(Kλ2 K∗c ) =
0. Besides, Tr(K2wc ) = ( f (w1 )λ1 )2 + ( f (w2 )λ2 )2 . Note that
the only case in which Ac (Kw , K∗ ) = Ac (Kλ1 , K∗ ) (i.e., the
∗

Tr(Kw K∗c )
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Dataset
contact-lenses
pasture
squash-stored
squash-unstored
tae
SWD
car
diabetes5
pyrim5
triazines5
wisconsin5
machine5
toy
auto5
housing5
eucalyptus
stock5
LEV
automobile
heating
cooling
diabetes10
pyrim10
triazines10
wisconsin10
machine10
auto10
housing10
stock10

#Pat. #Attr. #Classes
24
6
3
36
25
3
52
51
3
52
52
3
151 54
3
1000 10
4
1728 21
4
43
2
5
74
27
5
186 60
5
194 32
5
209
6
5
300
2
5
392
7
5
506 13
5
736 91
5
950
9
5
1000 4
5
205 71
6
768
8
8
768
8
8
43
2
10
74
27
10
186 60
10
194 32
10
209
6
10
392
7
10
506 13
10
950
9
10

Class distribution
(15,5,4)
(12,12,12)
(23,21,8)
(24,24,4)
(49, 50, 52)
(32,352,399,217)
(1210,384,69,65)
(5,6,22,8,2)
(7,28,17,12,10)
(7,10,26,86,57)
(67,41,43,24,19)
(152,27,13,7,10)
(35,87,79,68,31)
(91,131,101,59,10)
(77,239,123,36,31)
(180, 107, 130, 214, 105)
(158,227,272,207,86)
(93,280,403,197,27)
(3,22,67,54,32,27)
(20,265,112,51,119,85,82,34)
(150,198,52,114,126,89,26,13)
(2,3,3,3,10,12,4,2,2,2)
(2,2,14,14,13,5,10,4,3,7)
(4,3,2,8,11,15,36,50,45,12)
(46,21,28,13,25,18,14,10,9,10)
(115,37,21,6,8,5,3,4,4,6)
(13,78,73,58,53,48,37,22,4,6)
(22,55,85,154,84,39,29,7,10,21)
(48,110,108,119,168,104,104,103,64,22)

All nominal variables are transformed into binary ones.
For discretised datasets, the number included in their names (5 or 10) represents the number
of bins considered during discretisation.

maximum value) is for f (w2 ) = 0, which makes Tr(Kw K∗c ) =
Tr(K2wc ).
Moreover, given the definition of Kλ1 and Kλ2 and the fact
that u1 and u2 are orthonormal, i.e., Tr(Kλ1 c Kλ2 c ) = 0, the
alignment between these two matrices is zero (they are uncorrelated). In this way, the alignment provided by one basis does
not affect the alignment provided by the others.
Finally, note that this projection technique can also be used
for visualisation purposes in supervised learning contexts (as an
analogue technique for Kernel Principal Component Analysis
for non-supervised problems), by optimising the bases and then
representing the projection onto the two or three most dominant
bases.
4. Experimental results
This section presents the experimental part of the paper: the
datasets and methods tested, the evaluation measures and, finally, the results obtained.
4.1. Datasets
Several benchmark datasets have been considered in order
to validate the methodologies proposed; some publicly available real ordinal classification datasets were extracted from the
UCI and mldata.org repositories [26, 27] and some of the
ordinal regression benchmark datasets provided by Chu et. al
[28] were considered due to their widespread use in ordinal regression [5, 29]. The latter do not originally represent ordinal

classification tasks but regression ones, where the target variable is discretised into Q different bins (representing classes)
with equal bining, to turn regression into ordinal classification.
Table 3 presents the main characteristics of 28 the datasets used
for the experiments. A synthetic two-dimensional toy dataset
has been included in the experiments. The representation of
this dataset can be seen in Figure 5.
Regarding the experimental setup, a 30-holdout stratified
technique has been applied to divide the datasets, using 75% of
the patterns for training the model, and the remaining 25% for
testing it. One model is obtained and evaluated for each split.
Finally, the results are taken as the mean and standard deviation
over each one of the test sets.

• Finally, we also tested the KLRGB-POM methodology
described above, but considering the notion of ordinal
CKTA (introduced in Section 3.2) for both kernel optimisations (OKLRGB-POM).
The source code in Matlab for the proposed methods can be
downloaded from the web associated to this paper1 .
Furthermore, two well-known kernel methods for ordinal
regression have been chosen for comparison purposes (Kernel
Discriminant Learning for Ordinal Regression [5], KDLOR,
and Support Vector for Ordinal Regression with Implicit Constraints [29], SVORIM).
For model selection, a stratified nested 3-fold cross-validation has been applied to the training sets, with kernel width
within the values {10−2 , 100 , 102 }. The same values are considered for the cost parameter of SVORIM. The cross-validation
criterion is the MAE, since it can be considered the most common one in ordinal regression. The kernel selected
for all the


4.2. Metrics considered
Concerning evaluation measures, several metrics can be considered for ordinal classifiers, but the most common ones in
machine learning are the Mean Absolute Error (MAE) and the
Accuracy (Acc) [2, 5, 29], where the MAE is the average deviation in absolute value of the predicted class from the true class
PN
e(xi ), where e(xi ) = |r(yi ) − r(y∗i )| is
[21], MAE = (1/N) i=1
the distance between the true and the predicted ranks. MAE
values range from 0 to Q − 1 (maximum deviation in number of
ranks between two labels). Instead, Acc penalises all mistakes
equally.

0 2

k
where
algorithms is the Gaussian one, K(x, x0 ) = exp − kx−x
σ2
σ is the width of the kernel. The logit function has been used for
all the POM-based algorithms. The number of dimensions for
the empirical feature space ( j) has been cross-validated within
the values {10, 20, 30}. For KLRGB-POM and OKLRGB-POM,
the number of kernels and widths considered (p) are the same
than those used for cross-validation ({10−2 , 100 , 102 }).
Concerning the gradient-based technique, the initial points
for all the methods tested were randomly chosen from a uniform distribution U[0, 1]. The gradient norm stopping criterion
was set at 10−5 and the maximum number of conjugate gradient
steps at 50. Furthermore, the µ parameter associated to the regularisation was cross-validated within the values {10−4 , 10−2 , 100 }.

4.3. Methods tested
To test the different proposals in Section 3, we consider the
comparison of the following methods:
• The POM algorithm in the original input space X, which
is a linear method (POM).

4.4. Results
The results of the battery of experiments can be seen in Table 4 (for Acc) and Table 5 (for MAE), where all the methods
described in the previous subsection have been tested. To better
summarise these results, these tables also show the test mean
rankings in terms of Acc and MAE for all the methods considered in this experiment, along all of the 28 datasets. For each
dataset, a ranking of 1 is given to the best method in average,
• The POM algorithm kernelised using a regularised gradient- and a 7 is given to the worst one. It can be seen, that simply
cross-validating the number of dimensions, the POM algorithm
based technique for selecting the dominant dimensions
can be improved to a great extent (POM versus K-POM com(KRGB-POM). The width of the Gaussian kernel is also
parison), and that the use of a more intelligent technique for seselected through cross-validation, so the difference belecting the bases for projecting is a good option (KRGB-POM
tween KRGB-POM and K-POM lies only on the selecversus K-POM). The QP kernel learning technique of methods
tion of the dominant dimensions through the regularised
KLRGB-POM and OKLRGB-POM also improve the results.
gradient-based technique presented in Section 3.3.
Finally, it can be seen that using a weighting matrix in CKTA
• Kernelised version of the POM algorithm solving a QP
can help to improve the results in terms of MAE (KLRGBoptimisation problem for learning the kernel presented in
POM versus OKLRGB-POM). The results also show that the
Section 3.2.1 (instead of cross-validation), and the reguproposals are competitive with the selected ordinal state-of-thelarised gradient-based technique for selecting the domiart methods (KDLOR and SVORIM) and are able to outperform
nant dimensions of Section 3.3 (KLRGB-POM). The origthe standard linear POM algorithm in most cases. The cases of
inal version of CKTA was considered.
the toy and eucalyptus datasets are very good examples of the
• A kernelisation of the POM algorithm, cross-validating
the number of dimensions for the projected subspace and
the width of the Gaussian kernel (K-POM). The dimensions selected are always those with the highest eigenvalues. For this and the following three methods, the EFS
was considered to perform this kernelisation, as introduced in Section 3.1.

1 http://www.uco.es/grupos/ayrna/neucom-kpom
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Table 4: Results obtained for each method reported in terms of Acc.
Dataset
contact-lenses
pasture
squash-stored
squash-unstored
tae
SWD
diabetes5
pyrim5
triazines5
wisconsin5
machine5
toy
auto5
housing5
eucalyptus
stock5
LEV
automobile
heating
cooling
diabetes10
pyrim10
triazines10
wisconsin10
machine10
auto10
housing10
stock10
Ranking

POM
K-POM
KRGB-POM
KLRGB-POM OKLRGB-POM
KDLOR
65.56 ± 15.74 50.00 ± 20.53 60.00 ± 18.88
62.23 ± 13.79
62.22 ± 13.79
48.89 ± 21.41
46.30 ± 13.40 60.74 ± 16.18 63.33 ± 13.42
64.44 ± 13.18
65.19 ± 11.57
60.74 ± 11.20
38.97 ± 15.38 60.51 ± 12.73 69.49 ± 12.20
66.15 ± 11.36
65.13 ± 11.02
65.38 ± 13.36
36.67 ± 14.66 62.05 ± 14.27 76.15 ± 11.13
77.95 ± 12.08
76.92 ± 12.29
73.33 ± 13.81
43.86 ± 11.49
36.32 ± 6.00
57.28 ± 7.17
57.89 ± 6.37
57.46 ± 6.26
57.28 ± 5.43
52.88 ± 3.22
55.81 ± 2.84
57.28 ± 3.38
57.51 ± 3.45
57.09 ± 3.61
47.93 ± 2.98
42.73 ± 10.98 41.52 ± 14.46 44.55 ± 13.58
48.18 ± 8.32
49.39 ± 7.80
52.42 ± 5.69
46.67 ± 10.95
59.90 ± 8.13
57.37 ± 9.23
57.72 ± 8.67
60.00 ± 9.11
49.12 ± 10.82
30.85 ± 1.08
45.39 ± 3.84
42.70 ± 10.04
44.40 ± 5.05
44.82 ± 4.36
46.60 ± 2.46
28.50 ± 6.33
29.52 ± 4.24
24.76 ± 8.11
20.95 ± 3.51
20.75 ± 3.64
21.22 ± 1.48
85.16 ± 4.28
83.84 ± 5.31
83.33 ± 5.03
82.83 ± 5.50
83.90 ± 4.02
82.14 ± 4.40
30.13 ± 5.36
91.15 ± 3.44
92.09 ± 3.05
91.16 ± 3.14
90.84 ± 3.60
88.93 ± 3.17
62.11 ± 5.04
75.82 ± 3.77
75.37 ± 4.15
74.32 ± 4.60
74.08 ± 4.92
70.99 ± 4.55
60.68 ± 4.09
73.12 ± 4.08
73.81 ± 4.05
76.17 ± 2.88
76.98 ± 2.80
73.81 ± 3.14
15.02 ± 1.51
52.92 ± 3.47
55.60 ± 3.17
61.54 ± 2.43
61.07 ± 5.56
56.90 ± 3.69
63.77 ± 2.25
84.24 ± 1.86
87.59 ± 1.67
88.98 ± 1.68
89.02 ± 1.98
85.28 ± 2.05
53.92 ± 3.18
61.95 ± 2.69
62.15 ± 2.41
62.40 ± 2.77
62.60 ± 2.81
54.60 ± 2.88
38.78 ± 20.14
53.59 ± 5.82
69.62 ± 6.69
64.87 ± 4.89
65.90 ± 5.39
70.71 ± 6.32
53.02 ± 3.80
69.41 ± 2.70
86.77 ± 2.89
81.25 ± 3.78
82.41 ± 1.91
78.23 ± 6.64
50.36 ± 3.84
64.84 ± 2.41
73.63 ± 3.01
71.04 ± 2.49
70.82 ± 2.65
72.64 ± 3.49
25.15 ± 11.62
20.30 ± 9.75
23.03 ± 8.85
22.73 ± 7.83
23.03 ± 8.85
19.09 ± 8.04
32.81 ± 10.41 34.21 ± 10.95 30.18 ± 11.80
22.64 ± 5.01
22.63 ± 5.55
30.18 ± 8.73
6.23 ± 0.80
29.29 ± 4.73
24.18 ± 10.42
30.35 ± 6.34
29.15 ± 7.56
23.76 ± 4.26
15.92 ± 5.48
12.65 ± 4.37
12.45 ± 5.98
10.82 ± 2.99
10.61 ± 3.69
6.53 ± 0.83
64.84 ± 6.51
67.99 ± 4.87
67.36 ± 6.15
68.43 ± 5.43
66.98 ± 4.14
65.03 ± 5.28
37.24 ± 4.53
55.71 ± 4.88
55.10 ± 4.99
51.36 ± 11.00
52.72 ± 10.56
47.31 ± 4.86
35.96 ± 2.96
58.01 ± 5.18
58.32 ± 3.93
56.33 ± 4.96
56.51 ± 4.02
55.30 ± 4.23
34.10 ± 3.02
68.45 ± 2.42
74.85 ± 3.21
82.31 ± 2.13
82.28 ± 2.10
71.76 ± 3.57
5.71
4.46
3.36
3.04
3.29
4.95
Friedman’s test: Confidence interval C0 = (0, Fα=0.05 ) = 2.15, F-valAcc : 8.24 < C0

SVORIM
63.89 ± 8.84
66.67 ± 11.30
63.33 ± 11.37
75.38 ± 12.02
57.19 ± 6.87
56.73 ± 2.78
49.09 ± 7.40
58.77 ± 9.88
45.96 ± 2.66
26.33 ± 4.89
83.58 ± 3.87
94.76 ± 2.57
74.76 ± 3.37
75.51 ± 3.17
60.69 ± 2.58
87.87 ± 1.83
61.72 ± 2.87
70.71 ± 4.19
74.74 ± 5.43
68.61 ± 5.02
20.00 ± 10.78
37.72 ± 7.58
29.86 ± 3.28
11.22 ± 3.93
65.41 ± 5.11
56.12 ± 4.48
59.00 ± 3.97
79.08 ± 2.37
3.20

The best method is in bold face and the second one in italics.

Table 5: Results obtained for each method reported in terms of MAE.
Dataset
contact-lenses
pasture
squash-stored
squash-unstored
tae
SWD
diabetes5
pyrim5
triazines5
wisconsin5
machine5
toy
auto5
housing5
eucalyptus
stock5
LEV
automobile
heating
cooling
diabetes10
pyrim10
triazines10
wisconsin10
machine10
auto10
housing10
stock10
Ranking

POM
K-POM
KRGB-POM
KLRGB-POM OKLRGB-POM
KDLOR
0.500 ± 0.255 0.722 ± 0.298 0.561 ± 0.257
0.378 ± 0.138
0.377 ± 0.138
0.656 ± 0.239
0.589 ± 0.168 0.426 ± 0.168 0.370 ± 0.132
0.356 ± 0.132
0.348 ± 0.116
0.396 ± 0.116
0.792 ± 0.260 0.426 ± 0.153 0.308 ± 0.128
0.344 ± 0.121
0.351 ± 0.117
0.362 ± 0.147
0.797 ± 0.246 0.385 ± 0.146 0.238 ± 0.111
0.221 ± 0.121
0.231 ± 0.123
0.267 ± 0.138
0.751 ± 0.200 0.650 ± 0.063 0.533 ± 0.106
0.456 ± 0.065
0.465 ± 0.067
0.453 ± 0.058
0.504 ± 0.035 0.460 ± 0.029 0.446 ± 0.037
0.445 ± 0.035
0.448 ± 0.037
0.591 ± 0.033
0.670 ± 0.130 0.733 ± 0.151 0.718 ± 0.272
0.633 ± 0.179
0.620 ± 0.143
0.621 ± 0.093
0.711 ± 0.155 0.442 ± 0.114 0.474 ± 0.129
0.470 ± 0.110
0.465 ± 0.115
0.596 ± 0.124
1.053 ± 0.032 0.677 ± 0.049 0.842 ± 0.428
0.738 ± 0.131
0.713 ± 0.080
0.671 ± 0.032
1.144 ± 0.156 1.007 ± 0.088 1.401 ± 0.373
1.041 ± 0.051
1.043 ± 0.051
1.110 ± 0.022
0.178 ± 0.045 0.198 ± 0.052 0.195 ± 0.064
0.184 ± 0.063
0.177 ± 0.043
0.214 ± 0.062
0.944 ± 0.122 0.090 ± 0.034 0.079 ± 0.031
0.088 ± 0.031
0.092 ± 0.036
0.111 ± 0.032
0.385 ± 0.054 0.246 ± 0.040 0.251 ± 0.043
0.255 ± 0.050
0.265 ± 0.053
0.297 ± 0.051
0.404 ± 0.041 0.283 ± 0.045 0.270 ± 0.045
0.250 ± 0.031
0.243 ± 0.033
0.269 ± 0.032
1.940 ± 0.276 0.557 ± 0.045 0.529 ± 0.051
0.436 ± 0.031
0.453 ± 0.142
0.504 ± 0.046
0.375 ± 0.022 0.158 ± 0.019 0.124 ± 0.017
0.111 ± 0.017
0.110 ± 0.020
0.148 ± 0.021
0.505 ± 0.033 0.418 ± 0.029 0.416 ± 0.024
0.413 ± 0.031
0.412 ± 0.030
0.514 ± 0.034
1.153 ± 0.750 0.522 ± 0.072 0.411 ± 0.101
0.402 ± 0.073
0.393 ± 0.076
0.384 ± 0.088
0.555 ± 0.040 0.341 ± 0.032 0.134 ± 0.028
0.200 ± 0.058
0.184 ± 0.022
0.225 ± 0.067
0.580 ± 0.049 0.396 ± 0.026 0.272 ± 0.031
0.307 ± 0.028
0.305 ± 0.030
0.296 ± 0.036
1.442 ± 0.331 1.645 ± 0.296 1.500 ± 0.351
1.382 ± 0.328
1.352 ± 0.222
1.521 ± 0.256
1.344 ± 0.214 1.058 ± 0.196 1.351 ± 0.429
1.379 ± 0.163
1.332 ± 0.193
1.342 ± 0.274
2.742 ± 0.417 1.311 ± 0.095 2.188 ± 1.363
1.409 ± 0.426
1.548 ± 0.654
1.438 ± 0.081
2.431 ± 0.190 2.224 ± 0.139 3.228 ± 0.780
2.251 ± 0.124
2.232 ± 0.087
2.359 ± 0.051
0.534 ± 0.137 0.501 ± 0.132 0.516 ± 0.142
0.451 ± 0.099
0.464 ± 0.081
0.531 ± 0.146
0.769 ± 0.070 0.518 ± 0.058 0.525 ± 0.067
0.645 ± 0.412
0.610 ± 0.399
0.680 ± 0.075
0.844 ± 0.061 0.525 ± 0.073 0.502 ± 0.058
0.562 ± 0.099
0.580 ± 0.074
0.521 ± 0.056
0.870 ± 0.049 0.319 ± 0.025 0.258 ± 0.032
0.180 ± 0.021
0.179 ± 0.021
0.290 ± 0.035
6.25
4.52
4.09
2.93
2.71
4.54
Friedman’s test: Confidence interval C0 = (0, Fα=0.05 ) = 2.15, F-valAcc : 13.86 < C0

SVORIM
0.522 ± 0.122
0.333 ± 0.113
0.377 ± 0.118
0.246 ± 0.120
0.468 ± 0.071
0.446 ± 0.029
0.667 ± 0.099
0.449 ± 0.125
0.677 ± 0.035
1.040 ± 0.058
0.181 ± 0.038
0.052 ± 0.026
0.262 ± 0.036
0.251 ± 0.034
0.439 ± 0.032
0.121 ± 0.018
0.420 ± 0.030
0.368 ± 0.075
0.273 ± 0.065
0.350 ± 0.062
1.527 ± 0.291
0.995 ± 0.185
1.288 ± 0.095
2.319 ± 0.099
0.482 ± 0.109
0.504 ± 0.057
0.482 ± 0.059
0.212 ± 0.024
2.96

The best method is in bold face and the second one in italics.

capability of the proposals to deal with nonlinearly separable
data. Indeed, in those datasets where the POM has achieved
better results, the proposed methods also obtained a similar performance.

As can be observed in the results, OKLRGB-POM performs
better than KLRGB-POM in MAE but worse in Acc. This is
a consequence of the cost matrices introduced in Section 3.2,
where a uniform cost for all errors (KLRGB) is clearly favour9

ing accuracy, while non-uniform costs (OKLRGB) are better
for reducing MAE. However, when dealing with ordinal regression problems, classifiers obtaining better MAE results are
generally preferred. Similar conclusions were found in [29]
when comparing the results obtained by SVORIM to its explicit
version, SVOREX (where only adjacent classes are taken into
account for the slacks).
To determine the statistical significance of the differences
observed between the different methodologies, a procedure to
compare multiple classifiers in multiple datasets is employed
[30]. Table 4 and Table 5 also show the result of applying
the statistical non-parametric Friedman’s test (for a significance
level of and α = 0.05) to the mean Acc and MAE rankings. It
can be seen that the test rejects the null-hypothesis that all of the
algorithms perform similarly in mean ranking for all the metrics
(note that for MAE the significant differences are larger).
On the basis of this rejection and following the guidelines
in [30], we consider the best performing methods in Acc and
MAE (i.e., KLRGB-POM and OKLRGB-POM, respectively)
as control methods for the following tests. Furthermore, we
also consider the method POM as a control method, to analyse the performance of the original linear method with respect
to the rest of developed techniques. We compare these three
methods to the rest according to their rankings. The Holm’s
test is an approach to compare all classifiers to a given classifier (a control method). The test statistics for comparing the i-th
and j-th method using this procedure is:

Table 6: Results of the Holm procedure using POM, KLRGB-POM and
OKLRGB-POM as control methods: corrected α values, compared method and
p-values, ordered by the number of comparison (i).
Control alg.: POM
Acc
MAE
i α∗0.05
α∗0.10
Method
pi
Method
pi
1 0.0083
0.0167
KLRGB-POM 0.0000−− OKLRGB-POM 0.0000−−
2 0.0100
0.0200
SVORIM
0.0000−− KLRGB-POM 0.0000−−
3 0.0125
0.0250
OKLRGB-POM 0.0000−−
SVORIM
0.0000−−
4 0.0167
0.0333
KRGB-POM 0.0000−− KRGB-POM 0.0001−−
5 0.0250
0.0500
K-POM
0.0304−
K-POM
0.0027−−
6 0.0500
0.1000
KDLOR
0.1853
KDLOR
0.0029−−
Control alg.: KLRGB-POM
Acc
MAE
Method
pi
Method
pi
i α∗0.05
α∗0.10
1 0.0083
0.0167
POM
0.0000++
POM
0.0000++
2 0.0100
0.0200
KDLOR
0.0009++
KDLOR
0.0053++
3 0.0125
0.0250
K-POM
0.0133+
K-POM
0.0059++
4 0.0167
0.0333
KRGB-POM 0.5777
KRGB-POM 0.0444
5 0.0250
0.0500
OKLRGB-POM 0.6650
OKLRGB-POM 0.7105
6 0.0500
0.1000
SVORIM
0.7807
SVORIM
0.9507
Control alg.: OKLRGB-POM
Acc
MAE
Method
pi
Method
pi
i α∗0.05
α∗0.10
1 0.0083
0.0167
POM
0.0000++
POM
0.0000++
2 0.0100
0.0200
KDLOR
0.0040++
KDLOR
0.0016++
3 0.0125
0.0250
K-POM
0.0412
K-POM
0.0018++
4 0.0167
0.0333
KLRGB-POM 0.6650
KRGB-POM 0.0172+
5 0.0250
0.0500
SVORIM
0.8771
SVORIM
0.6650
6 0.0500
0.1000
KRGB-POM 0.9015
KLRGB-POM 0.7105
Win (++) or lose (−−) with statistical significant difference for α = 0.05
Win (+) or lose (−) with statistical difference with α = 0.10

nique and the rest of methodologies that make use of this regularised gradient-based technique (although it presents better
performance in mean ranking, as can be seen in Table 4 and
Table 5). Concerning the ordinal version (OKLRGB-POM),
similar results can be found, although in this case, there exists significant differences with respect to KRGB-POM in MAE
(which is similar to KLRGB-POM but using gradient descent
for adjusting the kernel). As can be seen, the developed techniques present statistically significant differences when compared to KDLOR, and improved SVORIM results (although not
significantly). We should take into account that SVORIM is indeed one of the most successful and widely used technique in
the state-of-the-art of ordinal regression [2]. As a summary,
both multiple kernel proposals (OKLRGB-POM and KLRGBPOM) improve the results of POM and other kernel techniques
(KDLOR and K-POM), while OKLRGB-POM is also able to
improve the results from the proposal based on gradient descent
(KRGB-POM). The kernelisation strategy is suitable for enabling the POM method to perform nonlinear decision boundaries and to reach the state-of-the-art results (SVORIM), while
still obtaining natural probability estimations, which can only
be approximated by POM.
We now analyse how the selection of the dimensions differ for all the datasets. This is done by considering K-POM
and KRGB-POM methods, that make use of different strategies
for selecting the dominant dimensions of the projected subspace
and result in very different performance. Table 7 reports the percentage of agreement between both selections (i.e, if both algorithms consider the base ui to be suitable, or the contrary). From
this result, it can be seen that although from certain datasets the
level of agreement is very high (meaning this that the selected
dimensions for the KRGB-POM method are the ones associ-

Ri − Rl
,
z= q
L(L+1)
6T

where L is the number of algorithms, T is the number of datasets
and Ri is the mean ranking of the i-th method. The z value is
used to find the corresponding probability from the table of the
normal distribution, which is then compared with an appropriate level of significance α. Holm’s test adjusts the value for α
in order to compensate for multiple comparisons. This is done
in a step-up procedure that sequentially tests the hypotheses ordered by their significance. We denote the ordered p-values by
p1 , p2 , . . . , pq so that p1 ≤ p2 ≤ . . . ≤ pq . Holm’s test compares
each pi with α∗Holm = α/(L−i), starting from the most significant
p value. If p1 is below α/(L − 1), the corresponding hypothesis
is rejected and we allow to compare p2 with α/(L − 2). If the
second hypothesis is rejected, the test proceeds with the third,
and so on.
This process is included in Table 6, where the results from
the Holm statistical test are shown. Several conclusions can
be drawn. First, it can be seen that the POM algorithm is significantly improved by most of the algorithms in terms of Acc
and MAE, specially by KLRGB-POM in Acc and OKLRGBPOM in MAE. Considering the KLRGB-POM method, one can
appreciate that it significantly outperforms the K-POM technique, meaning this that the use of the regularised gradientbased technique for selecting the optimal dimensions helps to
improve the performance of the proposed kernelisation of the
POM method. It is also better than the KDLOR method. However, no significant differences can be seen between this tech10

ated to the first eigenvalues), for most of the datasets, the level
of agreement is medium or low, indicating therefore that the
selection of the most suitable dimensions is necessary.

(Spanish Ministry of Education and Science), grant reference
AP2009-0487.
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Table 7: Agreement between the selected dimensions for K-POM and KRGBPOM methods.
Dataset
contact-lenses
pasture
squash-stored
squash-unstored
tae
SWD
diabetes5
pyrim5
triazines5
wisconsin5
machine5
toy
auto5
housing5

Mean ± Std
55.19 ± 21.49
64.07 ± 14.82
65.81 ± 21.83
68.63 ± 18.57
40.62 ± 11.88
83.37 ± 12.12
79.68 ± 17.22
47.94 ± 19.93
19.51 ± 7.51
10.05 ± 3.21
96.89 ± 0.96
64.45 ± 15.23
94.78 ± 4.10
89.98 ± 6.22

Dataset
eucalyptus
stock5
LEV
automobile
heating
cooling
diabetes10
pyrim10
triazines10
wisconsin10
machine10
auto10
housing10
stock10

Mean ± Std
31.15 ± 10.16
68.15 ± 16.80
84.67 ± 14.49
30.57 ± 7.39
74.84 ± 6.65
77.32 ± 8.39
74.77 ± 16.26
39.80 ± 13.90
22.89 ± 11.10
9.06 ± 3.87
95.03 ± 0.83
93.72 ± 4.86
90.31 ± 0.77
56.49 ± 23.05

5. Conclusions and future work
This paper explores the concept of the empirical feature
space (an isomorphic space to the original feature space induced by the kernel trick) to reformulate a well-known ordinal
regression method (the Proportional Odds Model or POM) in
order to handle nonlinearly separable classification tasks. Different ideas are considered, such as the optimisation of the kernel matrix for tackling ordinal information and the optimisation
of the dimensionality of the reduced empirical feature space.
These proposals can be used to easily kernelise any existing
liner ordinal regression method, independently of their formulation. The different experiments show that the proposed kernel
techniques are able to increase the performance of linear ordinal regression methods, such as the POM and reach the performance of the state-of-the-art methods, while still being able
to derive natural probability estimates. As future work, several
promising lines can be introduced. Firstly, given the connection between our proposal and the Nyström approximation [31],
we plan to reformulate this methodology in order to deal with
large-scale datasets (by considering the steps followed for the
Nyström method approximation). Note that our method, as it is
at the moment, may be unaffordable for some large-scale problems, given the use of the singular value decomposition over the
complete Gram matrix. Furthermore, because of the good synergy between the kernel learning technique and the proposed
ordinal weight matrix, other ordinal kernel algorithms can also
be used to analyse its performance.
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4.3.

4. Kernel functions and ordinal kernel learning

Incorporating privileged information to improve manifold
ordinal regression
This section contributes a new method for a special kind of supervised learning,

which is called learning using privileged information. Vapnik and Vashist recently proposed a framework to apply support vector machines (SVM) to those cases where privileged
information is only available during the training phase [110]. This type of information
can be found in many learning problems, where training samples present some special
features which are not available during test because of their cost or simply because it is
not possible. For example, suppose our goal is to find a rule that can predict the outcome
y of a treatment in a year given the current symptoms x of a patient. At the training stage,
a doctor can also provide additional information x∗ about the development of symptoms
in three months, six months, and nine months [110]. The algorithm in [110] was based
on considering a slack model for this privileged information. Given that slacks are only
considered during SVM optimisation and not included in the final model, their approach
was able to benefit from this privileged information, mainly improving the convergence of
the learning algorithm.
We consider a manifold learning approach for ordinal regression. Ordinal manifold
learning has been considered in [77, 79] based on the idea of preserving the intrinsic geometry of the data by defining a neighbourhood graph which respects the ordinal nature of
the dataset. This graph is used to construct an adjacency matrix by using a generalised radial basis function. The Laplacian matrix is then derived and used for the learning process.
A related method is proposed in [78], where several projections are iteratively computed.
In the following paper, we extend the previous ordinal regression manifold approaches [79, 77] by considering privileged information during the neighbourhood graph construction. Under the assumption that privileged features are useful for the classification,
this approach would modify the neighbourhood structure to better represent the learning
task. Moreover, we also consider a different approach for constructing the final distance
matrix (by making use of the Dijkstra algorithm) and include this information into the
kernel matrix, in order to apply support vector ordinal regression [26], as opposed to
the ordinal discriminant-based projection method in the original proposal. Therefore, two
main objectives can be found in this paper: 1) to analyse whether it is feasible to reformulate the notion of similarity for kernel functions when considering an ordinal manifold of
the data; and 2) to study if the inclusion of privileged information helps to improve the
constructed model. The results of the experiments confirm that privileged information is
able to improve generalisation results for almost all the cases considered. The use of manifold distances for the construction of kernel matrices also produces promising results.
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Abstract:

Manifold learning covers those learning algorithms where high-dimensional data is assumed to lie on a lowdimensional manifold (usually nonlinear). Speciﬁc classiﬁcation algorithms are able to preserve this manifold
structure. On the other hand, ordinal regression covers those learning problems where the objective is to
classify patterns into labels from a set of ordered categories. There have been very few works combining
both ordinal regression and manifold learning. Additionally, privileged information refers to some special
features which are available during classiﬁer training, but not in the test phase. This paper contributes a
new algorithm for combining ordinal regression and manifold learning, based on the idea of constructing a
neighbourhood graph and obtaining the shortest path between all pairs of patterns. Moreover, we propose
to exploit privileged information during graph construction, in order to obtain a better representation of the
underlying manifold. The approach is tested with one synthetic experiment and 5 real ordinal datasets, showing
a promising potential.

1

INTRODUCTION

Ordinal regression is a learning task where the objective is to classify patterns into a set of predeﬁned labels, but the labels include an order (Cardoso and da Costa, 2007; Chu and Keerthi, 2007; Li
and Lin, 2007). For example, for an age estimation
problem, people images could be classiﬁed into the
classes {newborn, baby, young, adult, senior}. These
categories are reﬂecting intervals of an actual latent
variable (the real age of the person) but, contrary to
standard regression, the latent variable is unobservable. On the other hand, the order between the categories makes this problem different from standard
classiﬁcation, and speciﬁc ordinal regression algorithms try to improve the quality of the classiﬁer by
introducing the order in the model and/or penalising
the different classiﬁcation errors (the magnitude of
the error should be higher when the predicted class
if further to the actual class) (Lin and Li, 2012).
Different methods have been proposed to deal
with ordinal regression problems. Threshold models are one of the most popular approaches (McCullagh, 1980; Verwaeren et al., 2012), where the ordinal regression problem is formulated as the problem of estimating a real valued function and a set

of Q − 1 thresholds (Q is the number of classes), in
such a way that one interval is assigned to each class
([−∞, b1 ), [b1 , b2 ), . . . , [bQ−1 , ∞)). This is the structure of the ﬁrst speciﬁc model for ordinal regression, the proportional odds model (McCullagh, 1980),
which is an ordinal version of binary logistic regression. Later on, nonlinear threshold models have appeared in the machine learning community, including
different adaptions of other methods to the ordinal setting, such as support vector machines (R. Herbrich
and Obermayer, 2000; Shashua and Levin, 2003; Chu
and Keerthi, 2007), discriminant analysis (Sun et al.,
2010) or Gaussian processes (Chu and Ghahramani,
2005). Other works decompose the original ordinal
regression problem into several binary classiﬁcation
ones, by sequentially dividing the ordinal scale in binary labels (Frank and Hall, 2001; Cheng et al., 2008;
Deng et al., 2010). Finally, a reduction framework
can be found in (Cardoso and da Costa, 2007; Lin and
Li, 2012), where ordinal regression is reduced to binary classiﬁcation, but learning one single model for
the binary problem where the input patterns are replicated, extended and weighted according to the ordinal
label.
In this paper, we consider a manifold learning approach for ordinal regression. The idea of manifold
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learning is to uncover the nonlinear structure embedded in a dataset, assuming that the high-dimensional
observations lie on or close to an intrinsically lowdimensional manifold. There are different algorithms
to learn this kind of structures, including the isometric feature mapping (Isomap) (Tenenbaum et al.,
2000) or Laplacian eigenmaps (Belkin and Niyogi,
2001). Based on them, other manifold learning
algorithms have been also proposed for classiﬁcation, such as locality preserving projections (He and
Niyogi, 2003) or the discriminant Laplacian embedding (DLE) (Wang et al., 2010).
In the context of ordinal regression, manifold
learning has been considered in (Liu et al., 2011a;
Liu et al., 2011b) based on the idea of preserving
the intrinsic geometry of the data via the deﬁnition
of a neighbourhood graph which also preserves the
ordinal nature of the dataset. This graph is used to
construct an adjacency matrix by using a generalised
radial basis function. The Laplacian matrix is then
derived and used for the learning process. A related
method is proposed in (Liu et al., 2012), where several
projections are iteratively computed. Finally, ranking on data manifolds is investigated in (Zhou et al.,
2004), although the problem is deﬁned as ranking,
which is different from ordinal regression.
On the other hand, Vapnik and Vashist recently
proposed a framework to apply support vector machines (SVM) to those cases where privileged information is available during the training phase, but not
during test (Vapnik and Vashist, 2009). This kind of
information can be found in many learning problems,
where training samples present some special features
which are not available during test because of their
cost or simply because it is not possible. For example, suppose our goal is to ﬁnd a rule that can predict outcome y of a treatment in a year given the current symptoms x of a patient. At the training stage,
a doctor can also provide additional information x∗
about the development of symptoms in three months,
six months, and nine months (Vapnik and Vashist,
2009). The algorithm in (Vapnik and Vashist, 2009)
was based on considering a slack model for this privileged information. Given that slacks are only considered during SVM optimisation and not included
in the ﬁnal model, their approach was able to beneﬁt from this privileged information, mainly improving
the convergence of the learning algorithm.
In this paper, we extend the ordinal regression
manifold approach in (Liu et al., 2011b; Liu et al.,
2011a) by considering privileged information during
the neighbourhood graph construction. Under the assumption that privileged features are useful for the
classiﬁcation task, this approach would modify the

188

neighbourhood structure to better represent the learning task. Moreover, we also consider a different approach for constructing the ﬁnal distance matrix (by
making use of the Dijkstra algorithm) and include this
information into a kernel function, in order to apply
support vector ordinal regression (Chu and Keerthi,
2007), as opposed to the ordinal discriminant-based
projection method in the original proposal. Therefore, two main objectives can be found in this paper:
Firstly, to analyse whether it is feasible to reformulate the notion of similarity for kernel functions when
considering an ordinal manifold of the data and secondly, to study if the inclusion of privileged information helps to improve the constructed model. The approach is tested in one synthetic dataset and 5 real
ones, showing a competitive performance.
The rest of the paper is organised as follows: Section 2 presents the methodology proposed, while Section 3 presents and discusses the experimental results.
The last section summarises the main contributions of
the paper.

2 METHODOLOGY
When dealing with multiclass classiﬁcation, the goal
is to assign an input vector x to one of Q discrete
classes Cq , q ∈ {1, . . . , Q}. To obtain the prediction
rule C : X → Y , we use an i.i.d. training sample X =
{xi , yi }Ni=1 where N is the number of training patterns,
xi ∈ X , yi ∈ Y , X ⊂ Rd is the d-dimensional input
space and Y = {C1 , C2 , . . . , CK } is the label space. We
are also provided a test set to obtain a reliable estimat
tion of the classiﬁcation error, Xt = {xti , yti }Ni=1
, where
Nt is the number of test patterns and xti ∈ X , yti ∈ Y .
Finally, many learning problems present some features which are available during training but not in the
test phase. This privileged information complements
training data in such a way that the training sample
is X = {xi , x∗i , yi }Ni=1 , where xi ∈ X , x∗i ∈ X ∗ , yi ∈ Y
∗
and X ∗ ⊂ Rd is the d ∗ -dimensional input privileged
space. The test set is the same, given that privileged
information is not available when applying the classiﬁer.
Ordinal regression or ordinal classiﬁcation are
those problems where patterns have to be classiﬁed
into naturally ordered labels. Consequently, the deﬁnition of this kind of problems is similar to the one introduced in the previous paragraph, but incorporating
the following constraint: C1 ≺ C2 ≺ · · · ≺ CK , where
≺ denotes this order information.
Considering this ordering scale, one of the main
hypothesis in ordinal regression is that the distance
to adjacent classes is lower than the distance to non-
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adjacent classes. Therefore, it can be said that ideally
there exists a latent distance-based manifold of the
output variable that results in Cq lying in the space between Cq−1 and Cq+1 . In this paper, we test two different hypotheses. On the one hand and motivated by the
large amount of ordinal kernel methods in the literature (Chu and Ghahramani, 2005; Chu and Keerthi,
2007; Sun et al., 2010; Liu et al., 2012), we test
whether it is possible to include the manifold structure in the kernel matrix of kernel methods. Kernel
matrices can be seen as structures of data that contain
information about similarities among the patterns in a
dataset. This notion of similarity is usually based on
a distance relation between the patterns. Therefore,
this distance can be modiﬁed to consider the manifold structure of the data. On the other hand, we test
whether the inclusion of privileged information in the
construction of the neighbourhood graph helps to improve the robustness and efﬁciency of the classiﬁcation model. The following two subsections are related
to the ﬁrst hypothesis, while the last subsection covers
the second one.

2.1

Constructing a Representative
Graph for the Ordinal Manifold

This subsection comprises some elementary notions
for constructing a representative graph for the ordinal manifold, which are used both in this paper
and the previous work (Liu et al., 2011a; Liu et al.,
2011b). Consider an undirected graph of N vertices,
G = (V, E), where V corresponds to the vertices of
the graph and E ⊆ [V ]2 to the edges. In this case,
the set of the training patterns form the set of vertices,
V = {v1 , v2 , . . . , vN } = {x1 , x2 , . . . , xN }, and the different edges connect pairs of patterns:
E = {ei, j } = {(vi , v j )} = {(xi , x j )},

(1)

where 1 ≤ i ≤ N and 1 ≤ j ≤ N. The set of edges is
obtained via a k-neighbourhood analysis of the data,
i.e. vi is connected to v j if xi is one of the k-nearest
neighbours of x j or viceversa. Instead of this or, we
could have considered the logical operator and, but
we introduce this relaxed version of the neighbouring structure to prevent unconnected regions in the
dataset. Note that if vi is connected to v j , there exist
ei, j such that ei, j ∈ E. For the purpose of constructing the neighbourhood graph, the Euclidean distance
is used as the weight function (i.e. the one used for
the neighbourhood analysis):
f (ei, j ) = d(xi , x j ) = ||xi − x j ||2 ,

(2)

being || · ||2 the L2 -norm operator.
As we aim to preserve the ordinal structure of the
manifold, we could try to enlarge the locality between

different ranks, as done in (Liu et al., 2011b). To do
so, we can include a weight parameter w for the distances in such a way that these weights reﬂect the rank
differences between data points:
wi, j = |yi − y j | + 1.

(3)

This weight information is applied to the distance
function as follows: d(xi , x j ) = wi, j · ||xi − x j ||2 . The
possibility of considering these weights is explored
in the experiments of this paper (i.e. we consider
both the weighted and unweighted versions of the proposal). Recall that this transformation of the distances
is done before constructing the neighbourhood graph.

2.2

Including Graph Shortest Paths in
the Kernel Matrix

Usually, for manifold learning algorithms, an adjacency matrix is used for the learning process (which
is the underlying idea in (Liu et al., 2011a; Liu et al.,
2011b)). In this paper, however, we try to analyse whether it is feasible to reformulate the notion
of similarity for kernel functions when considering
an ordinal manifold of the data. The main idea is
to use the graph information obtained in the previous step to locate the different patterns in the underlying ordinal manifold of the data. To do so, we
use the shortest path of the graph in order to provide a more smooth approach for the distances (as opposed to other manifold-based techniques where nonconnected points are assumed to present an inﬁnite
distance).
In graph theory, the shortest path problem is the
problem of ﬁnding a path between two vertices in a
graph such that the sum of the weights of its constituent edges is minimised. As said, the constructed
graph is undirected, so the notion of path is deﬁned
as a sequence of z vertices from v1 to vz , p1z =
(v1 , v2 , . . . , vz ) ∈ V z , such that vi is adjacent to vi+1
for 1 ≤ i < z (and therefore ei,i+1 exists). Moreover,
given a real-valued weight function f : E → R (as
said, the weighted or unweighted Euclidean distance)
that assigns a cost to each edge and an undirected
graph G, the shortest path from v to v� is the path
p1,z = (v1 , . . . , vz ) (where v1 = v and vz = v� ) that over
all possible paths minimises the sum ∑z−1
i=1 f (ei,i+1 ),
where ei,i+1 ∈ E.
To compute the distance from one data pattern xi
to the rest but taking into account the manifold structure, we can compute the shortest paths from the vertex vi to all the rest of vertices considering the wellknown Dijkstra’s algorithm (Dijkstra, 1959). Denote
by P the set of paths obtained from this process, where
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Figure 1: Representation of the spiral synthetic ordinal dataset. Left plot: Original dataset without privileged information.
Right plot: Dataset including the privileged information as an additional feature. It can be seen that this privileged information
improves the potential separability of the data.

pi, j ∈ P is the shortest path between vi and v j . Therefore, the distance from any two points xi and x j in the
training set is:
z−1

d(xi , x j ) =

∑ f (eh,h+1 ), v1 = xi , vz = x j .

(4)

h=1

where z is the length of the path between xi and x j .
Note that d(xi , x j ) = wi, j · ||xi − x j ||2 if xi is one of the
nearest neighbours of x j . Therefore, to introduce the
information of the location of each data point in the
manifold in the kernel matrix, we modify the kernel
function as follows:
�
�
d(xi , x j )2
k(xi , x j ) = exp −
,
(5)
2σ2
where d(xi , x j ) is deﬁned as in Eq. (4) and σ is
the kernel parameter, as opposed to using the standard Gaussian kernel with the L2 -norm: k(xi , x j ) =
�
�
||x −x ||2
exp − i2σ2j 2 . Note that this kernel matrix will
still be positive semideﬁnite given that the only information changed is the distance function.
The kernel matrix obtained by this process is the
one used for the training step. For the test phase, we
ﬁrst compute the distance from each test pattern xti to
its nearest neighbour in training x j and then, sum this
distance to the shortest paths from x j to the rest of
training patterns. Consequently, the distance between
a test point xti and all training points is:
d(xti , xz ) = d(xti , x j ) + d(x j , xz ),

(6)

for 1 ≤ i ≤ Nt and 1 ≤ z ≤ N.
This idea for the test phase corresponds to locate
the test pattern in the graph and use the shortest paths
information to compute the distance to the whole set
of training patterns.
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2.3

Including Privileged Information in
the Graph

In order to motivate the inclusion of privileged information during manifold learning, Figure 1 represents
a synthetic dataset presenting an ordinal manifoldbased structure where the label of points is assigned
according to the z coordinate. Data points lie on a
leaning 3-dimensional spiral and labels are ordinal,
with four classes C1 , C2 , C3 and C4 . The Figure 1 also
includes the projection over x and y coordinates. As
can be seen, z coordinate is crucial to obtain a neighbourhood graph able to help in the ordinal classiﬁcation task. Considering this z value as privileged information during graph construction would allow the
classiﬁcation of patterns, even when only x and y features are available during the test phase.
The privileged information can be easily included
during distance calculation to construct a neighbourhood graph which takes into account this additional
information. We can make use of the privileged features in the real-valued weight function f that assigns
a value to edges of the graph:
f ∗ (ei, j )

||(xi , x∗i ) − (x j , x∗j )||2
(7)
�
� d
d∗
�
= � ∑ (xis − x js )2 + ∑ (xis∗ − x∗js )2 .
=

s=1

s=1

The whole process of neighbourhood analysis and
shortest path computation is reformulated to work
with this real-valued weight function. When considering this weight function,�f ∗ (ei, j ), the distance
� func-

tion on Eq. (4) will be d ∗ (xi , x∗i ), (x j , x∗j ) and will
be applied to the kernel function on Eq. (6). For the
test phase, the privileged information is only consid-
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ered for the graph that has been previously learnt, i.e.:
�
�
�
�
d xti , (xz , x∗z ) = ||xti − x j ||2 + d ∗ (x j , x∗j ), (xz , x∗z ) ,

where 1 ≤ z ≤ N and x j is the closest training point
from the test point evaluated xti .

3

EXPERIMENTS

The proposed methodologies are based on generating a modiﬁed version of the kernel matrix (by exploiting the neighbourhood graph of the data), so they
can be applied to any kernel classiﬁer. In this way,
we have considered the Support Vector Ordinal Regression with Implicit Constraints (SVORIM) (Chu
and Keerthi, 2007), as it is one of the best performing threshold models for ordinal regression (Gutiérrez
et al., 2012). 5 benchmark ordinal regression datasets
have been used for the analysis, which are taken from
publicly available repositories1 (Asuncion and Newman, 2007; PASCAL, 2011). Additionally, a more
controlled environment is provided by the spiral
dataset, introduced in Section 2.3. Table 1 shows the
characteristics of the evaluated datasets, where it can
be checked that number of classes varies between 3
and 5.
In the experiments, we evaluate two different factors:
• The introduction of ordinal costs for penalising
distances during the construction of the graph. Ordinal costs are based on the absolute cost. This
factor will be used to conﬁrm whether these costs
are really useful for ordinal regression, as discussed in previous works (Liu et al., 2011b; Liu
et al., 2011a).
• The improvement obtained by the privileged information. The graph will be constructed with
and without privileged information to evaluate if
the additional variables improve the quality of the
model.
The most common evaluation measures for ordinal regression are the Mean absolute error (MAE) and
the accuracy ratio (Acc) (Gutiérrez et al., 2012; Baccianella et al., 2009; Cruz-Ramı́rez et al., 2014). The
MAE measure is used when the costs of different misclassiﬁcation errors is not constant:
MAE =

1 Nt
∑ |yti − ŷti |,
Nt i=1

(8)

1 Note that many of these datasets are frequently treated
as nominal ones, without taking into account the order
scale.

where ŷti is the label predicted for xti . MAE values
range from 0 to Q − 1 (Baccianella et al., 2009).
Regarding the experimental setup, the datasets
were divided 30 times using a holdout stratiﬁed technique with a 75% of the patterns for training and the
remaining 25% for test. The splits of each holdout
are the same for all the algorithms and one model is
obtained for each training set and evaluated in the test
set. The average test evaluation measures and the corresponding standard deviations are ﬁnally reported as
the summary of the algorithm performance.
We use the standard Gaussian kernel for all the
methods. Model selection is accomplished by crossvalidating the hyperparameters of the algorithms considering only the training data (with a 5-fold crossvalidation). The measure used to select the best parameter combination is MAE. The two parameters
to be optimised are the kernel width (σ) and the cost
parameter (C), both being selected within the values
σ,C ∈ {10−3 , 10−2 , . . . , 103 }. The number of nearest
neighbours to be considered during graph construction is k = 3. In those cases that a pattern is not connected to any other ones for the current value of k, we
increase k until all patterns are connected to at least
one.
For the spiral dataset, privileged information is
the z coordinate. For the rest of datasets, we apply the
Relief feature selection algorithm (Kira and Rendell,
1992) over the training set to sort the features by their
relevance. We select half of the features (the most
relevant ones) as privileged information (x∗ ) and the
rest as the original information (x).

3.1

Results

Table 2 shows the test results for the 6 ordinal datasets
considered in terms of Acc and MAE. The best result
for each dataset is in bold face and the second one in
italics. From this Table, we can outline several conclusions:
• When considering the ordinal weights, the Acc
and MAE results are always improved by the
privileged information. However, if the costs
are not included, there are some datasets where
the privileged information does not improve
the results (bondrate, contact-lenses and
squash-unstored).
Given that the crossvalidation criterion is the MAE (which is based
on an absolute cost loss), we conclude that using these weights is necessary to properly obtain
a beneﬁt from the privileged information.
• From all the combinations, considering privileged
information and ordinal weights is the best one,
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Table 1: Characteristics of the six datasets used for the experiments: number of instances (Size), inputs (#In.), classes (#Out.)
and patterns per-class (#PPC)

Dataset
bondrate
contact-lenses
pasture
spiral
squash-unstored
tae

Size
57
24
36
400
52
151

#In.
37
6
25
3
52
54

#Out.
5
3
3
4
3
3

#PPC
(6, 33, 12, 5, 1)
(15, 5, 4)
(12, 12, 12)
(50, 50, 50, 50)
(24, 24, 4)
(49, 50, 52)

Table 2: Test results obtained for the different datasets (Mean± Standard Deviation of the 30 splits) by considering all the
different manifold classiﬁcation algorithms based on SVORIM.

Dataset
bondrate
contact-lenses
pasture
spiral
squash-unstored
tae

Ordinal Weights
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes

Acc
Privileged Information
No
Yes
57.28 ± 3.82
56.54 ± 6.50
56.54 ± 5.02
58.52 ± 5.34
61.11 ± 10.11 61.11 ± 10.11
58.89 ± 12.17 62.22 ± 8.68
48.89 ± 14.76 51.85 ± 14.69
42.96 ± 15.91 43.70 ± 16.49
82.37 ± 4.16
87.80 ± 2.70
85.03 ± 3.62
87.90 ± 2.76
52.56 ± 13.71 50.77 ± 10.42
49.74 ± 9.84 51.54 ± 11.45
35.35 ± 8.62
35.53 ± 8.40
34.91 ± 6.66
35.53 ± 8.40

obtaining the best results in four datasets and the
second one in another.
• The most clear contribution of the privileged information is obtained for the spiral dataset. This
is due to the fact in this more controlled environment data clearly belong to a low dimensional
manifold and the class label is assigned according to the privileged information (z value). For
the rest of datasets, the privileged information has
been selected according to the Relief algorithm,
which has known limitations. Nevertheless, there
are some datasets where the contribution of privileged information is still quite noticeable (e.g.
bondrate and contact-lenses).
• The original SVORIM algorithm (without using
a manifold assumption) was run for the spiral
dataset and the same conﬁguration, leading to a
performance of Acc = 78.80 ± 3.53 and MAE =
0.2617 ± 0.0467. It is noticeable that these values
are worse than the ones obtained by the manifold
proposals in this paper.
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MAE
Privileged Information
No
Yes
0.6272 ± 0.0647 0.6296 ± 0.0893
0.6346 ± 0.0676 0.6123 ± 0.0996
0.5500 ± 0.0892 0.5500 ± 0.0892
0.5722 ± 0.1132 0.5389 ± 0.0717
0.5370 ± 0.1600 0.5074 ± 0.1450
0.6037 ± 0.1668 0.6000 ± 0.1716
0.2260 ± 0.0589 0.1867 ± 0.0505
0.2120 ± 0.0567 0.1857 ± 0.0520
0.4795 ± 0.1452 0.4949 ± 0.1082
0.5077 ± 0.0960 0.4897 ± 0.1115
0.6570 ± 0.0867 0.6526 ± 0.0783
0.6754 ± 0.0783 0.6500 ± 0.0770

4 CONCLUSIONS
This paper considers a new approach to face ordinal regression problems based on manifold learning.
This approach is based on constructing a neighbourhood graph with the purpose of obtaining the intrinsic structure of the data. The main paper contribution
is that this neighbourhood graph can be improved by
the use of privileged information, information that is
available during training but not in the test phase.
The algorithm is applied to 5 ordinal classiﬁcation
real problems and one synthetic dataset. When combined with SVORIM, the results of this paper conﬁrm
that privileged information is able to improve generalisation results for almost all the cases considered. The
distances used in the kernel matrices are obtained using the privileged features, which (under the assumption that privileged information is really informative)
better reﬂects the data structure.
Several future research directions are still open
from the work in this paper. First of all, more datasets
should be considered, including datasets with a higher
number of patterns and with a more clear manifold
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structure. For example, the experiments considered in
(Liu et al., 2011b) cover the UMIST face, MovieLens
and the USPS datasets, which are known to contain
an underlying manifold structure. The problem is that
meaningful privileged information has to be found
for these problems. Secondly, the methods should
be compared against standard manifold classiﬁers to
check their performance. Finally, alternative kernel
methods apart from SVORIM could be considered together with the proposals in this paper.
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5

Over-sampling techniques for the imbalanced
nature of ordinal problems

This chapter presents different works related to the topic of over-sampling, which
is a method for alleviating the effect of the natural imbalance of some classification problems. The former paper in this chapter includes a study on the topic of over-sampling
in the feature space induced by kernel functions. The latter proposes a reformulation of
over-sampling methods for ordinal regression problems.
Main publications associated to this chapter:
• M. Pérez-Ortiz, P.A. Gutiérrez, P. Tino and C. Hervás-Martı́nez. Over-sampling the
minority class in the feature space. Submitted to IEEE Transactions on Neural Net-

works and Learning Systems (Under Review), 2014, Impact Factor (2013): 4.370
(Q1).
• M. Pérez-Ortiz, P.A. Gutiérrez, C. Hervás-Martı́nez and X. Yao. Graph-Based Approaches for Over-sampling in the context of Ordinal Regression. IEEE Transactions

on Knowledge and Data Engineering (TKDE), In press, 2015, Impact Factor (2013):
1.815 (Q1).
Other publications associated to this chapter:
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• M. Pérez-Ortiz, P.A. Gutiérrez and C. Hervás-Martı́nez. Synthetic over-sampling in

the empirical feature space. In European Symposium on Artificial Neural Networks,
Computational Intelligence and Machine Learning (ESANN), pages 385–390, 2013.

• M. Pérez-Ortiz, P.A. Gutiérrez and C. Hervás-Martı́nez. Borderline kernel based oversampling. In International Conference on Hybrid Artificial Intelligence Systems (HAIS),

Lecture Notes in Computer Science Volume 8073, pages 472–481, 2013.
The two main publications are now presented in the different subsections of this
chapter.

5.1.

Over-sampling the minority class in the feature space
As stated in the introduction, most classification methods conveniently assume that

the classification problem is balanced, i.e. that the prior class probability distribution is
of high entropy, which usually poses serious hindrance for the learning process. To solve
this, different methodologies have emerged in the context of machine learning, such as
over-sampling and under-sampling (i.e. what is commonly known as data approaches)
and cost-sensitive or algorithmic strategies. In this sense, over-sampling techniques have
been seen to be one of the most outstanding and successful approaches, despite the fact
that their formulation can result in data inconsistencies. The reason for this is that most
of them rely on a convex combination of patterns where the classes in general can not be
assumed to be convex [23], and therefore they can produce synthetic patterns within the
majority class region.
To solve this, the following paper proposes the over-sampling of patterns in the
feature space induced by a kernel function, where ideally, if the kernel fits the data, the
classes will be linearly separable. Since the feature space is not accessible, because the only
information available is the dot product between points, the notion of empirical feature
space [95, 116] is used for over-sampling purposes (which is a Euclidean space isomorphic to the original feature space). The proposed method is tested in the context of support
vector machines (SVM) where imbalanced datasets pose a serious hindrance for learning,
although, by definition, the methodology could be applied to any classifier. A flexible kernel learning technique, that maximises the data class separation, is also used to validate
the initial hypothesis and to study the influence of the kernel function in the method.
Finally, we derive an unified framework for preferential over-sampling (i.e. a framework
which analyses the more suitable patterns to be over-sampled) using the optimal SVM
hyperplane solution and kernel learning techniques. A thorough set of experiments over
50 binary imbalanced datasets is conducted to validate the main hypotheses of this work.
From the results, several conclusions can be drawn: firstly, over-sampling in the empirical
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feature space yields better performance than over-sampling in the input space; secondly,
that the control of the dimensionality of the empirical feature space could lead to better
results due to the concentration of spectral properties; that the kernel used may influence the solution to a great extent; and finally, that there exist some regions of the dataset
which should be preferred for over-sampling.
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Over-sampling the minority class
in the feature space
M. Pérez-Ortiz, P.A. Gutiérrez Member, IEEE,, P. Tiňo, and César Hervás-Martı́nez, Member, IEEE,

Abstract—The imbalanced nature of some real-world data is
one of the current challenges for machine learning researchers.
One common approach over-samples the minority class through
convex combination of its patterns. We explore the general idea
of synthetic over-sampling in the feature space induced by a
kernel function (as opposed to input space). If the kernel function
matches the underlying problem, the classes will be linearly
separable and synthetically generated patterns will lie on the
minority class region. Since the feature space is not directly
accessible, we use the empirical feature space (a Euclidean space
isomorphic to the feature space) for over-sampling purposes.
The proposed method is framed in the context of support
vector machines where imbalanced datasets can pose a serious
hindrance. The idea is investigated in three scenarios: 1) oversampling in the full and reduced-rank empirical feature spaces; 2)
a kernel learning technique maximising the data class separation
to study the influence of the feature space structure (implicitly
defined by the kernel function); 3) a unified framework for
preferential over-sampling that spans some of the previous
approaches in the literature. We support our investigation with
extensive experiments over 50 imbalanced datasets.
Index Terms—Over-sampling, imbalanced classification, kernel
methods, empirical feature space, support vector machines

I. I NTRODUCTION
Classification methods in machine learning often conveniently assume that the prior class probability distribution is of
high entropy. However, this is not the case in many real-world
applications from areas such as medical diagnosis, information
retrieval, fraud detection, fault monitoring, etc. The classification paradigm when one or several classes have a much lower
prior probability in the training set is known as imbalanced
classification [1], [2] and it poses a difficult challenge for
machine learning researchers. Because of that, imbalanced
classification is currently receiving a lot of attention from the
pattern recognition and machine learning communities [3]–
[9]. Often, the minority class happens to be more important
than the majority one, but it may also be much more difficult
to model due to the low number of available samples. Since
most traditional learning systems have been designed to work
on balanced data, they will usually be focused on improving
overall performance and be biased towards the majority class,
consequently harming the minority one [10]. Although from a
The work of M. Pérez-Ortiz, P.A. Gutiérrez and C. Hervás-Martı́nez has
been subsidized by the TIN2011-22794 project of the Spanish Ministerial
Commission of Science and Technology (MICYT), FEDER funds and the
P11-TIC-7508 project of the “Junta de Andalucı́a” (Spain). The work of
P. Tino has been supported by EPSRC grant EP/L000296/1. M. PérezOrtiz, P.A. Gutiérrez and C. Hervás-Martı́nez are with the Department of
Computer Science and Numerical Analysis of the University of Córdoba,
Spain, email: {i82perom,pagutierrez,chervas}@uco.es. P. Tiňo is with the
School of Computer Science of the University of Birmingham, Birmingham,
United Kingdom, email: p.tino@cs.bham.ac.uk

formal definition an imbalanced dataset is any set of labelled
data exhibiting an unequal distribution between classes, it has
been shown that this is not the only factor involved hindering
the learning in this context [1], [2]. The complexity of the data
(existence of noisy and non-representative samples or class
overlapping) or the size of the training set (high-dimensional
data or small sample size) can also be part of the nature of
the class imbalance problem. The approaches developed over
the years for tackling the class imbalance problem can be
categorised in two groups:
•

•

Data approach - based on sampling methods, including
over-sampling minority groups (groups of interesting rare
examples), or under-sampling majority groups (groups
with large example sizes), the combination of both being
also very popular [1].
Algorithm approach - forces the classifier to pay more
attention to the minority class, e.g. by a cost-sensitive
approach [11].

The analysis made in this paper is contextualised on data
approaches. Thus, a brief discussion on these techniques is
now given (for a detailed review of over-sampling techniques
see [1]). Roughly speaking, it can be said that over-sampling
and under-sampling are opposite and equivalent techniques at
the same time, since they are aimed at the same purpose (i.e.,
balance the class distribution) but using different approaches.
Formally, over-sampling concerns to the process of sampling
a distribution with a significantly higher frequency than the
given one and under-sampling to the process of reducing the
frequency of the majority class. As said, in both cases, the
methodologies impose a balance in the class distribution in
order to avoid aliasing and focus on the classification of minority classes. Although both over-sampling and under-sampling
approaches have been shown to improve classifier performance
over imbalanced datasets, different studies suggest that oversampling is more useful than under-sampling [2], [12], specially for highly imbalanced and complex datasets. Recall that
under-sampling could entail a loss of potentially meaningful
information of the dataset.
Concerning over-sampling, the first idea is to perform a
random replication of the minority data, but this often leads
to over-fitting [10]. Another common approach is to generate
new synthetic patterns according to the minority class distribution. One of the most well-known methods in this group is
the synthetic minority over-sampling technique (SMOTE) [3]
based on generating new instances by convex combination of
one point and one of its k-nearest neighbours (both belonging
to the minority class). However, the classes in general cannot
be assumed to be convex and hence SMOTE does not avoid
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new synthetic patterns to fall inside majority regions, therefore,
more careful techniques have been developed to prevent this
issue (prevent, but not solve). Adaptive synthetic [5]–[7] and
cluster-based sampling methodologies [8], [9] are examples
of more powerful techniques, based on extracting knowledge
directly from the data to analyse which patterns and regions
of the space are more suitable for over-sampling. This will be
referred in the paper to as preferential over-sampling. At the
same time, kernel methods have been spreading rapidly and
gaining more acceptance from machine learning researchers
due to their good generalisation ability and their determinism,
being one of the most widely used the Support Vector Machine
paradigm (SVM) [13], [14]. However, for the specific SVM
technique, imbalanced data pose a serious challenge, due to
the formulation of the soft-margin maximisation paradigm
which is focused on improving overall performance. Thus, the
combination of kernel methods with techniques for tackling
class imbalance is widely spread [4], [15].
It is clear that over-sampling by linear interpolation is not
as suitable when dealing with nonlinear classifiers as it could
be than when applying linear classifiers. However, linearly
separable datasets are not common in real-world applications,
thus making advisable the application of classifiers able to
capture this nonlinearity. Besides, the development of a suitable nonlinear over-sampling strategy could be tricky. Thus, in
contrast to previous approaches, we propose to generate new
synthetic data by convex combination of points in a space
where the classes are (ideally) linearly separated - making
generation of new synthetic points by convex combination of
the original points belonging to the same class safe. This is
done using the feature space induced by a kernel function
for over-sampling the patterns rather than using the input
space. However, this is not so straightforward, because when
dealing with kernel methods the only information available
is the dot products of the images of the patterns [16]. To
cope with this issue, this paper makes use of the notion of the
empirical feature space (EFS) [17], [18], which is Euclidean
and preserves the geometrical structure of the original feature
space, given that distances and angles in the feature space are
uniquely determined by dot products and that the dot products
of the corresponding images are the original kernel values.
Thus, the main motivation for performing over-sampling in
the EFS (instead of in the input space) is the hypothesis that
the feature space will provide a more suitable space for oversampling (at least, for convex combination of points) because
the separation of the classes will be simpler and larger (ideally,
due to the kernel trick they will be linearly separable). At the
same time, this technique can be seen as a general nonlinear
over-sampling in the input space due to the application of the
nonlinear map Φ related to the kernel trick and could be used
in combination with any classifier.
To the best of our knowledge, the idea of performing oversampling in the feature space has only been researched before
in [15] (recall that in our case, it is performed in the EFS). In
this previous work, the synthetic instances were generated by
using the geometric interpretation of the dot products in the
kernel matrix, and the pre-images of the synthetic instances
were approximated based on a distance relation between the

feature space and the input one, since inverse mapping Φ(·)−1
from the feature space to the input space is not available. Our
proposal is free of the assumptions of this inverse mapping
approximation.
The study made in this paper is intended to provide an
extensive analysis of over-sampling in the EFS and can be
subdivided in three sections. The first one deals with the
issue of extending the SMOTE over-sampling algorithm to
be used in the full and reduced-rank EFS. The objective is
to test whether the EFS provides a more suitable framework
for over-sampling by convex combination of patterns and to
deal with the dimensionality of the EFS. The second part
deals with the kernel function choice (since our over-sampling
methodology will obviously depend on how the kernel matches
the underlying classification problem) and we develop a flexible strategy for optimising the feature space structure based
on analytical knowledge (using the notion of kernel-target
alignment [19], [20]). Ideally, a better fitted kernel function
will increase the separability of the classes, providing us with
a ‘safer’ environment for the generation of synthetic patterns
by convex combination. The last part of this paper proposes
a unified adaptive framework for preferential over-sampling
generalising several over-sampling approaches in the literature
[3], [5], [6], making use of the optimal hyperplane of the
SVM solution and kernel learning techniques for optimising
the synthetically generated patterns. The objective is to check
if some regions of the space can be more useful for oversampling than others. To test the different hypotheses exposed
in this paper, we perform a thorough set of experiments with
50 binary and imbalanced datasets.
The paper is organized as follows: Section II introduces
some useful notions; Section III exposes how to perform oversampling in the EFS; Section IV develops a new methodology
for kernel learning; Section V proposes a general preferential
over-sampling framework; Section VI exposes the experimental study and analyses the results obtained; and finally, Section
VII outlines some conclusions and future work.
II. BACKGROUND
This section is intended to introduce the notation used
throughout all the paper and to provide some previous notions
about SVM classifiers and the empirical feature space.
Consider a sample D = {xi , yi }m
i=1 ⊆ X × Y generated
i.i.d. from a (unknown) joint distribution P (x, y), where
X ⊆ Rd , Y = {+1, −1}. The goal in binary classification
is to assign an input vector x to one of 2 classes {+1, −1}.
Denote by X tr and X ts the sets of training and testing inputs,
respectively. Furthermore, we will mark by subscript + and
− to the sets containing inputs from the positive and negative
class, respectively. For a set X, we denote by X the design
matrix storing points of X as rows.
Reproducing kernels (often referred as Mercer kernels)
are functions k : X × X → R which for all pattern
sets {x1 , . . . , xm } give rise to semidefinite positive matrices
Km×m , where Kij = k(xi , xj ). Kernel functions allow us
to derive nonlinear classifiers by reducing them to linear
ones but in some Hilbert space H nonlinearly related to the
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input space and furnished with a dot product k(xi , xj ) =
hΦ(xi ), Φ(xj )iH . The use of this kernel function instead of the
dot product in Rm corresponds to using a (usually) nonlinear
mapping of patterns from X to a high-dimensional or infinitedimensional Hilbert Space H such that Φ : X → H, where the
separation would ideally be easier, and take the dot product
there. Kernel machines trained on D do not operate on the
whole of H but on its subset F = span{Φ(x1 ), . . . , Φ(xm )},
which we will refer to as the feature space such that F ⊂ H.
Note that F is at most an m-dimensional linear space.
A. Support Vector Machines
SVM [13], [14] is perhaps the most common kernel learning
method for statistical pattern recognition due to its good
generalisation ability and freedom from local minima. The
basic idea behind this technique is the separation of two
different classes through a hyperplane which is specified by
a normal vector w and a bias b. The optimal separating
hyperplane is the one which maximises the distance between
the hyperplane and the nearest points in both classes (called
margin). Beyond the application of kernel techniques to allow
non-linear decision discriminants (the kernel trick), another
generalisation was made to replace hard margins with soft
margins [14], using the so-called slack-variables ξi in order to
deal with overlapping classes. Therefore, this algorithm seeks
for a classifier f : Rd → R of the form f (x) = w · Φ(x) + b
(Φ being the mapping function induced by the kernel) that
minimises the objective function:
m

X
1
ξi ,
||w||2 + C
2
i=1

(1)

for some parameter C, subject to the constraints:
yi (w · Φ(xi ) + b) ≥ 1 − ξi ,

ξi ≥ 0, ∀i ∈ {1, . . . , m}.

It is clear that, using SVMs, the soft-margin maximization
paradigm poses a serious hindrance for imbalanced datasets
[21], [22]. The main reason for this is that soft-margin SVM
optimisation is focused on overall error, therefore, they are
inherently biased toward the majority class. In the worst case,
for a noisy and highly imbalanced dataset, the SVM paradigm
is very likely to obtain a trivial classifier (i.e., the one that
classifies all the patterns in the majority class), a solution
that, as said, if the imbalance is severe, could provide the
minimal error [1]. To cope with this issue, several studies
in the machine learning literature have explored different
solutions to the imbalanced classification problem considering
the SVM paradigm. Most of them are based on over-sampling
[21], under-sampling [4], cost-sensitive classification [23],
ensembles [24], [25] and kernel optimisation techniques [26],
[27], among others [28], [29]. However, some studies suggest
that under-sampling is not as effective as over-sampling in this
case because of the potential loss of information on the class
boundaries [21], which is crucial for the SVM solution.
B. Synthetic minority over-sampling technique (SMOTE)
As stated before, one of the most widely used techniques
for over-sampling is the SMOTE algorithm [3]. The process is

very simple: the method consists on generating new instances
on the line that connects one randomly chosen point with
one of its k-nearest neighbours [30], both belonging to the
minority class. Therefore, this methodology relies on a convex
combination of two patterns for the generation of the synthetic
ones. Note that with this approach new patterns could lie inside
the majority class region (although choosing a correct value
for the k parameter of the k-nearest neighbours method could
avoid this to happen in some cases).
C. Empirical feature space (EFS)
We can endow an r-dimensional (r ≤ m) space F with an
orthonormal basis {ug }, g ∈ B, B = {1, 2, . . . , r}, satisfying
orthogonality, normalisation and completeness. Consider the
set:
E = {ϕ(v)|v ∈ F},

where ϕ(v) = {hv, ug iF }g∈B . The map ϕ is an isometric isomorphism of F and E [31], i.e. it is a bijective linear mapping
such that the dot products are preserved: hϕ (v) , ϕ (v0 )iE =
hv, v0 iF . When F is the feature space, the set E is referred
to as the empirical feature space (EFS).
Consider a set of training points {xi }m
i=1 ⊆ X . Then, when
working with kernel methods we use a kernel function k to
map the patterns to the feature space F and thus obtain a Gram
matrix K with rank r, r ≤ m. The nonlinear map from the
input space to the r-dimensional Euclidean space Φer : X →
Rr which preserves the feature space structure is referred to as
the empirical kernel map [17]. The EFS E is chosen so as to
preserve the dot product information about F contained in K,
i.e., to be isometric isomorphic to the embedded feature space
F ⊂ H. In this sense, it can be said that the empirical kernel
map corresponds to a bijective linear mapping ϕ : F → E.
A graphical representation of the input space, feature space,
EFS and mappings between these spaces is shown in Fig. 1.

Fig. 1: Representation of the relation and mapping between
input space, feature space and empirical feature space.
Any given Gram matrix K of rank r can be diagonalised
as follows:
Km×m = Pm×r · Λr×r · PT
r×m ,

where (·)T is the transpose operation, Λ is a diagonal matrix
containing the r nonzero eigenvalues of K in decreasing order
(i.e., λ1 , . . . , λr ), and P is a unitary matrix that consists
of the eigenvectors associated to those r eigenvalues (i.e.,
u1 , . . . , ur ) constituting an orthonormal basis of Rr . Then,
the empirical kernel map is defined as:
Φer : xi → Λ−1/2 · PT · (k(xi , x1 ), . . . , k(xi , xm ))T .

(2)
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Consider the set {Φer (x1 ), . . . , Φer (xm )} of the EFS images
of the training points. Let Zm×r be the design matrix storing
Φer (xi ) as rows. It is easy to check that the standard dot
product matrix of Φer (xi ), i = 1, . . . , m evaluated in E is
K [17], [18]. Writing Z = Λ−1/2 · PT · K, we obtain1 :
ZT Z = PΛPT PΛ−1 PT PΛPT = K.

Since the distances and the angles of the m vectors Φ(xi ), (i =
1, . . . , m) in the feature space are uniquely determined by the
dot product (i.e., ||Φ(xi ) − Φ(xj )||2 = k(xi , xi ) + k(xj , xj ) −
2k(xi , xj )), the training data have the same geometrical structure in both spaces F and E.
However, recall that the map Φ into the feature space is
nonlinear, therefore each point in the span of the mapped input
data would not necessarily be the image of some input pattern
[17], [32]. This is known as the preimage problem. Obviously,
this problem also appears when using the empirical kernel
map, because it also corresponds to a nonlinear transformation
of the input space. Note that this is not really a problem for
the over-sampling of minority class, since the linear decision
boundary is built in the feature space and if the classes are
(almost) linearly separable in the feature space, doing local
convex combination is reasonable, whether the pre-images of
the synthetic points exist or not.
III. S YNTHETIC OVER - SAMPLING BY CONVEX
COMBINATION IN THE EFS
The main hypothesis and motivation for this section is that
the EFS will provide us with a more suitable class distribution
for over-sampling. It is clear that when the classes are nonlinearly separable (which may be the case in the input space),
one should be very careful when creating synthetic patterns by
convex combination of other patterns because these could lie
on the majority class region. However, if the data are linearly
separable (a statement that will be true if the kernel function
matches the underlying learning problem), over-sampling by
convex combination of patterns is not a problem. To illustrate
this, consider Fig. 2 where a toy nonlinearly separable dataset
have been represented by the Φe2 transformation using a
Gaussian kernel retaining only two dominant dimensions2 .
Imbalanced two-dimensional donut
toy dataset (non-linearly separable)

Two-dimensional projection of the imbalanced toy data
by the empirical kernel map (linearly separable)

A. Reduced empirical feature space
In this subsection, we present a reduced version of the
EFS, where we select the q (q < r) dominant dimensions
to approximate the kernel matrix.
It has been argued in [33] that the useful information for
a classification task can already be contained in a subspace
of the feature space (under the assumption of smooth kernels
matching the underlying learning problem). However, for kernel methods, such as SVMs, the capacity control is equivalent
to some form of regularisation so that “denoising” is not
necessary although it could be very useful for unregularised
methods [34]. In this section, we test whether over-sampling a
minority class in the reduced dimensionality EFS (as opposed
to over-sampling in the full EFS) can be beneficial. One
possible motivation for over-sampling in reduced dimensionality EFS may be that our over-sampling procedure relies on
distances in the EFS which may become less informative as
the dimensionality increases [35].
It is well-known that for any real symmetric m × m matrix
K of rank r, we can find its real nonzero eigenvalues λ1 ≥
. . . ≥ λr and the corresponding
orthonormal eigenvectors
Pr
u1 , . . . , ur , so that K = i=1 λi ui uT
i . In this
Pq case, the best
rank-q (q < r) approximation to K is Kq = i=1 λi ui uT
i , in
the sense that it minimises ||K−Kq ||2F over all rank-q matrices
(where || · ||F denotes the Frobenius norm). This concept can
be said to be the main idea for the reduced EFS.
Instead of working in the full-rank EFS E we can operate in
its lower dimensional subspace E (q) where the kernel matrix
has the form:
(q)

(q)

(q)

Km×m = Pm×q · Λq×q · (P(q) )T
q×m , q < r,
where P(q) and Λ(q) consist of the first q columns of P and
Λ, respectively3 .
Consider the preimage F (q) of E (q) under the isomorphism
ϕ. Let {uj }qj=1 be an orthonormal basis of F (q) . Given v ∈ F,
its projection onto F (q) is obtained as {hv, uj iF }qj=1 . The
isomorphism ϕ from F to E carries the structure over: ϕ(v) ∈
E is projected onto E (q) as {hϕ(v), ϕ(uj )iE }qj=1 . Moreover,
for all j = 1, . . . , q,
hv, uj iF = hϕ(v), ϕ(uj )iE .

Therefore, we could define the kernel associated with the
reduced EFS by:
k (q) (xi , xj ) = Φeq (xi ), Φeq (xj )

E

,

which, for q being the rank of K, will correspond to k.
B. Synthetic minority over-sampling in the reduced or fullrank EFS
Fig. 2: Synthethic two-dimensional dataset representing a nonlinearly separable classification problem and their transformation to the 2 dominant dimensions of the EFS E (2) induced
by the Gaussian kernel function (linearly separable problem).
1 Note

that P is a unitary matrix and K a symmetric matrix
associated with the highest eigenvalues of the Gram matrix.

2 Dimensions

Once that the notion of EFS has been introduced, this
subsection will show the main steps to extend a well-known
over-sampling algorithm to this space.
Concerning the training phase, the first step of the proposed
methodology corresponds to the computation of the training
kernel matrix K through a predefined kernel function k. Then,
3 We

assume that the singular values are sorted.
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the reduced or full-rank empirical kernel map Φeq , 1 ≤ q ≤ r,
can be computed via the eigenvector decomposition of this
training kernel matrix K (Eq. (2)). As said, let Z be the set
generated by applying the Φeq transformation to the training
patterns and Zm×q the design matrix storing points of Z
as rows. In the second step, the over-sampling process is
performed over the minority class images of this Z matrix,
resulting in the generation of n new synthetic images, arranged
in the set S (and the design matrix Sn×q ). More specifically,
as the standard SMOTE algorithm [3] has been chosen for
over-sampling, each new synthetic instance will be generated
using a linear interpolation between pattern xi and one of its
k-nearest neighbours (both belonging to the minority class).
At every step j = 1, . . . , n, we create a point sj in E (q) by
picking at random a minority class point xi and calculating:
sj = Φeq (xi ) + (Φeq (x̂i ) − Φeq (xi )) · δ,
where Φeq (x̂i ) is one of the k-nearest neighbours for Φeq (xi ) in
the EFS E (q) , and δ is a random number generated from the
uniform distribution U [0, 1]. For simplicity, we over-sample
the minority class so that the two classes become balanced.
From the definition of the EFS, we know that ϕ−1 (sj ) ∈
F (q) (i.e., the representation of the new pattern in the feature
space) will be unique and will lie on the line between ϕ−1 (xi )
and ϕ−1 (x̂i ) (ϕ is a linear map). Recall that the norms and
distances are preserved, e.g.:
kΦeq (x̂i ) − Φeq (xi )kE = kΦ(x̂i ) − Φ(xi )kF ,
and so are the angles, (Φeq (xi ) − Φeq (x̂i ))T (Φeq (xi ) − sj ) =
hΦ(xi ) − Φ(x̂i ), Φ(xi ) − ϕ−1 (sj )i. As a consequence, if
Φeq (x̂i ) is one of the k-nearest neighbours of Φeq (xi ) in the
EFS, this will be so in the feature space as well.
The third step is the execution of the learning machine
over the set ϕ−1 (Z ∪ S) ⊂ F (q) . In this case, there are
two different possibilities to consider. First, we could employ
the EFS as a new representation for the data and use the
classification algorithm in this new space as done in other
works [36], [37]. This idea will provide us with a more easily
separable and balanced space than the input space which could
indeed be used for any learning machine, independently of
being kernelized or not. However, when dealing with a kernel
function, it could actually be more advisable to recompute
the dot products between patterns (i.e., create a new oversampled kernel matrix), due to the high number of features
(the dimensionality of the EFS), which in most of the cases
will increase the computational cost of the learning machine
considered. To do so, synthetic samples will be used to
complete the kernel matrix, by obtaining their dot product in
the EFS with respect to the rest of the training patterns. Using
this approach, the over- sampled training Gram matrix K̃tr
will be composed as follows:
!
(Z · ZT )m×m (Z · ST )m×n
tr
K̃(m+n)×(m+n) =
. (3)
(S · ZT )n×m (S · ST )n×n
Note that for any number of dominant dimensions q for the
empirical kernel map Φeq , the over-sampled kernel matrix K̃tr
obtained will be positive semidefinite. Furthermore, since we

are generating new patterns by a linear combination of other
patterns in the dataset, the empirical kernel maps associated
to ϕ−1 (Z) and to ϕ−1 (Z ∪ S) can be said to be equivalent.
For the generalisation phase, the same steps are considered
to complete the test kernel matrix, considering that the EFS
images of the test patterns are derived using the same Φeq map
(considering only the training data). Note that in this case we
will compute the dot product between train and test patterns
and between test and synthetic patterns. The over- sampled
test Gram matrix K̃ts will be composed as follows:


T
T
(Z
·
T
)
(S
·
T
)
m×t
n×t
K̃ts
=
,
(4)
(m+n)×(t)
where T is the representation in the EFS of the test patterns
and t corresponds to the number of test patterns.
Note that these new over-sampled kernel matrices K̃tr and
K̃ts can be used for any kernel-based algorithm.
A summary of this kernel-based over-sampling method can
be seen in Fig. 3.

Algorithm synthetic over-sampling in the empirical feature space
tr
tr
ts
• Input: Training patterns (X ), training targets (y ) and testing patterns (X ).
ts
• Output: Testing targets (y )
1) Compute kernel matrix Ktr for training patterns.
2) Compute the empirical kernel map Φeq via Ktr .
3) Map training patterns to the EFS using Φeq and obtain their new representation Z.
4) Generate synthetic patterns S using the new representation Z of the training
patterns.
5) Complete the over-sampled train kernel matrix K̃tr with the dot product
between patterns (Eq. 3).
6) Train the learning algorithm with kernel matrix K̃tr and obtain a hyperplane w and a bias term b.
7) Map testing patterns to the EFS using Φeq and obtain their new representation T.
8) Complete the over-sampled test kernel matrix K̃ts with the dot product
between patterns (Eq. 4).
9) Predict y ts using K̃ts and the model {w, b} (Eq. 1).

Fig. 3: Different steps for the kernel over-sampling algorithm.
As mentioned before, our over-sampled points in the feature
space may not have preimages in the input space. However,
this does not pose a methodological problem since the class
separation is formulated in the feature space.
IV. O PTIMISING THE FEATURE SPACE BY KERNEL
LEARNING FOR OVER - SAMPLING
As stated before, our first hypothesis was that over-sampling
in the EFS was more advisable if the kernel function matched
the underlying problem in the sense that it can asymptotically
represent the function to be learned and is sufficiently smooth.
In this section, we propose a method for kernel learning that
would ideally provide a clearer class separation in the feature
space to analyse its effect in the over-sampling method.
Ideally, we would like to find the kernel that minimises the
true risk of a classifier for a specific dataset. Unfortunately, the
risk is not accessible; therefore, different analytical bounds for
the generalisation error have been developed in the machine
learning literature with the aim of better suiting a given dataset.
In the kernel machine literature, a considerable interest has
been devoted to learning the “optimal” kernel given a particular classification task, as opposed to imposing them. One of
the prominent approaches in kernel learning is centred kerneltarget alignment (KTA) [20]. Centred KTA is data distribution

6

independent, making it particularly suitable for imbalanced
classification. Note that KTA is related to the Fisher criterion,
which maximises the distance between different classes and
minimises the within class distance. This can be a useful
property of the feature space in which to perform minority
class over-sampling. Minority patterns would be far from the
majority class region and closely clustered together.
KTA optimises the kernel by aligning it to the so-called
ideal kernel matrix Ki [19], which will submit the structure:
(
+1 if yi = yj ,
ki (xi , xj ) =
−1 otherwise,

where yi is the target of pattern xi ∈ X tr . In this sense,
Ki will provide information about which patterns should be
considered to be similar when performing a learning task.
Thus, the problem of finding an optimal kernel k is changed
to the one of finding a good approximation K for the ideal
kernel matrix Ki , given a family of kernel functions. This
formulation allows to separate the optimisation from kernel
machine learning and to reduce the increase in the computational cost of learning more complex kernels, given that the
kernel machine will be unaffected by this higher complexity.
As said before, concerning imbalanced classification, previous studies have noted several issues in KTA for different
pattern distributions [19], [38] but a recent study [20] has
shown that this can be solved by the use of centred kernel
matrices. The notion of centred alignment Ac between K and
Ki [19], [20] is defined as:
Ac (K, Ki ) = p

hKc , Kic iF
,
hKc , Kc iF hKic , Kic iF

where Kc denotes the centred version of kernel matrix K and
is computed as:
Kc = K − K1 m1 − 1 m1 K + 1 m1 K1 m1 ,
1
being 1 m1 a matrix with all elements equal to m
.
Centred KTA is totally maximised when a kernel can reflect
the discriminant properties of the dataset that are used to define
the ideal kernel.
Consider a kernel function depending on a vector of parameters α. Because of the differentiability of Ac with respect
to these kernel parameters α, a gradient ascent algorithm
can be used to maximise the alignment between the kernel
matrix constructed Kα and the ideal one Ki , as follows:
α∗ = arg maxα Ac (Kα , Ki ). The alignment derivative with
respect to these kernel parameters α is:

=

1
||Kic ||F



∂Ac (Kα ,Ki )
∂α

h(

∂Kα
∂α

),Kic iF
||Kαc ||F

−

=

α
hKα ,Kic iF ·hKαc ,( ∂K
∂α )i

||Kαc ||3F

F



(5)
,

p
where ||A||F = hA, AiF and, for arbitrary matrices K1 and
K2 , it holds that hK1c , K2c iF = hK1 , K2c iF = hK1c , K2 iF
[20], which simplifies the computation.
In this paper, we will consider a generalised Gaussian kernel
with covariance structure defined by a positive semidefinite
matrix Q:

k(xi , xj ) = exp (xi − xj )T Q(xi − xj ) .

As usual, the matrix Q will be parametrised by UT U, where
U is a d × d matrix (d being the dimensionality of the input
space). Therefore, we can equivalently restate our problem as
learning the best matrix U:

k(xi , xj ) = exp (xi − xj )T UT U(xi − xj ) .
Now, we can compute the derivative of the kernel with
respect to the entries of the U matrix:



∂k(xi , xj )
= U(xi − xj )T (xi − xj ) · k(xi , xj ).
∂U
Therefore, we will optimise a vector of parameters α
composed of the entries of the U matrix.
It is important to note in this context that some attempts
have been made in the literature to establish learning bounds
for the Gaussian kernel with several parameters when considering large margin classifiers [39]. These studies suggest
that the interaction between the margin and the complexity
measure of the kernel class is multiplicative, thus discouraging
the development of techniques for the optimisation of more
complex and general kernels. However, recent developments
have shown that this interaction is additive [40] (up to log
factors), rather than multiplicative, yielding then stronger
bounds. Therefore, the number of patterns needed to obtain the
same estimation error with the same probability for a multiscale kernel compared to a spherical one grows slowly (and
directly depends on the number of parameters to optimise).
To demonstrate the usefulness of learning the kernels, we
present in Fig. 4 a graphical representation of three twodimensional toy datasets and their mapping Φe2 using a spherical Gaussian kernel with Q = 0.001 · Id , an optimised
spherical Gaussian kernel obtained through centred KTA and
an optimised generalised Gaussian kernel.
Summarising, kernel learning will be applied before the
over-sampling procedure to learn a suitable kernel Kα∗ for
the data representation. After this, the EFS Φeq associated to
this kernel Kα∗ will be computed, and then, the images of
the training patterns for the minority class (contained in the
Z matrix) will be over-sampled. For comparison purposes, we
will also test the optimization of a spherical Gaussian kernel
with one kernel parameter via kernel-target alignment.

V. U NIFIED FRAMEWORK FOR PREFERENTIAL
OVER - SAMPLING
As stated before, several approaches have been developed in
the literature for handling imbalanced data, and a large number
of these contributions are based on analysing the patterns
which could be more suitable for over-sampling, giving rise to
approaches based on over-sampling on the class boundary [5],
[7] or in the within class “safe region” [6] (these techniques are
commonly referred to as weighted over-sampling). However,
to our best knowledge, there is no principled method for
choosing the region of the minority class to be used for oversampling. In this section we propose a new adaptive weighted
over-sampling technique that naturally spans unweighted and
weighted over-sampling methods (both on the boundary and
within class). To do so, our approach will take advantage of
the spatial distribution of the patterns according to the optimal
hyperplane obtained from the SVM solution.
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Fig. 4: Synthethic two-dimensional datasets representing non-linearly separable classification problems and their transformation
to the 2 dominant dimensions of the EFS induced by the Gaussian kernel function (linearly separable problem).
A. Knowledge extraction: Spatial distribution of the patterns
Weighted over-sampling techniques are based on the idea
that not all the patterns of the dataset are equally important
and suitable for over-sampling and therefore, they should not
contribute equally to the new synthetic data. One of the first
steps of these methodologies corresponds to the identification
of the ‘useful’ patterns to be used for over-sampling. Most
of the approaches in the literature do so by analysing local
neighbourhood of points in the minority class. In this paper,
however, we will derive a weighted over-sampling technique
considering the spatial distribution of the patterns with respect
to the optimal SVM hyperplane. In particular, the patterns to be
used for over-sampling will be selected based on their position
and distance to the optimal hyperplane.
However, as stated before, the soft-margin optimisation
of the SVM paradigm poses a serious problem for imbalanced datasets. Therefore, for the purpose of weighted oversampling, we use the cost-sensitive approach giving more
importance to errors committed by patterns belonging to the
minority class [23]. The cost-sensitive SVM approach consists
of introducing different penalty factors C+1 and C−1 for the
positive and negative SVM slack variables during training. The
primal SVM problem is transformed into:
1
||w||2 + C+1
2

X

{i|yi =+1}

ξi + C−1

X

{i|yi =−1}

ξi ,

subject to the constraints:
yi ((w · Φ(xi )) + b) ≥ 1 − ξi , ξi ≥ 0, ∀i ∈ {1, . . . , m}.

−1
For simplicity, we will set C+1 = m
m+1 · C−1 , where +1
is assumed to be the minority class, m+1 is the number of
patterns belonging to class +1 and m−1 the number of patterns
−1
belonging to class −1. The ratio m
m+1 is usually known as the
imbalanced ratio.
As stated before, each synthetically generated point sz ∈
E (q) , z = 1, . . . , n, in the minority class represented by
tr
training samples X+
is generated by first picking a pair of
tr
points xi and xj from X+
and then constructing their convex
combination in the EFS E (q) :

sz = Φeq (xi ) + (Φeq (xj ) − Φeq (xi )) · δ,

where δ is a random number generated from the uniform
distribution U [0, 1].
B. Optimisation of the over-sampling procedure
The points xi and xj will be randomly selected based on
their relative position in the feature space with respect to the
separating hyperplane. Because the norm of w is 1, the signed
distance of Φ(xi ) ∈ F (q) from the hyperplane is given by
f (xi ) = w ·Φ(xi )+b. Note that if Φ(xi ) is on the ‘right’ side
of the hyperplane f (xi ) is positive, otherwise it is negative4 .
We will represent the selection process as draws from a
4 If

Φ(xi ) lies on the separating hyperplane, then f (xi ) = 0.
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tr
multinomial distribution over X+
(i.e., patterns belonging to
the minority class) with natural parameters µi = −β · f (xi ),
where β ∈ R is a scale parameter. Using the soft-max link
tr
function, the probability of picking xi ∈ X+
is:

exp(−βf (xi ))
.
x∈Xtr exp(−βf (x))

P (xi ) = P

kernel matrix K̃i , by introducing the information of the
new synthetic patterns (recall that all these patterns will
belong to the minority class). The optimisation problem
to solve in this case will be the following:
D
E
K̃ωc , K̃i
F
,
max
ω∈M
||K̃ωc ||F

(6)

+

Note that when β < 0, points deep within the minority class
(in the feature space) are more likely to be picked; when
β > 0, points closer to the class boundary or lying inside the
opposite class are preferred and, when β = 0, all the points
are equally likely to be chosen, as this will correspond to the
tr
uniform distribution over X+
. This approach naturally spans
different approaches to weighted [5]–[7] and unweighted [3]
over-sampling previously introduced in the literature.
tr
For selecting the pairs (xi , xj ) ∈ X+
we could use two
different ideas:
• Pick xi and xj independently with respect to the distribution of Eq. (6).
• Pick xi according to the distribution of Eq. (6) and select
xj using k-nearest neighbours method [30].
In most of the weighted approaches in the literature they make
use of the k-nearest neighbours method because they obtain
the spatial distribution information of the patterns according
to their neighbourhood. However, for this approach, note that
it is actually more advisable to select xi and xj independently
according to the probability distribution obtained, because
otherwise the effect of the preferential learning in the oversampling process could be smoothed (i.e., picking points by
the k-nearest neighbours approach may differ to a large extent
to the selection made with the probability function).
Based on the arguments in Section III, over-sampling of
the minority class in the feature space is done through oversampling in the EFS. Note that the patterns preferred for oversampling in the input space could not be the ones preferred in
the feature space, therefore the use of the EFS is needed for
this methodology as well.
To optimise the β values (as different β values will induce
different synthetic patterns), we will test two approaches:
• The first idea is to use a single value of β found by, e.g.,
cross-validation over a set of p predefined β values.
• The second idea is to use multiple β values within the
framework of multiple kernel learning (MKL), i.e., a
combination of different over-sampled kernel matrices.
For a particular value of β, we denote by K̃β the kernel
matrix obtained on the extended data sample (i.e., including over-sampled points obtained using β). We fix a set
of β values {β1 , . . . , βp } and compute the over-sampled
kernel matrices {K̃β1 , . . . , K̃βp }. Then, using KTA, we
Pp
could deriveP
a kernel matrix K̃ω = k=1 ωk K̃βk with
p
ωk ≥ 0 and k=1 ωk = 1 (convex combination of kernel
matrices K̃βk ) by multiple kernel learning techniques.
Thus, this strategy will be more flexible than the crossvalidation one, because we can optimise a combination
of over-sampled kernel matrices, instead of restricting the
solution to only choosing the best performing one. For
the optimisation we will need to define an extended ideal

where M = {ω : ||ω||2 = 1}. Note that since we are
trying to align theDreal kernel
E matrix K̃ with the ideal one
K̃i the value of K̃i , K̃i
does not change and it can
F
be obviated in the optimisation process. The Quadratic
Programming (QP) optimization problem associated can
be seen in [20].
Fig. 5 shows the representation of the training data for
the cleveland0vs4 dataset in different EFS using the transformation Φe2 (original EFS, over-sampled EFS for β = −5
and β = 5, and optimised over-sampling through MKL). In
this case, the difference between over-sampling for different β
values could be difficult to appreciate. However, for the case
of the optimised over-sampled EFS one can note that the class
separation increases and the within class decreases (recall that
KTA was related to the Fisher criterion).
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Fig. 5: Empirical feature spaces for the cleveland0vs4 dataset
associated to the original data, over-sampling for different β
values and optimised over-sampling.
In the same vein, Fig. 6 shows the case of the training data
for the led7digit02456789vs1 dataset and the transformation
Φe2 . In this case, the difference for the over-sampling procedure
when using different β values can be easily appreciated.
VI. E XPERIMENTAL RESULTS
The proposed methodologies have been tested considering
Support Vector Machines (SVM) [14] and the well-known
SMOTE algorithm [3]. 50 binary benchmark datasets from
the UCI repository with different imbalance ratios (proportion
of majority patterns with respect to minority ones) have been
used for the analysis to test the performance of the methods
in different situations. The characteristics of these datasets can
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TABLE I: Datasets used for the experiments (N corresponds
to the total number of patterns, d to the dimensionality of the
input space and IR to the imbalance ratio).
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Fig. 6: Empirical feature spaces for the led7digit02456789vs1
dataset associated to the original data, over-sampling for
different β values and optimised over-sampling.
be seen in TABLE I. As done in other over-sampling stateof-the-art works [10], some multiclass datasets have also been
considered by grouping some classes, e.g. ecoli1 represents
the ecoli dataset when considering class 1 versus the rest, and
yeast0359vs78 is the yeast dataset when grouping classes 0,
3, 5, and 9 versus classes 7 and 8 in order to obtain higher
imbalance ratio (IR) values.
A stratified 5 × 2-fold Dietterich technique was performed
to divide the data and the results are taken as mean and
standard deviation of the selected measures as done elsewhere
(e.g. [10]). Each experiment over each data partition has been
repeated 6 times using a different seed to obtain more robust
results5 (i.e., at the end of the execution we will have 30
results for each dataset). The Gaussian kernel was used. The
kernel width and the cost parameter of SVM were selected
within the values {10−3 , 10−2 , . . . , 103 } by means of a nested
5-fold method applied to the training set. As done in other
works [8], [9], the number of synthetic patterns generated was
that needed to balance the distributions, i.e. after applying the
over-sampling process, the number of majority and minority
patterns were the same. k = 3 nearest neighbours were
evaluated to generate synthetic samples, in order to minimise
the chance that synthetic patterns are generated in the majority
class region when using the standard SMOTE technique.
The results have been reported in terms of two metrics, one
of them specially designed to deal with imbalanced data:
1) The well-known Accuracy metric (Acc), which corresponds to the ratio of correctly classified patterns and
measures overall performance. For the case of imbalanced datasets, it is important to note that this metric
may not be the best option, since the classification of
the minority class may be compromised for the sake of
the majority one (it does not distinguish between the
numbers of correctly classified examples of each class),
and we could therefore obtain a trivial classifier always
5 Recall

that synthetic patterns are randomly generated.

Dataset
ecoli0vs1
glass1
wisconsin
pima
yeast1
haberman
vehicle2
vehicle1
vehicle3
vehicle0
glass0123vs456
ecoli1
newthyroid1
newthyroid2
ecoli2
yeast3
ecoli3
ecoli034vs5
yeast0359vs78
ecoli046vs5
yeast0256vs3789
yeast02579vs368
ecoli0347vs56
ecoli01vs235
yeast2vs4

N
352
342
1092
1228
2374
488
1352
1352
1352
1352
342
536
344
344
536
2374
536
320
808
324
1606
1606
410
390
822

d
7
9
9
8
8
3
18
18
18
18
9
7
5
5
7
8
7
7
8
6
8
8
7
7
8

IR
Dataset
N d IR
1.84
ecoli067vs35
354 7 9.41
1.85
glass04vs5
146 9 9.43
1.86
ecoli0267vs35
358 7 9.53
1.87
yeast05679vs4
844 8 9.55
2.46
ecoli067vs5
352 6 10.00
2.81
glass016vs2
306 9 10.77
2.89
ecoli01vs5
384 6 11.00
2.91 led7digit02456789vs1 708 7 11.21
3.00
glass06vs5
172 9 11.29
3.25
glass0146vs2
328 9 11.62
3.28
glass2
342 9 12.15
3.39
ecoli0147vs56
530 6 12.25
5.14
cleveland0vs4
276 13 12.80
5.14
ecoli0146vs5
448 6 13.00
5.54
shuttle0vs4
2926 9 13.78
8.13
yeast1vs7
734 7 14.29
8.57
ecoli4
536 7 15.75
9.00
pageblocks13vs4
754 10 16.14
9.10
abalone9-18
1168 10 16.70
9.13
glass016vs5
294 9 20.00
9.16
yeast2vs8
770 8 23.06
9.16
shuttle2vs4
206 9 24.75
9.25
yeast4
2374 8 28.68
9.26
yeast5
2374 8 32.91
9.28
yeast6
2374 8 41.39

outputting the majority class.
2) p
The Geometric Mean of the sensitivities (GM =
Sp · Sn ), where Sp is the sensitivity for the positive
class (ratio of correctly classified patterns considering
only this class) and Sn is the sensitivity for the negative
one.
The measure considered during the hyperparameter selection
was GM , given its robustness for imbalanced datasets.
The source codes in Matlab for the methods developed in
this paper are available, together with the datasets, partitions
and the results on the website associated with this paper6 .
The purpose of this section is three-fold. The first experiment is intended to test whether the empirical kernel map
provides a more suitable space for over-sampling than the
input space when dealing with kernel methods and analyses the
effect of the number of dimensions chosen for over-sampling
(i.e., the influence of the concentration of spectral properties).
The second experimental subsection will complement the approach proposing a new kernel learning algorithm, to optimise
a more flexible kernel function, which would ideally better fit
the data. The purpose of this experiment is to test whether
the kernel function chosen influences the results and how,
optimising this kernel function the synthetic generated data
will be better adapted to the classification problem. Finally,
the third experiment focuses on the case of weighted or
preferential over-sampling to analyse which patterns should be
more prone to be over-sampled and test a new multiple kernel
learning algorithm for optimising the generated patterns.
TABLE II contains information about all of the methods
used for this three-fold experimentation and a brief summary
(mean and standard deviation) of the mean results obtained
along the 50 datasets used for the experimentation.
6 http://www.uco.es/grupos/ayrna/efso
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The complete set of results for all of the methods can be
seen in the webpage associated to this paper6 , including the
individual results for all the different datasets. For the sake
of comparison, we included the results obtained by a majority
class rule (M CR) classifier as a baseline result for the problem
(i.e., a naı̈ve rule that classify all the patterns as belonging
to the majority class). From the results of M CR it can be
seen that Acc is not a proper metric to take into account,
since this trivial methodology achieves the best results in some
cases (haberman, yeast05679vs4, glass016vs2, glass0146vs2,
glass2, yeast4 and yeast6). In the following subsections, we
will perform three differentiated statistical tests to validate the
previously stated hypotheses.
TABLE II: Abbreviation for all the methods considered for
the experimentation and mean and standard deviation results
(MeanSD ) for all of the datasets.
Algorithm
Majority class rule classifier (M CR)
SVM without over-sampling (SV M )
SVM applying over-sampling in the input space (OIS)
SVM with over-sampling in the empirical feature space
(OEF S)
SVM with over-sampling in the reduced empirical
feature space (OREF S)
SVM with an optimised spherical kernel for oversampling (OSK)
SVM with an optimised generalised kernel for oversampling (OGK)
SVM with over-sampling via cross-validated preferential learning (OCP L)
SVM with over-sampling via preferential multiple kernel learning (OP M KL)

Acc(%)
86.700.53
93.352.02
90.333.11
90.243.50

GM (%)
0.000.00
77.2812.07
85.728.50
86.308.14

90.413.27

86.837.20

90 .953 .16

80.4511.34

89.454.09

87 .176 .86

90.153.35

87.186.74

90.593.45

86.897.20

The best method is in bold face and the second one in italics

A. First experiment: Over-sampling in the EFS
In this subsection, we will validate the hypothesis that the
EFS is a more suitable space for over-sampling than the input
space. Furthermore, we will test whether by optimising the
dimensionality of this space the generated patterns are more
adequate for the classification problem. To do so, we will test
four different approaches: SV M , OIS, OEF S and OREF S
(see TABLE II for the meaning of the acronyms).
As said before, we discarded all dimensions that correspond
to zero eigenvalues for the computation of the EFS for OEF S.
Furthermore, we performed a nested 5-fold cross-validation
over the training sets of the number of dominant dimensions
for all the datasets considered when considering over-sampling
in the reduced EFS (OREF S). To do so, we considered the
following values for the q value of the empirical kernel map
Φeq : q ∈ {b0.1rc , b0.25rc , b0.5rc , b0.75rc , r}, where r is the
original rank of the training kernel matrix K and b·c is the
floor function.
It can be seen that the results in GM for SV M are
in general very poor (analyse for example the case of the
haberman and glass2 datasets). Concerning the OIS method,
it can be seen that in some cases the results of OEF S
are much better (analyse the result of the glass04vs5 dataset
where SV M even obtained better results or the case of the
glass016vs5 dataset). In relation to the effect of controlling the

dimensionality, it can be seen that OREF S generally yielded
similar or better performance than OEF S (see the result of the
yeast2vs8 and led7digit02456789vs1 datasets, two examples
which will be afterwards analysed). When taking Acc into
account, it can be seen that the three over-sampling methods
obtain very similar values (although OEF S and OREF S
obtain better results in some cases, e.g. ecoli0267vs35).
TABLE III shows the test mean rankings (1 for the best
method and 4 for the worst) for the methods considered in
this experiment along all of the 50 datasets in terms of Acc
and GM . The results show that SV M is the best performing
method for Acc but the worst performing when considering a
metric that takes into account the imbalanced nature of the data
(GM ). Furthermore, it is shown that both approaches for oversampling in the EFS (OEF S and OREF S) outperfomed the
results obtained when over-sampling in the input space (OIS).
Finally, it can be seen that controlling the EFS dimensionality
we improve the results in most cases, as the OREF S method
obtained better mean results than OEF S.
To quantify whether a statistical difference exists among
the algorithms compared, a procedure is employed to compare
multiple classifiers in multiple datasets [41]. TABLE III also
shows the result of applying the non-parametric statistical
Friedman’s test (for a significance level of α = 0.05) to the
mean Acc and GM rankings. It can be seen that the test
rejects the null-hypothesis that all of the algorithms perform
similarly in mean ranking for both metrics (note that for GM
the significant differences are larger).
TABLE III: Mean ranking results for SV M , OIS, OEF S
and OREF S.
Ranking
Acc
GM

SV M
1.53
3.64

OIS
OEF S
OREF S
3.21
2.74
2.52
2.61
1.96
1.79
Friedman’s test
Confidence interval C0 = (0, F(α=0.05) = 2.66)
F-valueAcc : 21.06 ∈
/ C0 , F-valueGM : 35.70 ∈
/ C0

On the basis of this rejection and following the guidelines
of [41], we consider the best performing methods in GM (the
two proposals, OEF S and OREF S) as control methods for
the post-hoc test and we compare them to the rest according
to their rankings. It has been noted that the approach of
comparing all classifiers to each other in a post-hoc test is
not as sensitive as the approach of comparing all classifiers to
a given classifier (control method). One approach to this latter
type of comparison is the Holm’s test. The test statistics for
comparing the i-th and j-th method using this procedure is:
Ri − Rj
,
z=q
k(k+1)
6N

where k is the number of algorithms, N is the number of
datasets and Ri is the mean ranking of the i-th method. The
z value is used to find the corresponding probability from the
table of normal distribution, which is then compared with an
appropriate level of significance α. Holm’s test adjusts the
value for α in order to compensate for multiple comparisons.
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This is done in a step-up procedure that sequentially tests the
hypotheses ordered by their significance. We will denote the
ordered p-values by p1 , p2 , . . . , pk so that p1 ≤ p2 ≤ . . . ≤ pk .
∗
Holm’s test compares each pi with αHolm
= α/(k−i), starting
from the most significant p value. If p1 is below α/(k −1), the
corresponding hypothesis is rejected and we allow to compare
p2 with α/(k −2). If the second hypothesis is rejected, the test
proceeds with the third, and so on. As soon as a certain null
hypothesis cannot be rejected, all the remaining hypotheses
are retained as well.
To analyse the results obtained from the Holm’s test see
TABLE IV. For the OEF S method, the test concluded that
there were statistically significant differences with SV M for
Acc (note that in this case SV M obtained better results),
SV M for GM and OIS for GM as well. This indicates
that, although OEF S obtained worst results for Acc in
comparison with SV M , the results for GM are significantly
better with comparison to SV M and OIS (therefore proving
the fact that the EFS provides a more suitable space for oversampling by convex combination of patterns). Concerning the
OREF S method, the same results are obtained, but there
are also significant differences when considering the OIS
method for Acc, which could indicate that over-sampling in the
empirical feature space can be beneficial with other purposes,
for example, for ensuring the class boundaries.

35
30
25
20
15
10
5
0

0.25r

0.1r

0.5r

0.75r

r

Fig. 7: Histogram of the mean optimal dimensionality of the
EFS for all datasets. The abscissa axis represents the mean
value, over the 30 results, for the rate of the rank of the kernel
matrix. The ordinate axis shows the number of datasets where
this value was selected from the cross-validation step.
much better results than OEF S and where this spectral
properties phenomenon can be appreciated. Note that for the
case of the yeast2vs8 dataset, using all of the dimensions (1r)
corresponds to over-sampling in an almost randomly fashion
as the k-nearest neighbours rule will not be very precise since
most of the distances between pair of patterns are similar.
yeast2vs8

yeast2vs8

120

18000
16000

100
14000

TABLE IV: Results of the Holm procedure using OEF S and
OREF S as control methods (CMs) when compared to SV M
and OIS: corrected α values, compared method and p-values,
all of them ordered by the number of comparison (i).

80

12000
10000

60
8000
40

6000
4000

20
2000

CM: OEF S
i
α∗
0.05
1
0.016
2
0.025
3
0.050
CM: OREF S
i
α∗
0.05
1
0.016
2
0.025
3
0.050

Method
SV M
OIS
OREF S

Acc

pi
0.0000−−
0.0687
0.3941
Acc
Method
pi
SV M
0.0000−−
OIS
0.0007++
OEF S
0.3941

Method
SV M
OIS
OREF S

GM

pi
0.0000++
0.0118++
0.5102
GM
Method
pi
SV M
0.0000++
OIS
0.0014++
OEF S
0.5102

0
−0.2

0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

0
−0.2

led7digit02456789vs1

0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

0.8

1

1.2

1.4

1.6

led7digit02456789vs1

1500

1500

1000

1000

500

500

Win (++) or lose (−−) with statistical significant difference for α = 0.05

In relation to the optimal value of the dimensionality of the
EFS, it can be said that the decay rate of the eigenvalues is
related to the smoothness of the kernel function and the actual
number of necessary dimensions depends on the interplay
between the kernel and the learning dataset. In this case, the
mean value obtained from the cross-validation step for the
number of dimensions was (0.42 ± 0.29)r. More specifically,
Fig. 7 shows the histogram of the optimal dimensionality of
the EFS for all the datasets tested, where it can be seen that in
most of the cases b0.5rc is enough to contain all the relevant
information about the dataset.
As said before, one of the hypothesis for controlling the dimensionality of the EFS was that our over-sampling algorithm
relies on distances computed in the EFS, which may become
less informative as the EFS dimensionality increases. Fig. 8
shows the histogram of distances between pairs of patterns
for different values of the dimensionality of the EFS (b0.1rc
and 1r) for two datasets where the OREF S method obtained

0
−0.2

0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

0
−0.2

0

0.2

0.4

0.6

Fig. 8: Histogram of distances between pair of patterns for
different dimensionality values of the EFS. The abscissa axis
represents the distance between two patterns and the ordinate
axis the occurrence of each distance.
From the results obtained in this subsection, several conclusions can be drawn. First, it can be stated that over-sampling
by convex combination of patterns is more suitable in an
(ideally) linearly separable space such as the EFS. In this
sense, the method is able to obtain better results in metrics that
take into account the imbalanced nature of a dataset without
compromising the overall accuracy. However, over-sampling in
the input space do not seem to achieve this balance between
these two metrics, this fact indicating that when using a convex
combination of patterns in a possibly nonlinearly separable
space we could generate patterns in unwished areas of the
input space. Concerning the optimisation of the number of
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dominant dimensions for the feature space this methodology
seems to improve the results in some cases, thus encouraging
further development of an analytical methodology to perform
this selection.
B. Second experiment: Influence of the kernel function
For this experiment we compare three different proposals:
firstly, OEF S, which will be used as a baseline method to test
if the optimisation of the kernel function leads to better results,
secondly, SVM with an optimised spherical Gaussian kernel
(the same kernel than for OEF S but optimised through KTA)
for performing the over-sampling in the empirical feature
space (OSK) and finally SVM with an optimised generalised
Gaussian kernel in the empirical feature space (OGK).
In this work, the iRprop+ algorithm is used to optimise
the aforementioned centred KTA, because of its robustness
[42]. As stated before, the optimisation of the gradient based
methods is guaranteed only to find a local minimum; therefore,
the quality of the solution can be sensitive to initialisation.
The gradient norm stopping criterion was set to 10−5 and the
maximum number of conjugate gradient steps to 102 [42].
For the optimisation, we also include a γ parameter as the
kernel width in the generalised Gaussian kernel, which will
indeed do the parameters initialisation easier. The initial point
for γ for all of the methods tested was chosen from the set
{10−1 , 100 , 101 }, analysing the best result in alignment for
the three values. The Q matrix for the generalised Gaussian
kernel is initialised as the Moore-Penrose pseudoinverse of
the covariance of the training points: Q = (cov(Xtr ))+ , to
address the problem of ill-conditioned covariance matrices.
Once the kernel has been optimised via KTA, we optimise
the C parameter using cross-validation within the values
{10−3 , 10−2 , . . . , 103 } (this two stage optimisation method is
also referred in the literature as second-order method [43]).
From the results (that can be found in the website6 ) one
can see that OSK and OGK obtained in some cases even
better results in Acc than SV M , this fact could be due
to the application of the kernel optimisation through KTA,
which selected a more optimal kernel than the cross-validation
method. Analysing GM it can be seen that the performance
of the spherical Gaussian kernel is not satisfactory. In optimising the spherical kernel, a cross-validation methodology
should be preferred to KTA. To see this, analyse the case of
the yeast0359vs78 and glass016vs2 datasets, where although
OSK incorporates a over-sampling stage, SV M obtained
better GM results. Finally, it can be seen that OGK yielded
a much better performance in most of the cases (analyse
the shuttle0vs4 dataset), demonstrating therefore that a more
flexible kernel combined with kernel learning techniques could
optimise the separation of the classes in the feature space, a
necessary condition for over-sampling by convex combination
of patterns.
As done before, TABLE V shows the mean ranking results
for the three methods considered in this subsection and the
result of applying the non-parametric Friedman’s test (the test
accepted the null-hypothesis that all of the algorithms perform
similarly for Acc and rejected it for GM ). From the results

obtained it can be seen that when using a spherical Gaussian
kernel, as in OEF S (optimised through cross-validation) and
OSK (optimised by KTA), the results are comparable and the
methods obtain very similar mean ranking results. In this case,
it is clear that the cross-validation method obtains better GM
results as this is the metric used for the parameters selection
stage. However, when using a more flexible kernel, such as
the one considered in the OGK method, the results can be
significantly improved. Note that applying cross-validation to
the generalised kernel could possibly improve GM results, but
the computational task required would be infeasible.
TABLE V: Mean ranking results for OEF S, OSK and OGK.
Ranking
Acc
GM

OEF S
OSK
OGK
1.94
1.86
2.20
2.15
2.37
1.48
Friedman’s test
Confidence interval C0 = (0, F(α=0.05) = 3.09)
F-valueAcc : 1.60 ∈ C0 , F-valueGM : 13.41 ∈
/ C0

On the basis of Friedman’s test rejection, the Holm test
for multiple comparisons has been applied (see TABLE VI),
and the test concluded that there were statistically significant
differences for GM both when considering OSK and OEF S.
As stated before, there were no statistically significant differences for Acc.
TABLE VI: Results of the Holm procedure using OGK as
the control method when compared to OSK and OEF S:
corrected α values, compared method and p-values, all of them
ordered by the number of comparison (i).
CM: OGK
i
α∗
0.05
1
0.025
2
0.050

Acc
Method
OSK
OEF S

pi
−
−

Method
OSK
OEF S

GM
pi
0.0000++
0.0008++

Win (++) or lose (−−) with statistical significant difference for α = 0.05

The results in this subsection show that over-sampling in
the EFS is affected by the kernel function (although spherical
Gaussian kernel has been proven to show promising results
in the previous subsection), kernel selection/learning which is
indeed a complex issue, shows (much) better results when employing a more flexible kernel such as the one used. Therefore,
different kernel learning techniques could be explored in the
future for the purpose of over-sampling in the EFS.
C. Third experiment: Preferential over-sampling
This experimental subsection is intended to test if there
are patterns which are more suitable for over-sampling and
if a general adaptive approach, yielding solutions based on
unweighted over-sampling, borderline weighted over-sampling
or ‘safe’ level weighted over-sampling, could achieve better
results than standard unweighted over-sampling. To do so, we
compare OEF S to two different approaches: the first one
based on a cross-validation strategy (OCP L) and the second
one based on kernel learning techniques (OP M KL).
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As said before, to test this idea, we first obtain the spatial
distribution of the patterns based on a cost-sensitive SVM
hyperplane and we use a parametrised soft-max link function
(Eq. (6)) to assign different probabilities of being over-sampled
to the patterns according to this spatial distribution. This
parametrisation is made using a β scale parameter, which will
be optimised through cross-validation (OCP L) within a set
of values and through kernel learning techniques (OP M KL).
For the experiments, we select the set β ∈ {−5, −1, 0, 1, 5}.
Analysing the results obtained it can be seen that both
OCP L and OP M KL obtain very competitive results both
for Acc and GM . For some cases, the results obtained are
equal since OP M KL also includes the solutions of OCP L.
Once again, TABLE VII shows the mean ranking results
when comparing these two approaches to the standard proposed technique OEF S. In this case, the Friedman’s test
accepted the null-hypothesis that the algorithms perform similarly for Acc and rejected it for GM . From these results, it can
be seen that both methods outperform the standard proposal
or at least yield similar performance (when considering Acc).
TABLE VII: Mean ranking results obtained by OEF S,
OCP L and OP M KL.
Ranking
Acc
GM

OEF S
OCP L
OP M KL
1.94
2.13
1.93
2.48
1.93
1.59
Friedman’s test
Confidence interval C0 = (0, F(α=0.05) = 3.09)
F-valueAcc : 0.63 ∈ C0 , F-valueGM : 12.38 ∈
/ C0

The Holm’s test for multiple comparisons has been also
applied (see TABLE VIII). For both approaches (OCP L
and OP M KL), the test concluded that there are statistically
significant differences for GM when compared to OEF S,
indicating that preferential over-sampling is preferable to the
uniform one [6]. Furthermore, although the cross-validation
strategy obtains very good results, the multiple kernel strategy seems to be more general and yields a slightly better
performance (in this case, there are statistically significant
differences for α = 0.10).
TABLE VIII: Results of the Holm procedure using OCP L and
OP M KL as control methods when compared to other stateof-the-art methods: corrected α values, compared method and
p-values, ordered by the number of comparison (i).
CM: OP M KL
i
α∗
0.05
1
0.025
2
0.050
CM: OCP L
i
α∗
0.05
1
0.025
2
0.050

Acc
Method
OEF S
OCP L
Acc
Method
OEF S
OP M KL

pi
−
−
pi
−
−

Method
OEF S
OCP L

GM

pi
0.0000++
0.0891+
GM
Method
pi
OEF S
0.0059++
OP M KL
0.0891−

Win (++) or lose (−−) with statistical significant difference for α = 0.05
Win (+) or lose (−) with statistical significant difference for α = 0.10

To analyse the most appropriate region for over-sampling
we analyse the optimal β values obtained from the crossvalidation (see Fig. 9 for a histogram of the values). Recall that
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Fig. 9: Histogram of the mean values for the beta parameter
used in the over-sampling process. The x coordinate represents
the different mean β values and the y the number of datasets
where the value was selected from the cross-validation process.
when β < 0, points within the minority class (in the feature
space) are more likely to be picked; when β > 0 points on the
class boundary or even on the other side of the hyperplane are
preferred and when β = 0 all the points are equally likely to
be chosen. It can be seen that for most datasets, over-sampling
within “interior” of the minority class is preferable.
VII. C ONCLUSIONS
This paper explores the notion of over-sampling in the
feature space induced by a kernel function to deal with
imbalanced classification problems. Since the feature space
is not directly accessible, the empirical feature space is used
instead (a Euclidean space that preserves the structure of the
original feature space). Over-sampling is tackled by convex
combination of patterns (as usually done in the state-of-theart) and we focus on the paradigm of kernel methods. We
explore the ideas of over-sampling in the full and reduced-rank
empirical feature space, the optimisation of the feature space
by kernel learning techniques and the notion of preferential
over-sampling which analyses which patterns should be more
prone to be over-sampled. From the results of a thorough set of
experiments over 50 imbalanced datasets, several conclusions
can be drawn: firstly, over-sampling in the empirical feature
space is seen to yield better performance than over-sampling in
the input space; secondly, the control of the dimensionality of
the empirical feature space could lead to better results due to
the concentration of spectral properties; thirdly, the kernel used
may influence the solution to a great extent, making advisable
the optimisation of the feature space structure (although the
spherical Gaussian kernel has been shown to perform well for
several cases); and finally, that there exist some regions of the
dataset which should be preferred for over-sampling and that
multiple kernel learning techniques should be explored in the
future with the purpose of over-sampling.
The authors would also like to stress several lines of
future work: Firstly, an analytical methodology for optimising
the number of dominant dimensions of the empirical feature
space could be developed with the purpose of over-sampling.
Secondly, considering a unique methodology combining the
techniques proposed in this paper could be accomplished, to
analyse how these methods could complement each other.
Furthermore, in the context of kernel learning, the oversampling process could be incorporated in the kernel learning
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stage to search the more suitable representation for performing
the over-sampling, not only the better class separation. Finally,
other intelligent optimisation techniques could be developed
for the generation of the synthetic patterns.
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Over-sampling the minority class in the feature
space: Experimental results
This document presents the complete tables of results for the 50 datasets both for the Acc and GM metrics and the 8
methodologies considered in the study. More specifically, TABLE I presents the mean and standard deviation results for Acc
and TABLE II the mean and standard deviation results for GM . In the case of TABLE I we also included the results obtained
by a majority class rule (M CR) classifier as a baseline result for the problem (i.e., a naı̈ve rule that classify all the patterns
as belonging to the majority class).
TABLE I
Acc MEAN AND STANDARD DEVIATION RESULTS (M EANSD ) OBTAINED OVER 30 RUNS BY THE METHODOLOGIES DEVELOPED IN THE PAPER .
Dataset
ecoli0vs1
glass1
wisconsin
pima
yeast1
haberman
vehicle2
vehicle1
vehicle3
vehicle0
glass0123vs456
ecoli1
newthyroid1
newthyroid2
ecoli2
yeast3
ecoli3
ecoli034vs5
yeast0359vs78
ecoli046vs5
yeast0256vs3789
yeast02579vs368
ecoli0347vs56
ecoli01vs235
yeast2vs4
ecoli067vs35
glass04vs5
ecoli0267vs35
yeast05679vs4
ecoli067vs5
glass016vs2
ecoli01vs5
led7digit02456789vs1
glass06vs5
glass0146vs2
glass2
ecoli0147vs56
cleveland0vs4
ecoli0146vs5
shuttle0vs4
yeast1vs7
ecoli4
pageblocks13vs4
abalone9-18
glass016vs5
yeast2vs8
shuttle2vs4
yeast4
yeast5
yeast6

M CR
65.001.24
64.491.01
65.010.27
65.100.23
71.090.11
73.530.53
74.230.30
74.350.29
74.940.29
76.480.26
76.171.01
77.090.73
83.720.00
83.720.00
84.530.76
89.020.17
89.580.07
90.000.00
90.120.04
90.150.13
90.140.20
90.140.20
90.270.10
90.170.84
90.080.43
90.101.11
90.232.37
90.181.18
90.340.40
90.910.00
91.161.29
91.670.00
91.650.58
91.691.99
91.711.34
92.061.25
92.470.06
92.501.49
92.860.00
93.280.14
93.460.03
94.050.04
94.070.56
94.120.37
95.121.18
95.850.02
95.351.70
96.560.15
97.040.15
97.640.00

SV M
98.561.40
73.523.68
96.830.80
76.642.57
74.322.43
64.824.29
98.111.14
87.001.05
86.191.54
97.601.18
92.842.98
90.834.34
98.531.14
98.371.51
94.952.27
95.170.73
90.971.72
96.083.98
87.054.20
96.323.24
92.431.45
96.960.87
96.502.65
95.551.89
94.811.53
96.364.23
98.542.47
95.901.88
89.812.62
97.421.55
88.393.68
96.941.42
96.472.29
100.000.00
87.893.17
88.693.23
97.551.82
93.322.91
97.142.37
99.840.14
94.481.34
98.220.71
98.721.44
95.752.04
97.572.28
97.920.67
99.231.56
95.281.28
97.990.70
97.360.83

OIS
98.411.35
74.405.57
96.780.87
74.762.20
69.622.99
67.485.30
97.930.98
83.113.17
81.242.68
97.341.11
93.543.85
87.154.51
98.761.70
98.531.29
95.291.90
92.421.43
86.962.82
94.173.24
75.794.18
94.134.93
88.481.92
93.472.03
94.443.10
94.392.47
92.701.13
91.604.81
98.912.22
90.046.35
82.294.57
92.734.24
81.175.33
94.313.90
92.304.56
98.793.36
81.387.43
83.624.61
95.332.14
91.974.07
95.893.04
99.890.14
80.055.07
95.592.19
97.252.27
88.102.20
96.582.74
96.711.80
96.667.87
86.821.75
94.621.17
92.621.18

OEF S
98.411.35
74.394.96
96.830.73
74.652.30
70.063.21
67.375.62
97.970.93
84.552.62
82.452.38
97.521.22
94.013.09
87.404.94
98.601.79
98.841.33
95.491.87
92.731.24
86.512.02
94.833.28
76.454.13
94.944.14
89.571.95
93.591.64
94.493.38
94.801.69
92.961.37
93.125.29
99.072.56
94.204.47
82.865.11
91.745.61
79.194.82
94.933.13
74.2831.35
98.004.03
80.897.53
81.845.49
94.022.43
91.593.65
96.612.79
99.910.13
80.634.50
95.692.48
98.091.88
90.652.37
97.032.87
96.401.91
97.563.42
86.691.63
95.011.22
92.811.40

OREF S
98.481.38
73.926.23
96.850.86
74.862.86
70.472.82
67.804.84
98.391.14
84.812.31
82.492.25
97.621.18
94.711.83
88.054.61
98.911.33
98.681.32
95.002.43
92.581.48
86.912.76
93.084.81
75.595.42
91.976.85
89.292.29
93.921.47
93.582.72
93.994.18
92.312.70
93.504.63
98.543.22
94.124.32
82.584.97
93.034.70
81.624.70
94.174.07
92.534.17
98.792.65
82.686.51
83.026.35
94.722.28
90.922.97
93.756.34
99.920.13
81.144.72
95.982.36
98.761.08
90.831.48
97.302.75
85.409.24
97.823.14
87.171.96
95.091.23
92.961.48

OSK
98.641.24
77.593.79
96.830.87
74.582.66
71.192.51
69.292.23
93.386.09
81.072.79
78.093.82
97.581.11
91.413.16
86.864.59
98.761.46
98.602.08
95.291.69
92.981.68
87.313.86
95.174.04
90.482.26
95.513.68
89.081.57
94.621.60
93.273.64
94.332.89
93.001.74
93.265.07
97.783.75
93.314.43
83.184.45
92.505.03
90.213.79
94.243.40
90.864.94
88.1210.48
89.432.89
88.764.60
94.622.14
92.474.48
95.542.08
99.970.08
83.286.85
95.153.47
92.443.26
92.613.83
96.482.15
96.471.19
97.794.07
85.380.99
93.941.14
94.622.54

OGK
98.642.03
67.166.71
97.070.73
74.593.06
71.163.04
71.544.85
97.990.84
81.361.17
80.611.35
91.375.77
91.663.66
86.304.90
98.531.29
99.071.27
90.824.36
89.762.96
85.424.76
94.583.09
77.073.62
95.114.55
89.341.15
93.481.73
91.463.76
94.671.84
92.611.30
95.973.29
100.000.00
93.313.50
82.395.79
93.641.90
83.317.58
95.424.01
83.2520.39
98.142.55
79.029.38
86.267.36
92.462.18
94.202.92
91.552.89
100.000.00
78.875.14
94.644.68
94.482.55
90.151.58
86.4921.87
96.882.45
90.3813.60
86.121.63
95.231.49
89.041.87

OCP L
98.261.42
71.265.37
96.880.88
74.872.83
71.834.00
67.976.00
97.931.09
85.102.91
82.391.80
97.401.15
94.942.81
87.205.94
99.071.27
99.071.27
95.542.33
92.711.65
87.203.89
94.083.31
77.143.52
95.092.98
89.392.23
93.931.70
93.652.61
93.782.97
93.251.44
85.088.49
97.784.97
88.997.23
83.343.79
90.452.96
82.553.58
94.584.06
86.8615.60
98.434.38
80.338.97
82.566.43
93.632.74
88.423.02
96.251.84
99.890.14
80.534.29
95.041.47
97.032.04
90.841.90
96.224.10
97.441.25
97.293.06
86.501.09
95.551.10
92.081.60

OP M KL
98.641.41
73.835.30
97.070.73
74.083.71
75.603.39
66.336.87
98.250.95
85.815.05
82.453.34
97.701.06
93.433.15
90.187.11
99.071.27
98.451.54
95.541.47
91.851.48
88.153.40
94.253.48
79.453.83
93.634.89
88.201.94
92.931.48
93.263.12
92.624.48
91.471.34
89.176.09
98.952.35
93.733.74
82.014.33
92.885.33
79.979.41
96.254.01
87.8513.03
99.701.15
77.566.07
84.545.56
93.575.75
90.773.75
96.492.02
99.950.12
80.676.12
94.652.57
99.360.95
95.491.03
97.572.39
97.650.99
97.293.06
84.424.04
95.451.61
91.581.39
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TABLE II
GM MEAN AND STANDARD DEVIATION RESULTS (M EANSD ) OBTAINED OVER 30 RUNS BY THE METHODOLOGIES DEVELOPED IN THE PAPER .
Dataset
ecoli0vs1
glass1
wisconsin
pima
yeast1
haberman
vehicle2
vehicle1
vehicle3
vehicle0
glass0123vs456
ecoli1
newthyroid1
newthyroid2
ecoli2
yeast3
ecoli3
ecoli034vs5
yeast0359vs78
ecoli046vs5
yeast0256vs3789
yeast02579vs368
ecoli0347vs56
ecoli01vs235
yeast2vs4
ecoli067vs35
glass04vs5
ecoli0267vs35
yeast05679vs4
ecoli067vs5
glass016vs2
ecoli01vs5
led7digit02456789vs1
glass06vs5
glass0146vs2
glass2
ecoli0147vs56
cleveland0vs4
ecoli0146vs5
shuttle0vs4
yeast1vs7
ecoli4
pageblocks13vs4
abalone9vs18
glass016vs5
yeast2vs8
shuttle2vs4
yeast4
yeast5
yeast6

SV M
98.112.03
66.764.97
96.720.79
69.724.07
60.473.48
33.9112.55
97.511.43
82.862.54
79.882.91
96.761.33
88.087.41
86.645.85
97.912.78
96.023.80
90.563.44
85.072.91
74.629.16
83.7416.20
48.9816.56
82.9017.98
70.204.49
88.504.73
87.0513.42
78.7920.56
80.516.42
76.5739.62
91.5920.50
78.7015.88
61.6212.41
86.448.87
43.5028.65
85.5712.50
89.848.01
100.000.00
32.0333.98
28.7732.41
87.859.35
59.8138.10
81.1219.29
99.540.79
48.2923.18
89.405.45
93.896.76
63.7717.37
76.5439.94
72.8313.62
94.1411.92
52.4010.54
83.934.65
63.3817.84

OIS
98.061.70
69.536.93
96.810.93
74.022.61
70.772.64
61.474.47
97.291.31
83.793.22
83.232.89
97.611.10
92.854.86
87.554.67
99.251.03
99.110.78
93.843.84
91.701.96
86.725.66
89.1711.34
74.004.55
89.1211.38
78.815.47
89.593.40
88.4513.99
84.2815.35
86.214.62
77.1131.43
89.7030.42
79.8713.73
76.067.78
86.416.28
74.2711.75
86.7110.47
88.245.91
99.311.91
65.3928.08
75.9913.19
90.075.15
79.1229.82
88.7013.30
99.940.07
74.626.32
91.876.75
97.393.32
88.953.63
83.3634.01
72.2813.13
92.6912.10
80.348.23
96.801.37
87.776.04

OEF S
98.001.85
69.905.28
96.850.82
74.102.47
71.102.95
61.095.61
97.421.16
86.002.60
83.852.71
97.661.08
93.263.77
88.064.29
99.161.09
99.101.46
94.093.85
92.401.91
86.985.60
88.3811.35
73.674.84
89.2011.53
79.935.15
90.063.33
89.0412.48
84.4018.07
86.744.68
79.3631.74
99.481.46
86.2311.09
76.298.26
85.526.60
71.8612.25
89.018.15
72.5732.26
97.087.53
71.4717.32
78.8114.39
89.945.49
81.4829.26
89.7211.77
99.950.07
76.215.05
91.926.78
98.113.05
89.903.33
91.0025.30
68.4521.87
93.2611.60
82.482.87
96.443.06
88.106.32

OREF S
98.111.86
70.207.03
96.950.91
74.113.29
71.342.39
62.965.91
97.901.58
86.072.28
83.593.18
97.791.01
94.232.56
87.865.42
99.350.80
98.602.18
93.674.02
91.632.48
86.554.87
87.7811.11
72.887.00
87.1612.37
79.885.29
89.603.99
90.218.07
83.6217.77
87.015.32
80.2728.84
99.171.84
83.9111.06
75.338.68
85.696.96
75.7811.82
88.488.75
88.126.50
99.321.49
73.3918.04
78.5612.61
91.033.99
84.6316.37
88.5910.46
99.960.07
74.896.08
92.086.90
98.413.08
91.502.55
88.8430.15
75.8612.41
94.3010.85
79.608.52
96.693.01
87.946.09

OSK
98.281.70
70.136.91
96.850.98
74.283.15
71.232.11
61.163.38
85.8314.67
81.462.79
80.523.12
97.061.07
87.825.92
87.635.11
99.250.88
99.161.26
93.563.53
91.142.52
86.924.58
88.5811.71
40.2117.39
89.5511.79
79.645.47
89.704.43
90.448.95
87.6615.39
86.865.82
80.2031.49
98.742.15
86.2011.16
76.218.76
85.437.15
31.1126.05
86.7010.52
69.3335.91
69.6136.69
31.0525.93
29.5828.34
90.944.99
88.1517.68
89.7311.36
99.990.04
61.0231.48
92.815.88
84.7518.44
52.4444.27
66.1839.10
72.2014.47
98.822.19
82.920.46
96.820.61
86.737.40

OGK
98.312.39
67.647.05
96.970.80
75.173.42
72.243.66
61.318.33
97.571.17
83.061.84
82.403.14
93.133.90
89.815.46
88.084.28
97.912.90
99.440.77
91.594.49
90.972.16
88.793.94
89.4511.72
75.866.32
89.6912.81
80.155.06
90.333.88
91.279.80
89.8411.98
89.564.87
85.8523.45
100.000.00
86.3812.18
78.107.64
89.376.86
74.8511.52
87.3512.24
84.5212.60
98.991.39
73.5514.28
85.5610.57
90.174.45
89.1318.11
87.5610.26
100.000.00
74.515.26
92.237.99
97.021.39
89.290.85
88.0821.91
72.3514.47
94.497.80
84.084.22
97.510.78
87.156.71

OCP L
97.772.01
68.445.15
96.851.08
74.402.80
72.343.73
62.365.75
97.291.46
86.143.35
83.882.81
97.750.92
94.093.54
89.065.56
99.440.77
98.243.22
94.254.18
91.572.47
87.275.22
89.1411.41
74.015.58
89.6912.65
80.025.26
90.203.92
90.568.19
88.4310.52
87.974.44
79.7120.50
98.712.89
81.2313.18
76.409.27
85.416.15
81.2810.17
89.837.45
85.4617.22
99.102.54
72.9417.10
79.3314.05
90.075.90
90.296.45
87.1114.07
99.940.07
76.315.73
92.816.17
98.411.10
90.494.90
92.3912.32
71.0118.53
93.1111.50
81.863.54
96.573.65
88.216.67

OP M KL
98.172.06
70.826.22
96.970.62
73.502.74
72.644.14
62.385.08
97.481.36
84.437.27
81.363.59
96.911.17
92.033.52
88.806.02
99.440.77
96.273.81
93.413.14
92.442.20
87.285.91
89.2311.49
72.277.75
86.7614.10
80.174.90
90.093.64
87.5712.60
88.7111.83
88.062.74
82.2021.87
99.401.34
86.4911.71
77.596.77
86.096.44
73.1312.32
90.738.09
86.679.37
99.830.64
73.0315.02
79.7416.77
88.216.92
91.647.34
87.5514.70
99.970.07
76.395.74
93.856.13
99.660.51
90.515.49
79.2840.33
72.7113.53
94.0210.72
82.821.11
97.620.85
88.427.57
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Graph-based approaches for over-sampling in the context
of ordinal regression
As stated before, the imbalanced nature of ordinal problems is a current challenge

for researchers. For most ordinal datasets, there are some classes that are naturally much
more probable than others (specially when the number of classes is high). However, to the
best of our knowledge, the case of imbalanced ordinal classification problems has not been
tackled yet, despite its relevance for real world applications. Nonetheless, there are some
methods that have been shown to work well in general for several ordinal and imbalanced
metrics.
Although standard over-sampling methods [23] could also be applied to ordinal regression, it is clear that the new synthetic samples will be obtained ignoring the ordering
of the labelling space, and this can result in classifiers more prone to commit errors involving several categories in the ordinal scale. Motivated by some preliminary studies and by
this issue, the following paper proposes different graph-based over-sampling approaches
for imbalanced ordinal classification problems. The proposals are based on the concept
of neighbourhood graphs and extends the graph construction strategy with the aim of
capturing the underlying latent manifold which reflects the implicit ordering among the
classes. This is the first time this graph view of the over-sampling process is given, and it
is very convenient for including the necessary ordering constraints in the ordinal regression context. In this sense, we develop three over-sampling approaches (where the ordinal
information is included using different graph-based strategies) and we support our hypotheses with an extensive experimental analysis over 30 ordinal and imbalanced datasets.
We also propose a cost-sensitive extension of the ordinal SVM classifier, which gives more
importance to minority class errors, and compare the results obtained.
The results show that the inclusion of ordinal information in the over-sampling process improves both the classification and the ordering of minority classes, thus being a
suitable approach for datasets with an imbalanced and ordinal structure. On the other
hand, the experiments also shows that a cost-sensitive approach may in general improve
the base performance, but still without reaching the results of over-sampling methods.
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Graph-Based Approaches for Over-sampling
in the context of Ordinal Regression
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Abstract—The classification of patterns into naturally ordered labels is referred to as ordinal regression or ordinal classification. Usually,
this classification setting is by nature highly imbalanced, because there are classes in the problem that are a priori more probable than
others. Although standard over-sampling methods can improve the classification of minority classes in ordinal classification, they tend to
introduce severe errors in terms of the ordinal label scale, given that they do not take the ordering into account. A specific ordinal oversampling method is developed in this paper for the first time in order to improve the performance of machine learning classifiers. The
method proposed includes ordinal information by approaching over-sampling from a graph-based perspective. The results presented in
this paper show the good synergy of a popular ordinal regression method (a reformulation of support vector machines) with the graphbased proposed algorithms, and the possibility of improving both the classification and the ordering of minority classes. A cost-sensitive
version of the ordinal regression method is also introduced and compared with the over-sampling proposals, showing in general lower
performance for minority classes.
Index Terms—Over-sampling, imbalanced classification, ordinal regression, ordinal classification
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1

I NTRODUCTION

O

RDINAL REGRESSION (also known as ordinal classification) can be defined as a relatively new learning
paradigm whose aim is to learn a prediction rule for
ordered categories. This paradigm shares properties of
classification and regression. In contrast to multinomial
classification, there exists some ordering among the elements of Y (the labelling space) and both standard
classifiers and the zero-one loss function do not capture
and reflect this ordering. Concerning regression, Y is a
non-metric space (thus distances among categories are
unknown) and a finite set.
Ordinal classification problems arise in several areas
such as economy [1], medicine [2], [3] or image ranking
[4], to name a few. For an explanatory example, consider
the case of financial trading where an agent intends
to predict not only whether to buy an asset, but also
the amount of investment. The different situations could
be categorised as {“no investment”, “little investment”,
“big investment”, “huge investment”}. In this case, the
natural order among the classes can be appreciated,
as well as the necessity of penalising differently the
misclassification errors (it should not be considered
equal misclassifying a “no investment” instance with a
• M. Pérez-Ortiz, P.A. Gutiérrez and C. Hervás-Martı́nez are with the
Department of Computer Science and Numerical Analysis, University of
Córdoba, Campus de Rabanales, C2 building, 14004 - Córdoba, Spain,
e-mail: {i82perom,pagutierrez,chervas}@uco.es.
• Xin Yao is with the Centre of Excellence for Research in Computational Intelligence and Applications (CERCIA), School of Computer
Science, University of Birmingham, Birmingham B15 2TT, U.K., e-mail:
X.Yao@cs.bham.ac.uk.

“huge investment” one than misclassifying it with “little
investment”). Other explanatory examples could be the
use of a Likert scale for rating the quality of certain article/service or when trying to predict different levels of
an illness. For all these cases, there are some classes that
are naturally much more probable than others (specially
when the number of classes is high) and therefore the
problem present an imbalanced character. Following the
previous example, it is reasonable to expect a lower number of “huge investment” situations than the number of
“little investment” ones.
In particular, the classification paradigm when one or
several categories present a much lower prior probability
is known as imbalanced classification [5], [6] and it generally poses a serious hindrance for the learning process
of machine learning algorithms. Furthermore, it has been
shown that there are others factors such as the existence
of noisy and non-representative samples or the size of
the dataset that could be involved in the nature of the
class imbalance problem [5], [6]. In this sense, different
approaches have been developed over the last decades
in the context of binary classification [7], [8], multinomial
classification [9], [10], [11] and even regression [12].
Different perspectives have been considered: sampling
data approaches (over-sampling groups of interesting
and rare examples or under-sampling majority classes)
and algorithmic approaches (e.g. cost-sensitive learning).
However, to the best of our knowledge, the case of
imbalanced ordinal classification problems has not been
tackled yet, despite its relevance for real world applications. Nonetheless, there are some methods that have
been shown to work well in general for several ordinal
and imbalanced metrics, such as the ensemble approach
in [13] where various order hypotheses were formulated
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and fused (although the method was not specifically
designed for the imbalanced setting and no experiments
were performed in highly imbalanced datasets).
Concerning previous studies, the cost-sensitive learning setting has been proved to lead to over-fitting [14]
in some cases, thus data approaches are usually preferred. In the same vein, some studies suggest that
over-sampling is more useful and powerful than undersampling for highly imbalanced and complex datasets
[6], [15], given the potential loss of meaningful information of under-sampling techniques.
Although standard over-sampling methods could also
be applied to ordinal regression, the new synthetic samples will be obtained without taking into account the
ordering of the labelling space and this can result in classifiers more prone to commit errors of several categories
in the ordinal scale (this will be shown in the experimental part of this paper). Motivated by the studies previously analysed and by this empirical conclusion, this
paper proposes different graph-based over-sampling approaches for imbalanced ordinal classification problems.
The proposed methods are used in conjunction with
the well-known SMOTE algorithm [7] and a popular
reformulation of the support vector machine paradigm
(SVM) for ordinal classification [16]. This classifier has
been chosen because it is one of the most successful,
well-known and widely used in this context, despite
the fact that the usual formulation of the soft-margin
maximisation paradigm is focused on improving overall
performance, consequently harming the classification of
minority classes. In this sense, we develop three oversampling approaches (where the ordinal information is
included using different graph-based strategies) and we
support our hypotheses with an extensive experimental
analysis over 30 ordinal and imbalanced datasets. We
also propose a cost-sensitive extension of the ordinal
SVM classifier, which gives more importance to minority class errors, and compare the results obtained. The
inclusion of ordinal information in the over-sampling
process is shown to improve both the classification and
the ordering of minority classes, thus being a suitable
approach for datasets with an imbalanced and ordinal
structure.
The paper is organized as follows: Section II introduces some useful notions for the paper; Section III
formally presents the different proposed methods; Section IV exposes the experimental study and analyses the
results; and finally, Section V outlines some conclusions
and future work.

2

R ELATED

TECHNIQUES

Consider a training sample D = {xi , yi }N
i=1 ⊆ X ×Y generated i.i.d. from a (unknown) joint distribution P (x, y),
where X ⊆ RK and Y = {C1 , C2 , . . . , CQ }. In the ordinal
regression setup, the labelling space is ordered due to
the data ranking structure (C1 ≺ C2 ≺ · · · ≺ CQ , where
≺ denotes this order information). Let N be the number

2

of patterns in the training sample, Nq the number of
samples for the q-th class and Xq the set of patterns
belonging to class Cq . In this section, we first describe the
SMOTE algorithm and then the support vector method
for ordinal regression, as this will be the base technique
used for the proposed resampling methodologies. Finally, we also propose a cost-sensitive version of support
vector ordinal regression based on the use of different
costs for each class.
2.1

SMOTE technique and extension to regression

One of the most widely used techniques for oversampling is the SMOTE algorithm [7]. The process is
very simple: the method consists on generating new
instances in the line that connects one randomly chosen
point and one of its k-nearest neighbours [17], both
belonging to the minority class. As will be discussed in
the experimental section, the application of the standard
SMOTE algorithm tends to improve minority class classification at the cost of decreasing ordering performance
metrics associated to these classes.
A very recent study [12] has shown the usefulness
of over-sampling rare but interesting examples in the
context of regression. The crucial points in this sense are
how to decide rare examples and the computation of the
target variable for the new synthetic patterns (recall that
in the case of classification the new pattern corresponds
to the class that is to be over-sampled). Rare examples
are discovered using the target variable prior probability
density function and new examples are generated in the
same manner than for the SMOTE algorithm (by linear
interpolation of nearest rare patterns). The target variable
for a synthetic point is created using a weighted average
of the target variables of the two seed examples and the
weights are calculated as an inverse function of the distance to the two seed examples. For the regression case,
there exist an observable target space, but, in the ordinal
regression setting, although sometimes a latent space
generating the ordered labels is assumed, it is always
unobservable. Consequently, labels for new synthetic
samples could not be derived in a principled way, precluding the application of regression SMOTE for ordinal
classification problems. However, this regression-based
study could be considered as a motivation for one of the
ideas developed in this paper (the use of a probability
function for the constructed intra-class edges).
2.2 Support Vector Ordinal Regression with Implicit
Constraints (SVORIM)
The SVM paradigm [18] is considered the most common
kernel learning method for statistical pattern recognition.
In this sense, some works in the literature have been
focused on the reformulation of this successful paradigm
to tackle ordinal regression problems [16], [19], [20]. In
the context of binary SVM, the so-called slack-variables
ξi are used to replace hard margins with soft margins
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[21]. However, as stated before, the usual SVM formulation of the soft-margin maximisation is focused on
improving overall performance and does not take into
account the class imbalance.
One of the most widely used SVM-based methods
for ordinal regression is presented in the work of Chu
and Keerthi [16]. The idea is to seek for Q − 1 parallel
discriminant hyperplanes (or a projection vector w) and
the scalar bias b1 ≤ . . . ≤ bQ−1 in order to properly
separate the data into ordered classes by modelling ranks
as intervals on the real line (i.e., trying to capture the
underlying but unobservable latent variable). One of
the two alternatives discussed in [16] is known as Support Vector Ordinal Regression with Implicit Constraints
(SVORIM). For SVORIM, the whole training sample
(considering all classes) is used for the determination
of each threshold and samples in all the categories are
allowed to contribute errors for each hyperplane. This
can be a crucial handicap for imbalanced classification
problems, because errors from patterns very far in the
ordinal scale still have an important impact on minority
classes, and therefore the hindrance posed for learning
these classes can be even bigger.
More specifically, the learning problem for the
SVORIM algorithm is defined as follows:


Nq
Nq
Q−1
q X
Q X
X X
X
1
q
∗q

||w|| + C
ξji +
ξji  , (1)
min
w,b,ξ,ξ ∗ 2
q=1
j=1 i=1
j=q+1 i=1

3

classes, in such a way that minority classes receive more
attention than majority ones. Given a value for the hyperparameter C, this can be done by setting Cj = C ·IRj ,
where IRj is the imbalance ratio associated to Cj (being
higher as the number of patterns of the corresponding
classes are lower). The exact details of the computation
of IRj for ordinal imbalanced datasets are explained in
Section 4.1.

3

G RAPH - BASED METHODOLOGIES
DINAL OVER - SAMPLING

FOR OR -

The main idea of the three methods proposed in this
paper is to generate new patterns in a space where
there exists an ordering relation between the patterns.
All these methods are based on analysing the data from
a graph-based perspective, in order to easily include the
ordering information in the synthetic pattern generation
process.
3.1 Construction of a representative graph between
adjacent classes

It is important to note that the notion of graph has
been used indirectly with the purpose of over-sampling
in the machine learning literature (e.g. for the SMOTE
technique) since it is usually assumed for practical applications that a graph is a closed estimation for the real
manifold structure of the data [23]. As said, these methods create new synthetic patterns in the line that consubject to the constraints:
nects a pattern and one of its k-nearest neighbours (both
j
q
q
w · Φ(xi ) − bk ≤ −1 + ξji , ξji ≥ 0
(2) belonging to the minority class). In this paper, we exploit
the fact that this process is equivalent to constructing a
for j = {1, . . . , q}, i = {1, . . . , Nq }
graph based on the neighbourhood information of the
∗q
∗q
w · Φ(xji ) − bk+1 ≥ +1 − ξji
, ξji
≥0
(3) minority class patterns and creating synthetic points in
the edges of the graph. In our case, we use the graph
for j = {q + 1, . . . , Q}, i = {1, . . . , Nq }
notion to include further information about the order of
q
∗q
where b ∈ RQ−1 , and ξji
and ξji
are the slacks for the the classes. The idea is to obtain a better representation
q-th parallel hyperplane (defined for the left and right of the classes based on a neighbourhood analysis and
part of the hyperplanes, respectively).
taking their ordering relationship into account. Roughly
speaking, we are aiming at the construction of a representative graph G that connects nearest points not only
2.3 Cost-sensitive SVORIM (CS-SVORIM)
belonging to the same class but also to close classes in
One of the possibilities for considering the imbalanced
the ranking scale. The idea of analysing the input space
nature of the datasets tackled in this paper is to use
of ordinal regression problems using a distance relation
different cost parameters for each class (i.e. by assigning
but with the aim of reconstructing and estimating the
a higher cost for minority classes, which is similar to
underlying latent variable has been previously studied
modify the loss function [22]). In this section, we propose
in [24].
to apply this idea to SVORIM, in order to compare the
Consider a graph of n vertices, G = (V, E), where
results obtained by the proposed over-sampling methV corresponds to the vertices of the graph and E ⊆
ods to a cost-sensitive approach. The SVORIM learning
[V ]2 to the edges. In our case, some of the patterns
problem is extended as follows:

 in the training dataset form the set of vertices, V =
Nq
Nq
Q−1
q
Q
{v1 , v2 , . . . , vn } = {x1 , x2 , . . . , xn }, and the different
X XX
X X
1
q
∗q 

Cj · ξji
+
Cj · ξji
, edges connect pairs of patterns:
min ∗ ||w|| +
w,b,ξ,ξ 2
q=1
j=1 i=1
j=q+1 i=1
E = {ei,j } = {(vi , vj )} = {(xi , xj )}, 1 ≤ i ≤ n, 1 ≤ j ≤ n.
where different costs Cj , j = 1, . . . , Q − 1, have been
(4)
included for the slacks of the different classes. These Let q be the index of the class we want to over-sample.
costs are adjusted based on the imbalanced ratio of the For our purpose, we construct a graph Gq for class Cq
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based on three subgraphs Gq−1,q , Gq,q and Gq,q+1 (each
of these based on a neighbourhood analysis) in such a
way that Gq = Gq−1,q ∪ Gq,q ∪ Gq,1+1 . More formally:
• Gq−1,q = (Vq−1,q , Eq−1,q ), where the edges Eq−1,q of
the graph, are the intersection of two sets, which are
found by analysing the neighbourhood based on a
distance relation d, i.e.:
Eq−1,q = Nd (Xq−1 , Xq , k) ∩ Nd (Xq , Xq−1 , k).

(5)

For two arbitrary sets X1 and X2 , the kneighbourhood of X1 with respect to X2 ,
Nd (X1 , X2 , k), is defined in the following way:
Nd (X1 , X2 , k) = {ei,j |

(xi ∈ X1 ) ∧ (xj ∈ X2 ) ∧ (6)

∧(xj ∈ nnd (xi , X2 , k))},

where nnd (xi , X2 , k) is the set of vertices from X2
which are the k-nearest neighbours of xi based on
a distance relation d. In this way, Nd (X1 , X2 , k)
represents the set of edges connecting X1 to their
k-nearest neighbours in X2 . We considered only the
intersection of both edge sets because this gives us
only the edges which are present in both directions,
thus strictly connecting regions on the border of
the two classes. In this sense, the value of k will
determine the broadness of the region of the class
frontier that is considered. The vertices of the graph,
Vq−1,q , are those points which can be found in the
resulting edge set, Eq−1,q :
Vq−1,q = {xi | ∃xj , (ei,j ∈ Eq−1,q )} .

(7)

Gq,q = (Vq,q , Eq,q ), Vq,q = Xq and Eq,q =
Nd (Xq , Xq , k).
• Gq,q+1 = (Vq,q+1 , Eq,q+1 ) is constructed using the
analogue procedure used for Gq−1,q but for classes
Cq and Cq+1 .
Note that Gq−1,q or Gq,q+1 can be the empty set ∅ if
Cq is an extreme class in the ordinal scale. An example
of the resulting graph is given in the left part of Fig. 1,
where this process has been applied to classes C1 and
C3 . Recall that for the nominal version of the SMOTE
algorithm, only the subgraph Gq,q is taken into account
for the generation of new synthetic patterns for Cq .
With this information, we can construct an adjacency
matrix Aq = (aij )n×n (being n the order of the graph) in
such a way that:

1 if ei,j ∈ Eq , vi ∈ Vq , vj ∈ Vq ,
aij :=
(8)
0
otherwise,

4

in Xq (see Fig. 1). Let xi be the extreme included in Xq ,
xi ∈ Xq . We interpolate both extremes xi and xj (which
both belong to the set of vertices Vq from Gq ) as follows:
sp = xi + δ · (xj − xi ),

(9)

where δ is a random number generated from a given
distribution. If xj ∈ Xq the distribution is set to be
the uniform one U [0, 1] (as for the nominal SMOTE);
otherwise a different distribution is chosen so that the
new synthetic pattern is more prone to fall near the
xi example. We allow points to be created between a
point of the minority class and one point of the adjacent
classes, which is a differentiating characteristic with
respect to standard SMOTE. We hypothesise that, in an
ordinal regression setting, this way of generating new
patterns can help to respect better the ordinal structure
of the dataset. Furthermore, the creation of points in the
“intra-class” region could also help to define better the
boundary of the minority class (note that this boundary
may not be well-defined because of the low information
available for this class). It could be useful in cases
where the number of minority patterns is very low (for
example, 2 or 3 patterns). In this case, the directions used
to create new synthetic points that the minority SMOTE
technique consider are very limited. However, with our
approach there will be more possible directions for the
creation of synthetic points, which could, in general,
avoid over-fitting. This method will be named in the
experiments as ordinal graph-based over-sampling via
neighbourhood information using a probability function
for the intra-class edges (OGO-NI).

•

where ei,j is the edge incident to both vi and vj .

3.2 Over-sampling of points in the edges of the
constructed graph
The creation of a new synthetic point sp is made by
selecting one edge ei,j ∈ Eq . The way the graph has been
created makes one of the extremes of the edge be a point
of Xq , while the other extreme can be or not included

3.3 Identification of the shortest paths in the graph
for over-sampling
One of the main hypothesis in ordinal regression is that
the distance to adjacent classes is lower than the distance
to non-adjacent classes. Therefore, it can be said that
ideally there exists a latent distance-based manifold of
the output variable that results in Cq lying in the space
between Cq−1 and Cq+1 . The method proposed in this
subsection is based on the assumption that by oversampling the patterns lying in these “intra-class” area the
ordinal information in the dataset could be improved.
This idea could be useful as well to detect outliers in
the minority class, which should not be used for oversampling purposes.
The main idea is to use the graph information obtained
in the previous step to detect the patterns from Cq that
are spatially located in the underlying manifold between
Cq−1 and Cq+1 . To do so, we use the graph notion of
shortest path.
In graph theory, the shortest path problem is the
problem of finding a path between two vertices in a
graph such that the sum of the weights of its constituent
edges is minimised. To do so, first take into account
that the constructed graph is undirected. Therefore, the
notion of path is defined as a sequence of vertices
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p1z = (v1 , v2 , . . . , vz ) ∈ Vqz such that vi is adjacent to
vi+1 for 1 ≤ i < z (and therefore ei,i+1 exists).
Moreover, given a real-valued weight function f :
Eq → R that assigns a cost to each edge and an
undirected graph Gq , the shortest path from v to v 0 is the
0
path p1z = (v1 , . . . , vz ) (where v1 = v and
z = v ) that
Pvz−1
over all possible z minimises the sum
i=1 f (ei,i+1 ),
where ei,i+1 ∈ Gq .
In our case, we select the Euclidean distance as the
weight function, (the one used for the neighbourhood
analysis):
f (ei,j ) = ||xi − xj ||2 ,
(10)
where || · ||2 is the L2-norm operator.
To identify the patterns in Cq lying in the latent manifold between Cq−1 and Cq+1 , we compute the shortest
paths from all the vertices in Vq−1,q to all the vertices in
Vq,q+1 by using the well known Dijkstra’s algorithm [25].
Denote by Pq the set of paths obtained from this process,
where pi,j ∈ Pq is the shortest path between vi ∈ Vq−1,q
and vj ∈ Vq,q+1 . Note that this method is not possible
when considering the over-sampling of an extreme class
in the ordinal scale. In those cases, we consider the
shortest paths between all the vertices in Vq−1,q or Vq,q+1
(depending on the ranking of the extreme class) and Vq,q .
Up to this point, we could consider two different
approaches for over-sampling Cq :
• First, we can create synthetic points only in the
edges of the graph Gq connecting minority class
patterns (edge ei,j ∈ Eq,q for patterns xi ∈ Xq and
xj ∈ Xq ) and such that ei,j is at least contained in
one of the paths of Pq . This method will be named
in the experiments as ordinal graph-based oversampling via interior shortest paths (OGO-ISP).
• Second, as stated in subsection 3.2, we also could exploit the intra-class information by creating patterns
in edges that connect patterns from Vq−1,q to Vq,q ,
or from Vq,q to Vq,q+1 , using a probability weighting
function. That is, allowing xj to be included in Xq−1
or Xq+1 , but also constructing ei,j to be at least
contained in one of the paths of Pq . This method will
be named in the experiments as ordinal graph-based
over-sampling via shortest paths using a probability
function for the intra- class edges (OGO-SP).
Fig. 1 represents the differences when including the
shortest paths information in the graph construction
step. Minority classes in the dataset are C1 and C3 . It
can be seen that, in the right part of the figure, some
edges are removed because they do not belong to any
of the shortest paths. In this way, the shortest paths
construction (the right plot) helps to detect the outliers
and to reinforce those parts of the minority class which
respect more the ordering structure.

4

E XPERIMENTAL

RESULTS

The proposed methodologies have been tested considering Support Vector Ordinal Regression with Implicit
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Constraints (SVORIM) [16] and the well-known SMOTE
algorithm [7]. 30 ordinal benchmark datasets from the
UCI repository with different imbalance ratios (proportion of majority patterns with respect to minority
ones) have been used for the analysis to test the performance of the methods in different situations. Some
of the original datasets have been relabelled to obtain
different imbalanced distributions (see Table 1, where
eucalyptus123vs4vs5 stands for the eucalyptus dataset,
C1 groups the original labels 1, 2 and 3, C2 is the original
label 4 and C3 is the original label 5). The datasets
from the UCI are specific ordinal regression datasets
(although they have been commonly tackled as nominal
classification). However, some of the ordinal regression
benchmark datasets (wisconsin, stock, housing, machine,
triazines, auto and abalone) provided by Chu et. al
[26] were considered since they are widely used in the
ordinal regression literature [27], [16]. These datasets do
not originally represent ordinal classification tasks but
regression ones. To turn regression into ordinal classification, the target variable is discretised into Q different
bins (representing classes, in this case Q was assigned
to 5 or 10), with equal sizes of the bins, which usually
results in a high imbalance.
4.1

Datasets

The characteristics for all the datasets used for the experiments can be seen in Table 1. From this Table, one
could appreciate that, in the ordinal regression setting,
extreme classes are the ones more prone to present an
imbalanced distribution, given that they usually represent rare events. The mean imbalance ratio (IR) included
in this table is defined as
Q

IR =

1 X
IRq ,
Q q=1

(11)

where IRq corresponds to the imbalance ratio associated
to Cq :
P
j6=q Nj
IRq =
.
(12)
Q · Nq

Several works in the literature have considered the
over-sampling of classes that present a IR value (for the
considered class) higher than 1.5 [28], [9]. In this work
we consider the same threshold for deciding to apply
over-sampling to a certain class and for computing the
number of necessary synthetic patterns for class Cq . That
is, we compute the patterns needed for IRq∗ to be lower
than 1.51 . However, in a multiclass setting, IRq depends
on the patterns belonging to the other classes, so when
some patterns are added to a certain class, the IR∗
values for the rest of classes change. Therefore, we use an
iterative procedure, where in each iteration, the number
of patterns needed for obtaining a IR∗ lower than 1.5
for the minority class is obtained, and the method is run
1. IRq∗ represents the modified IRq value when the number of
patterns Nq is modified.
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1. Graph constructed via the neighbourhood information

6

2. Graph constructed via the shortest paths obtained from the previous graph

Fig. 1. Comparison of two different methodologies for the construction of a graph for a two-dimensional ordinal
synthetic dataset. The graph in the left part represents the neighbourhood information between patterns (method
described in subsection 3.1). The graph in the right part shows the graph obtained when considering only the edges
that are included in the set of shortest paths (method described in subsection 3.3).
until all classes have IRq∗ ≤ 1.5, q = 1, ldots, Q. The
same procedure is considered for all the over-sampling
techniques. The classes which are to be over-sampled for
all the datasets are highlighted in bold face in Table 1.
4.2

Metrics for the evaluation of the results

Several measures can be considered for evaluating ordinal classifiers. The most common ones in machine
learning are the mean absolute error (M AE) and the
mean zero-one error (M ZE) [29], being M ZE = 1 − Acc,
where Acc is the accuracy or correct classification rate.
M AE is the average deviation (in number of categories)
between the predicted label and the target label [30].
However, these measures may not be the best option
when the costs of different errors vary markedly (as in
ordinal classification problems) or when the dataset is
unbalanced (as in this case). Because of that, this work
makes use of other measures to evaluate an ordinal
classifier performance. First, we consider the maximum
mean absolute error (M M AE) [31], which is the M AE
value considering only the patterns from the class with
the greatest distance between true labels and predicted
ones:
M M AE = max {M AEq ; q ∈ {1, . . . , Q}} ,

(13)

where M AEq is the M AE value considering only the
patterns from the q-th class:
Nq
1 X
M AEq =
|O(yi ) − O(ŷi )|,
Nq i=1

(14)

where O(·) represents the ranking of the class and
ŷi is the predicted label for xi . M M AE values range
from 0 to Q − 1. This measure was recently proposed
[31] and its advantage is its represents the individual
performance for the worst ordered class, in such a way
that a low M M AE represents a low error for all classes
of the problem (including minority ones). We considered

this measure due to its specific nature for ordinal and
imbalanced classification problems.
To make clear how the imbalance nature of some
datasets can affect the performance of the minority
classes, Fig. 2 shows the cross-validation error during
model selection for the two SVORIM hyper-parameters
(the cost C and the kernel width α). It can be seen that
the metrics M AE and M M AE present a very different
nature for highly imbalanced datasets (such as machine5
and abalone5). As M AE is a global measure which gives
the same importance to all the patterns, models with a
very low M AE value can be hiding high M AE values
for the minority classes, so that the classifier assigns
labels for these classes very far away from their real one.
This results in the fact that M AE and M M AE optimum
are obtained at different parameters combination, as
opposed to slightly imbalanced datasets (toy and eucalyptus123vs4vs5) where the optimum region is similar.
This motivates the use of the M M AE measure for this
study and shows that these two measures are conflicting
objectives for highly skewed data distributions when
optimising the SVORIM parameters.
The geometric mean of the sensitivities for each class
(GM S) is also taken into account in this study, although
it is a measure designed for nominal (imbalanced) classification problems and it does not take the ordinal nature
of the problem into account. This measure is defined as
the geometric mean of the correct classification rates for
all classes:
v
uQ
uY
Q
GM S = t
Sq ,
(15)
q=1

PNq
where Sq = N1q i=1
(I(O(ŷi ) = O(yi ))) is the sensitivity
of the q-th class, i.e. the percentage of patterns correctly
predicted as belonging to the q-th class with respect to
the total number of examples in this class.
It is important to recall that in the ordinal regression paradigm, accuracy and sensitivity are no longer a
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TABLE 1
Characteristics of the datasets. M corresponds to the total number of patterns, K to the dimensionality of the input
space and Q to the number of classes in the problem.
Dataset
toy
eucalyptus123vs4vs5
wisconsin5
eucalyptus1vs2vs345
wisconsin10
stock
newthyroid
bondrate
housing5
automobile12vs345vs6
balance-scale
heating
ERA
auto
triazines5
LEV
housing10
SWD
automobile
ESL12vs3vs456vs7vs89
machine5
triazines10
machine10
car
ERA1vs23456vs7vs8vs9
ESL
winequality-red
winequality-white
abalone5
abalone10

M
300
736
194
736
194
950
215
57
506
205
625
768
1000
392
186
1000
506
1000
205
488
209
186
209
1728
1000
488
1599
4898
4177
4177

K
2
91
32
91
32
9
5
37
13
71
4
8
4
7
60
4
13
10
71
4
6
60
6
21
4
4
11
11
10
10

Q
Pattern distr.
IR per class
Mean IR
5
(35,87,79,68,31)
(1.53,0.49,0.56,0.68,1.68)
0.99
3
(417,214,105)
(0.25,0.82,2.00)
1.02
5
(67,41,43,24,19)
(0.38,0.74,0.71,1.41,1.87)
1.02
3
(180,107,449)
(1.03,1.94,0.21)
1.06
10
(46,21,28,13,25,18,14,10,9,10)
(0.31,0.81,0.59,1.35,0.71,1.02,1.35,1.71,1.97,1.97)
1.18
10 (48,110,108,119,168,104,104,103,64,22)
(1.88,0.77,0.78,0.70,0.47,0.81,0.81,0.81,1.38,4.35)
1.28
3
(30,150,35)
(2.00,0.15,1.73)
1.29
4
(6,33,12,5)
(1.85,0.19,0.92,2.38)
1.33
5
(77,239,123,36,31)
(1.11,0.22,0.62,2.61,3.10)
1.53
3
(25,153,27)
(2.50,0.11,2.10)
1.57
3
(288,49,288)
(0.39,4.00,0.39)
1.59
8
(20,265,112,51,119,85,82,34)
(4.67,0.24,0.73,1.77,0.68,1.00,1.06,2.64)
1.6
9
(92,142,181,172,158,118,88,31,18)
(1.10,0.68,0.50,0.53,0.60,0.83,1.15,3.51,5.84)
1.64
5
(91,131,101,59,10)
(0.65,0.40,0.58,1.14,7.15)
1.98
5
(7,10,26,86,57)
(5.36,3.27,1.26,0.23,0.46)
2.12
5
(93,280,403,197,27)
(1.94,0.51,0.30,0.81,7.30)
2.17
10
(22,55,85,154,84,39,29,7,10,21)
(2.27,0.80,0.49,0.23,0.50,1.21,1.62,7.48,4.64,2.43)
2.17
4
(32,352,399,217)
(7.56,0.46,0.38,0.90)
2.33
6
(3,22,67,54,32,27)
(12.58,1.43,0.33,0.47,0.90,1.11)
2.8
5
(14,38,351,62,23)
(6.45,2.41,0.08,1.39,3.87)
2.84
5
(152,27,13,7,10)
(0.07,1.36,2.92,6.04,4.26)
2.93
10
(4,3,2,8,11,15,36,50,45,12)
(4.53,4.53,13.80,2.22,1.64,1.16,0.41,0.28,0.31,1.44)
3.03
10
(115,37,21,6,8,5,3,4,4,6)
(0.08,0.46,0.94,3.02,2.50,3.80,7.70,5.10,5.10,3.80)
3.25
4
(1210,384,69,65)
(0.11,0.88,5.98,6.36)
3.33
5
(92,771,88,31,18)
(1.97,0.06,2.07,6.32,10.51)
4.19
9
(2,12,38,100,116,135,62,19,4)
(20.22,4.41,1.29,0.43,0.36,0.29,0.77,2.79,13.44)
4.89
6
(10,53,681,638,199,18)
(24.81,4.96,0.23,0.25,1.17,15.21)
7.77
7
(20,163,1457,2198,880,175,5)
(34.84,4.16,0.34,0.18,0.65,3.86,131.04)
25.01
5
(448,3036,557,129,7)
(1.66,0.08,1.30,6.26,125.08)
26.88
10 (17,431,1648,1388,432,125,100,29,4,3) (23.99,0.87,0.15,0.20,0.87,3.23,4.08,14.81,104.30,156.50)
30.9

The classes that are over-sampled are in bold face in the IR per class column.
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Fig. 2. Cross-validation error using a 5-fold procedure for the different combinations of parameters associated to the
SVORIM method. The abscissa axis represents for all the cases the cost parameter C and the ordinate axis the kernel
parameter α.
proper measure to take into account, because they lack
a penalization for misclassifying patterns in classes very
far away from the real class (in the ordinal scale). In
this way, GM S better reflects errors committed for the
minority class, but it does not consider what kind of
error has been committed. M M AE measure does not
have this limitation.

4.3

Methods compared

The methods compared were run and optimised under
the same conditions and using the same model selection
process. Regarding the experimental setup, a holdout
stratified technique was applied to divide the datasets
30 times, using 75% of the patterns for training and
the remaining 25% for testing. The partitions were the
same for all methods and one model was obtained and
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evaluated (in the test set), for each split. Finally, the
results are taken as the mean and standard deviation
of the measures over the 30 test sets.
The parameters of each algorithm are chosen using
a nested cross-validation considering only the training
set (specifically, a 5-fold method). The cross-validation
criteria (the measure used to select the best parameter
combination) is the M M AE for all the methods, because
it is the metric that we will consider for the evaluation of
the results. The kernel selected for
is

 all the2 algorithms
where
σ
is
the Gaussian one, K(x, y) = exp − kx−yk
2
σ
the kernel width. The kernel width was selected within
the values {10−2 , 100 , 102 }, as well as the cost parameter
associated with SVM methods. k = 5 nearest neighbours
are used for all the algorithms.
For all SMOTE-based methods, the iterative process
described in Section 4.1 is used to decide the classes to
be over-sampled and the number of patterns to generate
for each class. For an extensive analysis, several methods
are compared:
•
•

•

•

•

•

SVORIM without over-sampling the minority
classes (SVORIM).
SVORIM with multiclass nominal over-sampling of
the minority classes (MSMOTE) [7]. Nominal oversampling consists of simply applying SMOTE to the
selected classes, considering only the class to oversample when generating synthetic patterns.
SVORIM with costs according to the imbalance ratio
of each class as explained in Subsection 2.3 (CSSVORIM).
SVORIM with ordinal graph-based over-sampling
via neighbourhood information using a probability
function for the intra-class edges (OGO-NI) (method
described in Subsection 3.2).
SVORIM with ordinal graph-based over-sampling
via interior shortest paths (OGO-ISP) (first method
described in Subsection 3.3).
SVORIM with ordinal graph-based over-sampling
via shortest paths using a probability function for
the intra-class edges (OGO-SP) (second method described in Subsection 3.3).

As said, when creating new synthetic patterns by
convex combination of two patterns belonging to the
minority class, δ ∼ U [0, 1], i.e. any point of the line
connecting both extremes can be the new synthetic
pattern with equal probability. However, when one of
the extremes belongs to an adjacent class, one should
avoid to generate new patterns too close to the adjacent
class. In this way, we consider the random variable δ
in Eq. (9) to be gamma-distributed , i.e., δ ∼ Γ(a, b).
The parameters have been fixed to the following values:
a = 2 and b = 0.15 (the Gamma density distribution
obtained can be seen in Fig. 3). The choice of these
parameters is not arbitrary. Note that δ is a random
variable that influences the position of the new synthetic
point. In this sense, a zero value (δ = 0) means that
the synthetic pattern will be the extreme of the minority
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class (and δ = 1 means that the synthetic pattern will
be the extreme of the adjacent class). Fig. 3 shows how
the new synthetic patterns are more prone to fall near
the minority class patterns (but never too close which
will result in replicating these patterns, which has been
shown to lead to over-fitting [14]).
2.5

2

1.5

1

0.5

0

0

0.2

0.4

0.6

0.8

1

Fig. 3. Gamma density distribution for a = 2 and b = 0.15.
The source codes in Matlab for all the over-sampling
methods developed in this paper are available, together
with all of the datasets and partitions on the website
associated with this paper2 .
4.4

Analysis of the results obtained

First of all, a graphical representation of the behaviour
of the over-sampling methodologies for the housing10
dataset is given in Fig. 4. This figure includes a representation of the projection done by SVORIM algorithm,
which projects patterns to a real line (linear in the feature
space but nonlinear in the original space) and divides the
classes by a set of thresholds. This is done by the vast
majority of ordinal regression methods [29], because it is
a way to uncover the latent variable which is the origin
of the ordinal labels. The estimated latent variables for
the SVORIM and OGO-NI methods and the housing10
dataset are shown in this figure. Dashed lines represent
the thresholds which divide the different classes. The
plot in the top represents the SVORIM algorithm and the
plot in the bottom the OGO-NI method. It can be seen
that given the imbalanced nature of the dataset and the
SVORIM methodology, some of the classes are almost
obviated in the latent space (e.g. C8 , where the two
thresholds are so close that a new pattern will be hardly
classified in this class). Therefore, SVORIM without oversampling tends to misclassify minority class patterns
at a expense of an overall error minimisation. On the
contrary, in the bottom plot, one can observe that the
ordinal synthetic over-sampling technique helps to fix
fairer thresholds for the minority classes. Furthermore,
it can be seen that the new synthetic patterns maintain
the ordinal information of the dataset.
Tables 2, 3 and 4 shows respectively the M AE, GM S
and M M AE results in mean and standard deviation for
the 6 methods and the 30 datasets considered. From
this Table, it can be seen that the SVORIM method
2. http://www.uco.es/grupos/ayrna/GBOforOR
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Fig. 4. Training estimated latent variable for the housing10 dataset. The plot in the top represents the original SVORIM algorithm and the plot in the bottom the
SVORIM model after applying OGO-NI. The abscissa
axis represents the real class of each sample and the
ordinate axis the projected values for the patterns (i.e.,
the estimated latent variable). Vertical dashed lines are
thresholds separating the different classes.

obtained the best results in M AE for most of the datasets
(apparently this improvement in M AE seems more obvious for datasets with a medium or high imbalance
ratio). However, when considering the rest of metrics,
it can be seen that this good performance in M AE
is accompanied by very poor results for GM S and
M M AE. This low performance for minority classes is, in
general, not acceptable for imbalanced problems. This is
very representative of the fact that SVORIM minimises
the overall error at the expense of the minority classes.
For the case of SVORIM, this result is consistent with
previous works stating that it performs better in terms
of absolute deviations in number of classes [16].
In order to better summarise these results, Table 5
shows the test mean rankings in terms of Acc, M AE,
GM S and M M AE, for all the methods considered in
these experiments along all the 30 datasets. For each
dataset, a ranking of 1 is given to the best method, in
average, and a 6 is given to the worst one. We included
the Acc measure to show the relative correlation between
the ranking results obtained for this metric and the
M AE measure for most of the methods (because of
this reason we do not consider the Acc measure for
the statistical tests). From this Table, it can be seen that
most of the over-sampling methods perform similarly for
GM S improving to a great extent the results of SVORIM
(although OGO-SP performs slightly better than the
rest). This is also applicable for M M AE. It can also be
appreciated that the use of the costs derived from the
imbalanced ratio per class helps to improve the results
for GM S and M M AE but deteriorates at the same time
the results for Acc and M AE compared to the results of
SVORIM. As opposed to this, the MSMOTE technique
obtains acceptable performance for all the metrics except
M M AE (which is not rare since this method is not
specially designed for ordinal classification).
To quantify whether a statistical difference exists
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among the algorithms compared, a procedure is employed to compare multiple classifiers in multiple
datasets [32]. Table 5 also shows the result of applying
the non-parametric statistical Friedman’s test (for a significance level of α = 0.05) to the mean Acc, M AE, GM S
and M M AE rankings. It can be seen that the test rejects
the null-hypothesis that all of the algorithms perform
similarly in mean ranking for all the metrics (note that
for M M AE the differences are larger).
On the basis of this rejection and following the guidelines in [32], we consider the best performing methods
in M AE and M M AE (i.e., SVORIM and OGO-SP) as
control methods for the following tests. Furthermore, we
also consider the method OGO-ISP as a control method,
because it obtained a promising balance between both
metrics, and the CS-SVORIM technique, in order to analyse the potential differences between cost-sensitive and
over-sampling approaches. The GM S metric was not
included for the analysis, because all the over-sampling
algorithms obtained significant differences when compared to SV ORIM but there were no significant differences between them (although OGO-SP obtained the
highest ranking). We compare these three methods to the
rest according to their rankings. It has been noted that
the approach of comparing all classifiers to each other
in a post-hoc test is not as sensitive as the approach of
comparing all classifiers to a given classifier (a control
method). One approach to this latter type of comparison
is the Holm’s test. The test statistics for comparing the
i-th and j-th method using this procedure is:
Ri − Rj
,
z=q
J(J+1)
6T

where J is the number of algorithms, T is the number of
datasets and Ri is the mean ranking of the i-th method.
The z value is used to find the corresponding probability
from the table of the normal distribution, which is then
compared with an appropriate level of significance α.
Holm’s test adjusts the value for α in order to compensate for multiple comparisons. This is done in a step-up
procedure that sequentially tests the hypotheses ordered
by their significance. We will denote the ordered pvalues by p1 , p2 , . . . , pq so that p1 ≤ p2 ≤ . . . ≤ pq . Holm’s
∗
test compares each pi with αHolm
= α/(J − i), starting
from the most significant p value. If p1 is below α/(J −1),
the corresponding hypothesis is rejected and we allow
to compare p2 with α/(J − 2). If the second hypothesis
is rejected, the test proceeds with the third, and so on.
From Table 6, several conclusions can be drawn. First,
it can be seen that SVORIM significantly outperforms
most of the over-sampling algorithms for M AE (except
for OGO-ISP and OGO-SP where non-significant differences were found). This result is obvious if we take into
account that the M AE measure does not consider the imbalanced nature of the problem. On the contrary, when
considering M M AE the SVORIM algorithm obtains significantly worse results than all the developed ordi-
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TABLE 2
M AE mean and standard deviations (Mean ± SD) obtained over 30 runs by all the methodologies compared.
M AE
toy
eucalyptus123vs4vs5
wisconsin5
eucalyptus1vs2vs345
wisconsin10
stock
newthyroid
bondrate
housing5
automobile12vs345vs6
balance-scale
heating
ERA
auto
triazines5
LEV
housing10
SWD
automobile
ESL12vs3vs456vs7vs89
machine5
triazines10
machine10
car
ERA1vs23456vs7vs8vs9
ESL
winequality-red
winequality-white
abalone5
abalone10

SVORIM
MSMOTE
CS-SVORIM
0.052 ± 0.026
0.056 ± 0.032 0.081 ± 0.041
0.259 ± 0.031
0.258 ± 0.033
0.259 ± 0.032
1.250 ± 0.087 1.213 ± 0.094 1.253 ± 0.083
0.185 ± 0.024
0.189 ± 0.021 0.271 ± 0.031
2.476 ± 0.171 2.430 ± 0.147 2.576 ± 0.307
0.219 ± 0.033 0.232 ± 0.042 0.250 ± 0.046
0.028 ± 0.019 0.028 ± 0.021 0.071 ± 0.043
0.584 ± 0.105
0.600 ± 0.112 0.667 ± 0.181
0.249 ± 0.031 0.252 ± 0.031 0.356 ± 0.037
0.102 ± 0.040 0.103 ± 0.038 0.197 ± 0.056
0.049 ± 0.016
0.072 ± 0.017 0.085 ± 0.020
0.317 ± 0.024 0.305 ± 0.022 0.355 ± 0.027
1.231 ± 0.060
1.249 ± 0.047 1.226 ± 0.058
0.275 ± 0.058 0.295 ± 0.044 0.342 ± 0.053
0.709 ± 0.074 0.730 ± 0.090 1.077 ± 0.117
0.410 ± 0.036
0.431 ± 0.032
0.585 ± 0.046
0.488 ± 0.065 0.505 ± 0.067 0.608 ± 0.077
0.447 ± 0.030 0.482 ± 0.039 0.572 ± 0.039
0.371 ± 0.078
0.367 ± 0.074
0.463 ± 0.111
0.166 ± 0.032 0.182 ± 0.034 0.426 ± 0.043
0.185 ± 0.041 0.191 ± 0.048 0.386 ± 0.114
1.333 ± 0.129 1.502 ± 0.139 2.003 ± 0.129
0.477 ± 0.090 0.529 ± 0.135 0.833 ± 0.128
0.013 ± 0.005
0.014 ± 0.005 0.057 ± 0.024
0.269 ± 0.018
0.278 ± 0.021
0.906 ± 0.062
0.302 ± 0.040
0.343 ± 0.043 0.297 ± 0.042
0.424 ± 0.017
0.515 ± 0.027 0.423 ± 0.016
0.498 ± 0.027 0.588 ± 0.019 0.832 ± 0.161
0.247 ± 0.021 0.270 ± 0.013 0.727 ± 0.044
0.517 ± 0.030
0.629 ± 0.031
1.370 ± 0.405

The best performing method is in bold face and the second one in italics.

OGO-NI
0.058 ± 0.032
0.259 ± 0.030
1.228 ± 0.091
0.184 ± 0.023
2.407 ± 0.150
0.218 ± 0.030
0.029 ± 0.023
0.598 ± 0.119
0.250 ± 0.031
0.097 ± 0.037
0.060 ± 0.020
0.307 ± 0.024
1.244 ± 0.046
0.295 ± 0.044
0.724 ± 0.070
0.433 ± 0.027
0.498 ± 0.068
0.476 ± 0.038
0.369 ± 0.073
0.185 ± 0.037
0.182 ± 0.063
1.777 ± 0.273
0.498 ± 0.083
0.017 ± 0.006
0.284 ± 0.030
0.327 ± 0.043
0.518 ± 0.025
0.587 ± 0.013
0.273 ± 0.015
0.633 ± 0.027

OGO-ISP
0.051 ± 0.025
0.258 ± 0.031
1.220 ± 0.099
0.185 ± 0.024
2.420 ± 0.227
0.217 ± 0.030
0.025 ± 0.021
0.589 ± 0.109
0.250 ± 0.032
0.100 ± 0.041
0.048 ± 0.014
0.304 ± 0.023
1.242 ± 0.055
0.291 ± 0.040
0.738 ± 0.089
0.435 ± 0.036
0.491 ± 0.053
0.480 ± 0.037
0.369 ± 0.075
0.181 ± 0.031
0.184 ± 0.044
1.491 ± 0.085
0.496 ± 0.086
0.012 ± 0.005
0.291 ± 0.036
0.333 ± 0.047
0.520 ± 0.022
0.583 ± 0.015
0.269 ± 0.012
0.631 ± 0.034

OGO-SP
0.053 ± 0.028
0.256 ± 0.032
1.221 ± 0.102
0.185 ± 0.020
2.418 ± 0.217
0.214 ± 0.025
0.027 ± 0.025
0.576 ± 0.128
0.251 ± 0.030
0.101 ± 0.034
0.061 ± 0.018
0.305 ± 0.027
1.245 ± 0.045
0.296 ± 0.049
0.726 ± 0.089
0.441 ± 0.031
0.496 ± 0.057
0.481 ± 0.032
0.366 ± 0.072
0.190 ± 0.033
0.182 ± 0.053
1.674 ± 0.282
0.484 ± 0.083
0.016 ± 0.005
0.290 ± 0.031
0.338 ± 0.041
0.515 ± 0.024
0.586 ± 0.014
0.276 ± 0.013
0.644 ± 0.031

TABLE 3
GM S mean and standard deviations (Mean ± SD) obtained over 30 runs by all the methodologies compared.
GM S
toy
eucalyptus123vs4vs5
wisconsin5
eucalyptus1vs2vs345
wisconsin10
stock
newthyroid
bondrate
housing5
automobile12vs345vs6
balance-scale
heating
ERA
auto
triazines5
LEV
housing10
SWD
automobile
ESL12vs3vs456vs7vs89
machine5
triazines10
machine10
car
ERA1vs23456vs7vs8vs9
ESL
winequality-red
winequality-white
abalone5
abalone10

SVORIM
MSMOTE
CS-SVORIM
OGO-NI
OGO-ISP
OGO-SP
94.62 ± 2.56 94.14 ± 3.43 92.16 ± 4.50 93.87 ± 3.47 94.66 ± 2.52 94.31 ± 2.95
65.97 ± 5.56 66.34 ± 5.20 65.97 ± 5.55 66.30 ± 5.26
66.34 ± 5.24
66.86 ± 5.38
2.87 ± 8.95 1.16 ± 6.36
2.18 ± 8.31
2.74 ± 8.64
0.00 ± 0.00
2.36 ± 8.99
72.41 ± 3.46 72.56 ± 3.33 71.11 ± 4.43
73.23 ± 3.40
72.52 ± 3.63 73.58 ± 3.47
0.00 ± 0.00 0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
77.23 ± 4.20 76.17 ± 4.27 75.55 ± 4.13 77.38 ± 3.32
77.51 ± 3.48
77.72 ± 3.06
94.81 ± 4.16 94.90 ± 4.08 95.36 ± 4.02 94.95 ± 4.48
95.50 ± 4.33
95.72 ± 4.40
0.00 ± 0.00 0.00 ± 0.00 1.92 ± 10.54 0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
72.60 ± 4.16 73.09 ± 3.75 73.08 ± 3.23 73.16 ± 3.67
73.26 ± 3.88
73.32 ± 3.70
78.35 ± 9.45 78.79 ± 8.57 79.42 ± 7.99 80.83 ± 8.61 78.78 ± 9.63
80.09 ± 9.22
93.65 ± 2.56 93.30 ± 2.48 92.31 ± 2.80 93.21 ± 2.74 93.76 ± 2.52 93.10 ± 2.94
54.40 ± 11.53 68.39 ± 3.52 69.58 ± 2.98 67.36 ± 4.18 67.89 ± 3.94 67.76 ± 3.84
0.00 ± 0.00 2.66 ± 6.92
0.00 ± 0.00
0.65 ± 3.56
0.70 ± 3.86
0.72 ± 3.94
11.07 ± 25.25 50.37 ± 31.60 55.84 ± 26.17 47.28 ± 32.25 41.39 ± 34.92 49.64 ± 31.29
0.00 ± 0.00 2.70 ± 10.27 0.98 ± 5.35
1.26 ± 6.91
2.83 ± 10.77
4.24 ± 13.22
4.50 ± 13.75 37.03 ± 21.34 46.64 ± 16.62 38.91 ± 20.03 38.34 ± 19.81 42.82 ± 17.54
0.00 ± 0.00 16.74 ± 26.08 15.79 ± 26.73 17.69 ± 27.59 19.03 ± 27.44 16.71 ± 26.04
10.64 ± 18.05 47.46 ± 4.64 54.19 ± 3.59 46.56 ± 5.93 47.18 ± 5.37 46.08 ± 10.40
61.00 ± 24.93 58.57 ± 27.14 53.17 ± 28.26 63.24 ± 22.17 58.31 ± 27.05 63.34 ± 22.21
58.74 ± 8.25 66.39 ± 8.33 66.63 ± 6.25
66.73 ± 8.68 64.71 ± 8.17 66.18 ± 8.00
22.81 ± 31.15 24.23 ± 31.31 25.87 ± 30.82 37.32 ± 33.91 32.12 ± 33.15 36.99 ± 33.43
0.00 ± 0.00 0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00 0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
94.72 ± 2.27 95.81 ± 2.23 95.53 ± 2.23 95.53 ± 2.02 96.28 ± 1.88 95.63 ± 1.80
0.00 ± 0.00 21.10 ± 19.40 42.01 ± 12.96 10.36 ± 16.49 9.15 ± 16.20
2.23 ± 8.89
11.01 ± 25.20 22.90 ± 28.72 8.86 ± 23.15 37.52 ± 29.23 31.58 ± 30.19 33.27 ± 29.76
0.00 ± 0.00 9.50 ± 16.17 0.00 ± 0.00
5.58 ± 12.80
9.30 ± 15.77
6.68 ± 13.69
0.00 ± 0.00 2.94 ± 9.08 6.51 ± 14.87 5.03 ± 11.47
5.87 ± 12.03
5.01 ± 11.46
0.00 ± 0.00 28.77 ± 24.00 25.60 ± 24.54 29.10 ± 24.25 29.11 ± 24.37 28.81 ± 24.05
0.00 ± 0.00 3.87 ± 11.83 0.00 ± 0.00 6.18 ± 14.09 2.75 ± 10.52
4.82 ± 12.51

The best performing method is in bold face and the second one in italics.

nal over-sampling techniques, except MSMOTE, where
significant differences are not found. One can observe
from this result that the application of MSMOTE is not
satisfactory, as this method deteriorates significantly the
M AE measure to obtain a non-significant increment in
M M AE and GM S. Furthermore, it can be seen that both

the results obtained using OGO-ISP and OGO-SP are
promising, because similar results (when compared to
the SVORIM method) are obtained for M AE while the
performance in M M AE is significantly improved. More
specifically, the best performing method in M M AE is
the OGO-SP procedure, that significantly outperforms
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TABLE 4
M M AE mean and standard deviations (Mean ± SD) obtained over 30 runs by all the methodologies compared.
M M AE
toy
eucalyptus123vs4vs5
wisconsin5
eucalyptus1vs2vs345
wisconsin10
stock
newthyroid
bondrate
housing5
automobile12vs345vs6
balance-scale
heating
ERA
auto
triazines5
LEV
housing10
SWD
automobile
ESL12vs3vs456vs7vs89
machine5
triazines10
machine10
car
ERA1vs23456vs7vs8vs9
ESL
winequality-red
winequality-white
abalone5
abalone10

SVORIM
MSMOTE
0.139 ± 0.059
0.147 ± 0.073
0.524 ± 0.127 0.520 ± 0.119
2.111 ± 0.434 2.143 ± 0.378
0.453 ± 0.062 0.440 ± 0.062
5.117 ± 0.494 5.117 ± 0.634
0.415 ± 0.109
0.450 ± 0.122
0.127 ± 0.094 0.124 ± 0.088
1.783 ± 0.611
2.021 ± 0.766
0.450 ± 0.080 0.452 ± 0.084
0.350 ± 0.133 0.342 ± 0.112
0.109 ± 0.054
0.107 ± 0.030
0.783 ± 0.091 0.742 ± 0.089
2.219 ± 0.255 2.188 ± 0.210
0.973 ± 0.212
0.644 ± 0.243
2.400 ± 0.523
2.593 ± 0.567
1.459 ± 0.450 1.352 ± 0.630
1.247 ± 0.240 1.079 ± 0.324
1.042 ± 0.095 0.717 ± 0.094
0.827 ± 0.349 0.834 ± 0.338
0.705 ± 0.153 0.591 ± 0.144
1.088 ± 0.456 1.100 ± 0.463
4.967 ± 0.919 4.783 ± 0.784
2.913 ± 1.264 2.917 ± 1.009
0.138 ± 0.062 0.118 ± 0.061
1.660 ± 0.300 1.057 ± 0.161
1.138 ± 0.418 1.063 ± 0.430
2.103 ± 0.292 1.727 ± 0.441
2.453 ± 0.356 2.476 ± 0.699
4.371 ± 1.322 3.668 ± 1.588
1.982 ± 0.466 1.313 ± 0.482

CS-SVORIM
0.183 ± 0.097
0.524 ± 0.128
2.124 ± 0.423
0.395 ± 0.096
4.349 ± 0.821
0.471 ± 0.124
0.120 ± 0.090
1.633 ± 0.490
0.489 ± 0.073
0.325 ± 0.130
0.123 ± 0.040
0.747 ± 0.099
2.215 ± 0.258
0.589 ± 0.206
1.980 ± 0.543
0.810 ± 0.138
1.187 ± 0.370
0.686 ± 0.071
0.795 ± 0.223
0.548 ± 0.093
1.084 ± 0.521
4.433 ± 0.817
3.020 ± 1.454
0.103 ± 0.043
1.011 ± 0.072
1.148 ± 0.411
2.079 ± 0.303
2.510 ± 0.858
3.221 ± 0.847
1.038 ± 0.219

The best performing method is in bold face and the second one in italics.

TABLE 5
Mean ranking results in Acc, M AE and M M AE
obtained by all the methods tested and the 30 datasets
used.
Ranking SVORIM MSMOTE CS-SVORIM OGO-NI OGO-ISP OGO-SP
Acc
2.30
3.48
5.57
3.38
2.93
3.33
M AE
2.35
3.85
5.47
3.43
2.65
3.25
GM S
4.95
3.40
3.73
3.07
3.07
2.78
M M AE
4.90
4.37
3.22
3.15
3.17
2.20
Friedman’s test
Confidence interval C0 = (0, F(α=0.05) = 2.28)
F-val.Acc : 15.42 ∈
/ C0 , F-val.M AE : 15.53 ∈
/ C0
F-val.GM S : 6.14 ∈
/ C0 , F-val.M M AE : 10.70 ∈
/ C0

SVORIM and MSMOTE (without significant differences
with respect to the rest of methods). The results obtained
from the statistical test can be justified analysing the
nature of the developed methods. It is clear that the
creation of patterns in the “intra-class” region (as for the
method OGO-SP) could expand and make more robust
the region assigned to the minority class in the latent
target space and therefore this method obtains better
M M AE results at a cost of deteriorated M AE values.
In contrast, OGO-ISP only creates point in the region
within the minority class. This makes this class to receive
more attention from the classifier while not damaging
the M AE measure. On the other hand, CS-SVORIM is
designed to penalise more the errors of patterns belonging to minority classes (note that the ordinal nature of
the error is also considered by the formulation of the
original SVORIM method) therefore, it helps to improve
the M M AE measure with respect to SVORIM, at the cost

OGO-NI
0.156 ± 0.078
0.519 ± 0.119
2.066 ± 0.370
0.432 ± 0.062
5.056 ± 0.430
0.421 ± 0.101
0.118 ± 0.099
1.817 ± 0.650
0.457 ± 0.090
0.314 ± 0.128
0.109 ± 0.050
0.748 ± 0.096
2.150 ± 0.206
0.673 ± 0.242
2.575 ± 0.606
1.333 ± 0.577
1.067 ± 0.301
0.725 ± 0.098
0.804 ± 0.336
0.583 ± 0.149
1.051 ± 0.464
4.550 ± 0.894
2.877 ± 1.242
0.117 ± 0.061
1.064 ± 0.133
1.026 ± 0.439
1.686 ± 0.365
2.325 ± 0.551
3.334 ± 1.320
1.199 ± 0.428

OGO-ISP
0.137 ± 0.058
0.517 ± 0.117
2.094 ± 0.345
0.449 ± 0.066
4.994 ± 0.496
0.416 ± 0.111
0.109 ± 0.096
1.817 ± 0.650
0.431 ± 0.066
0.348 ± 0.130
0.109 ± 0.054
0.747 ± 0.093
2.139 ± 0.275
0.713 ± 0.268
2.543 ± 0.579
1.247 ± 0.390
1.049 ± 0.280
0.721 ± 0.111
0.830 ± 0.338
0.577 ± 0.143
1.058 ± 0.440
5.200 ± 0.761
2.753 ± 1.213
0.101 ± 0.047
1.109 ± 0.130
1.028 ± 0.437
1.727 ± 0.502
2.493 ± 0.775
3.419 ± 1.222
1.207 ± 0.391

OGO-SP
0.137 ± 0.060
0.504 ± 0.117
2.079 ± 0.385
0.414 ± 0.070
5.100 ± 0.448
0.409 ± 0.102
0.099 ± 0.094
1.883 ± 0.715
0.437 ± 0.074
0.325 ± 0.145
0.103 ± 0.055
0.742 ± 0.096
2.142 ± 0.289
0.615 ± 0.230
2.483 ± 0.643
1.271 ± 0.408
1.011 ± 0.281
0.716 ± 0.131
0.799 ± 0.328
0.591 ± 0.126
0.972 ± 0.384
4.700 ± 0.651
2.570 ± 1.046
0.109 ± 0.048
1.056 ± 0.078
1.052 ± 0.427
1.680 ± 0.461
2.387 ± 0.617
3.446 ± 1.409
1.136 ± 0.327

TABLE 6
Results of the Holm procedure using SVORIM, OGO-ISP
and OGO-SP as control methods: corrected α values,
compared method and p-values, ordered by the number
of comparison (i).
Control alg.: SVORIM
M AE
M M AE
i α∗
α∗
Method
pi
Method
pi
0.05
0.10
1 0.0100
0.0200
CS-SVORIM 0.0000++
OGO-SP 0.0000−−
2 0.0125
0.0250
MSMOTE 0.0019++ OGO-ISP 0.0002−−
3 0.0166
0.0333
OGO-NI 0.0249+
OGO-NI 0.0003−−
4 0.0250
0.0500
OGO-SP 0.0624
CS-SVORIM 0.0005−−
5 0.0500
0.1000
OGO-ISP 0.5346
MSMOTE 0.2695
Control alg.: CS-SVORIM
M AE
M M AE
i α∗
α∗
Method
pi
Method
pi
0.05
0.10
1 0.0100
0.0200
SVORIM 0.0000−− SVORIM 0.0005++
2 0.0125
0.0250
OGO-ISP 0.0000−− MSMOTE 0.0172
3 0.0166
0.0333
OGO-SP 0.0000−−
OGO-SP 0.0353
4 0.0250
0.0500
OGO-NI 0.0000−−
OGO-NI 0.8902
5 0.0500
0.1000
MSMOTE 0.0008−− OGO-ISP 0.9176
Control alg.: OGO-ISP
M AE
M M AE
∗
∗
i α0.05
α0.10
Method
pi
Method
pi
1 0.0100
0.0200
CS-SVORIM 0.0000++
SVORIM 0.0003++
2 0.0125
0.0250
MSMOTE 0.0129+
MSMOTE 0.0129+
3 0.0166
0.0333
OGO-NI 0.1049
OGO-SP 0.0453
4 0.0250
0.0500
OGO-SP 0.2142
CS-SVORIM 0.9176
5 0.0500
0.1000
SVORIM 0.5345
OGO-NI 0.9725
Control alg.: OGO-SP
M AE
M M AE
∗
∗
i α0.05
α0.10
Method
pi
Method
pi
1 0.0100
0.0200
CS-SVORIM 0.0000++
SVORIM 0.0000++
2 0.0125
0.0250
SVORIM 0.0624−
MSMOTE 0.0000++
3 0.0166
0.0333
MSMOTE 0.2142
CS-SVORIM 0.0353
4 0.0250
0.0500
OGO-ISP 0.2142
OGO-NI 0.0454
5 0.0500
0.1000
OGO-NI 0.3795
OGO-ISP 0.0492
Win (++) or lose (−−) with statistical significant difference for α = 0.05
Win (+) or lose (−) with statistical difference with α = 0.10

nevertheless of obtaining worse results for M AE (this
suggesting the idea that there two metrics could be con-
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flicting objectives when the imbalanced problem is not
addressed properly). In this sense, OGO-SP should be
preferred in cases when a correct independent ordering
of the minority classes in the problem is of vital importance (e.g. in medical applications). On the contrary, if we
aim at a balance between a global M AE value and the
M AE of the minority classes, then the OGO-ISP should
be considered. In either case and as a conclusion, the
use of path information in a graph connecting adjacent
classes is shown to be very helpful for the over-sampling
in imbalanced ordinal datasets and over-sampling can
be said to be a more powerful technique for imbalanced
cases than a cost-sensitive approach (as suggested in the
literature [14]).

5

C ONCLUSIONS

This paper proposes a first approximation to the problem
of over-sampling in imbalanced and ordinal classification problems, which are both common settings for real
world datasets. Motivated by the fact that the standard
SMOTE algorithm can be seen as an over-sampling
performed in the edges of a neighbourhood graph, the
proposed approaches are based on extending this graph
strategy with the aim of capturing the underlying latent manifold showing the implicit ordering among the
classes. This is the first time this graph view of the oversampling process is given, and it is very convenient
for including the necessary ordering constraints in the
ordinal regression context. An ordinal cost-sensitive approach is also developed in this paper for comparison
purposes. The methods developed show robustness and
promising results when compared to the application of
the classifier with the original imbalanced distribution
and to a standard multiclass over-sampling technique,
both for classifying and ordering minority classes. Two
main conclusions can be drawn from the study: on the
first hand, the fact that the exploitation of the underlying
latent manifold via shortest paths is useful to perform
the over-sampling process and, on the other hand, the
notion that a cost-sensitive approach may in general
improve the base performance, but still without reaching
the results of over-sampling methods.
As future work, the ensemble proposed in [13], which
has been shown to perform well for imbalanced metrics, could be tested in conjunction with the ordinal
imbalanced methods developed in this paper. Furthermore, techniques designed to extract the underlying
manifold without the construction of a neighbourhood
graph could be explored, because a notion of distance
is assumed for the neighbourhood graph construction
which may not actually hold for the manifold, and
the patterns could be over-sampled according to the
geodesic distance specified by the constructed manifold.
Finally, the idea of over-sampling by convex combination
of more than two neighbour patterns (as opposed to only
generate new points in the line that passes through two
patterns) could be considered in order to enlarge the
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potential area for synthetic patterns, and non-uniform
distributions could be considered for interpolating sameclass examples.
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Marı́a Pérez-Ortiz was born in Córdoba, Spain.
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Discussion and conclusions

This final part of the thesis includes the main conclusions raised from the previous
chapters and outlines some future research lines.
This thesis focus on the resolution of some machine learning challenges associated to the problem of ordinal classification. As stated in the introduction, several goals
have been identified: perform a review of the related research, propose new learning methods (specifically a novel but generic decomposition methodology and a kernel learning
algorithm), as well as a method able to improve the classification of minority classes in
imbalanced environments. This thesis also had as an objective the application of all these new techniques to complex real-world problems. In our humble opinion, these global
goals have been achieved. To support this statement, this chapter finalises the thesis with
a summary of our contributions, together with some conclusions. We end the chapter with
some future research directions. Please note that more details about these conclusions are
provided in the corresponding chapters.

6.1.

Conclusions
This thesis presents the research performed on the topic of ordinal classification with

respect to four main work lines: state-of-the-art analysis, use of decomposition methods
for ordinal classification, kernel learning methods and class imbalance. In this section we
231

232

6. Discussion and conclusions

summarise the thesis contributions grouped by topics.

6.1.1.

State-of-the-art review

The thesis contribution begins with Chapter 2, which performs an exhaustive survey
of the ordinal regression methods proposed in the literature. Up to the authors knowledge,
there are not similar reviews in this field. This chapter firstly presents the problem setting,
clearly differentiating it from other related topics. Then, a taxonomy of ordinal regression methods is proposed, dividing them into four main groups: naı̈ve approaches, binary
decompositions, threshold models and augmented binary classification approaches.
We think that the taxonomy presented can assist future researchers or practitioners
to choose the best method for a concrete problem, considering also the empirical results
provided. It can also help researchers in developing and proposing new techniques, providing a categorisation of current methods. The results presented in all the works associated
to this chapter confirm that there is no single method which performs the best in all
possible cases and problem requirements. However, several methods could be discarded,
especially those presenting the worst performance or a too high computational load. In
this sense, naı̈ve approaches (such as the one-vs-one reformulation of the support vector
machine [55]) achieve specially good results in terms of accuracy (mainly because of the
exhaustive partitioning of all pairs of classes), but not in terms of ordinal measures. Ordinal binary decomposition methods [39, 113] are also a good option in this case, e.g the extreme learning machine version for ordinal classification [33] is an interest option if a low
computational cost is the priority. The reformulation of support vector machines to ordinal
regression can be considered as the best threshold model, showing competitive results (in
terms of ordinal metrics) and computational time values (being these much better than
the ones obtained by methods based on artificial neural networks [24, 82]). Moreover, the
reduction framework [74] is also an option to consider, given that it obtains a trade-off
between accuracy and ordinal metrics. However, the use of the proportional odds model
[83] should be restricted, given that it is a linear method and it thus yields worse results
in general (recall nonetheless that excluding the machine learning area, the POM and its
variants are the most widely used ordinal regression methods [42, 114, 2, 108]).
Concerning the application of ordinal methods to the problem of discriminating the
states of development in fish oocytes, similar results are also encountered. For this study,
three fish species were considered as well as 5 measures of different nature (two nominal
and three ordinal ones). In most cases, ordinal methods exhibit improved robustness and
performance compared to nominal techniques (although for some cases nominal methods
obtained better results for the nominal metrics). Moreover, the difference between ordinal
and nominal techniques has been shown to be higher when the number of states increased,
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being this clearly reflected by ordinal quality measures. Finally, the same methods could
be highlighted: specially decomposition methods and the ones based on support vector
machines.

6.1.2.

Decomposition techniques

Chapter 3 of this thesis focus on the use of decomposition methods to tackle the concept of ordinal classification. As noted in the previous subsection, decomposition methods
have been shown to perform well for a wide range of datasets [39, 113]. However, how
to partition the data and how to fuse the different outputs is still a vividly discussed topic.
In this sense, firstly, we have considered and tested several decomposition methods on a
battery of datasets and compared them to one of the main proposals of this thesis: the reformulation of the one-versus-all paradigm to ordinal classification. The proposal is based
on the computation of several classification models, where each single model was computed to differentiate each class from the remaining ones taking ordinal ranks into account.
Probabilistic methods have been selected as base classifiers and the posterior probabilities
have been used in conjunction with a ensemble combiner to provide the final output of the
classifier. Concerning the results, the advantages of the proposal with respect to the oneversus-all standard paradigm have been confirmed when dealing with ordinal regression.
Although multiclass imbalance problems pose important difficulties for machine learning
algorithms, this approach also seems to achieve not only good global performance, but
also good error rates for all classes independently. Moreover, the proposal has been seen
to be scalable (although this is an issue related to the base methodology, it was seen to
provide a reasonable time complexity compared to the base method) and interpretable
(in the sense that the most determining features for modelling each class can be extracted
because it is based on a decomposition strategy).
Decomposition methods have also been used to develop a model to assess the sustainable development (SD) of EU countries. In this case, a trainable combiner [71] (that
considers the ordinal nature of the data) is used to fuse the outputs of all models. Firstly,
and as a conclusion, the characterisation of the clusters obtained in the previous step of
this work reflects a global picture of the SD stage of countries, which could enrich and
complement the judgement of stakeholders more than a single indicator score value or
trying to find the SD readiness of a country through separate indicators. Secondly, the ordinal regression algorithm proposed is compared to other related classifiers and shows to
be competitive yielding better results for this application and supporting the initial assumption of the ordinal nature of clusters defined by the expert and the clustering algorithm.
The most determinant variables for the target label have also been studied. These variables
are the labour productivity per hour worked, the electricity consumption of households
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and the transport greenhouse emissions. In regards to the scenarios, the most important
are sustainable consumption, demographic changes, global partnership and climate change and energy, a result that is in line with the three dimensions of SD. On the whole,
although it is difficult to assess the direct impact of the indicators on the progress towards
sustainability, it can be stated that given the good generalisation performance of the methodology, it may be useful to monitor national strategies for European governments, in
a manner similar to that used for rankings (because of the ordinal nature of the clusters
obtained), as a managerial tool for supporting decision making and for benchmarking
practices to compare results.
In addition, some conclusions are also drawn when considering the use of ordinal
classifiers for the design of a donor-recipient matching in organ transplantation. The classification model has been designed in this case to deal with imbalanced and ordinal data
to provide a fairer decision maker when allocating an organ to a recipient. The best model obtained from the whole set of methodologies tested, i.e. the proposed decomposition
method based on a cascade technique, was used in conjunction with the MELD score,
which is the cornerstone of the current allocation policy globally. The experiments show
that, although it is a really complex problem which may need more information in order
to perform perfectly, the proposal, that is also based on decomposition methods but specifically considering the imbalanced nature of the problem, is able to generalise well on
unseen data, helps to avoid draws caused by the MELD score and does seem to work well
in more realistic situations. The final rule-based system, which, as said, uses the MELD
score and the best performing machine learning model, will consider the allocation of the
organ to one of the first recipients in waiting list (these patients being ranked using the
MELD score to estimate the patients severity), and the decision is made selecting the patient that presents a higher survival probability. Furthermore, although it has been seen
that considering the characteristics of donors and recipients independently can be useful
for predicting graft survival (because of the determining factors found in these situations),
the use of both sources of information could be even more useful and beneficial for the
survival principle.
Finally, a general likelihood-based optimisation framework has been also proposed
to better fit the probability distributions obtained for ordered categories when using threshold models such as the ones obtained for the previously discussed ordinal decomposition
methods. To do so, a specific probability distribution (log-gamma) is used, which generalises three commonly used link functions (log-log, probit and complementary log-log). The
experiments show that the methodology is useful not only to provide a probabilistic output
of the classifier but also to improve the performance of threshold models when reformulating the prediction rule to take these probabilities into account. Therefore, its use is
advisable in conjunction with the above-mentioned probabilistic decomposition methods,
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in order to provide better probability estimations and improve in general the performance
of the decomposition ensemble.

6.1.3.

Kernel learning

Multi-scale kernels [21] have been barely studied in the literature, although they have been shown to achieve better performance in the presence of heterogeneous attributes
[58, 40]. The large number of parameters in multi-scale kernels makes it computationally
unaffordable to optimise them by applying traditional cross-validation. Instead, with the
aim of better suiting a given dataset, different bounds and strategies have been proposed
to optimise this type of kernels [109, 111]. The fist paper in Chapter 4 analyses and compares these alternatives, providing a review of the state-of-the-art in kernel optimisation
and some insights into the usefulness of multi-scale kernel optimisation. In this vein, an
analytical measure known as centred kernel-target alignment (CKTA) [29, 27] is shown
to achieve a good performance and present significant advantages over the rest of methods considered. When applied to the binary support vector machine paradigm, the results
show that CKTA with a multi-scale kernel leads to the construction of a well-defined feature space and simpler models, provides an implicit filtering of non-informative features
and achieves robust and comparable performance to other state-of-the-art methods even
when using random initialisations. Finally, in this paper some considerations about when
a multi-scale approach could be, in general, useful are derived and a distance-based initialisation technique for the gradient-ascent method is proposed, which shows promising
results.
As said, one of the most widely used ordinal regression algorithms is the proportional odds model (POM) [83], despite the linearity of the resultant decision boundaries.
Through different proposals, Chapter 4 also explores the notions of kernel trick and empirical feature space [95, 116] to reformulate the POM method and obtain nonlinear decision boundaries. A new technique is proposed for aligning the kernel matrix taking into
account the ordinal problem information (i.e. a reformulation of the above-mentioned
CKTA), as well as a regularised gradient ascent methodology which is used to select the
optimal dimensionality for the empirical feature space. These proposals can be used to
easily kernelise any existing linear ordinal regression method, independently of its formulation. The different experiments show that the proposed kernel techniques are able
to increase the performance of linear ordinal regression methods, such as the POM, and
reach the results of the state-of-the-art methods, while still being able to derive natural
probability estimates.
Finally, a different work on this chapter focus on incorporating privileged information [110] via a kernel function to improve manifold ordinal regression. The paper contri-
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butes a new algorithm for combining ordinal regression and manifold learning, based on
the idea of constructing a neighbourhood graph and obtaining the shortest path between
all pairs of patterns. The paper also proposes to exploit privileged information during
graph construction, in order to obtain a better representation of the underlying manifold.
The main paper contribution is that this neighbourhood graph can be improved by the use
of privileged information, information that is available during training but not in the test
phase, and that this information is used for the construction of the kernel matrix, being
then a generic method that could be used in conjunction with any kernel technique. When
combined with the support vector machine for ordinal classification [26], the results of
this paper confirm that privileged information is able to improve generalisation results
for almost all the cases considered. As said, the distances used in the kernel matrices
are obtained using the privileged features, which (under the assumption that privileged
information is really informative) better reflects the data structure.

6.1.4.

Imbalanced classification

In Chapter 5 we explore the general idea of synthetic over-sampling in the feature
space induced by a kernel function (as opposed to the input space [23, 87, 18, 50]). If
the kernel function matches the underlying problem, the classes will be linearly separable
and synthetically generated patterns will lie on the minority class region (solving then
the main issue of other over-sampling techniques, which make use of the possibly nonlinearly separable input space). Since the feature space is not directly accessible, we use
the empirical feature space [95] (a Euclidean space isomorphic to the feature space) for
over-sampling purposes. The proposed method is framed in the context of support vector
machines where imbalanced datasets can pose a serious hindrance for the learning process. The idea of over-sampling in the feature space is investigated in this paper in three
scenarios: 1) over- sampling in the full and reduced-rank empirical feature spaces; 2) the
use of a flexible kernel learning technique maximising the data class separation to study
the influence of the feature space structure (implicitly defined by the kernel function); 3)
the definition of a unified framework for preferential over-sampling that spans some of
the previous approaches in the literature. From the results of a thorough set of experiments over 50 imbalanced datasets, several conclusions can be drawn from this first study
of the chapter: firstly, over-sampling in the empirical feature space is seen to yield better
performance than over-sampling in the input space; secondly, the control of the dimensionality of the empirical feature space could lead to better results due to the concentration
of spectral properties; thirdly, the kernel used may influence the solution to a great extent,
making advisable the optimisation of the feature space structure (although the spherical
Gaussian kernel has been shown to perform well for several cases); and finally, that there
exist some regions of the dataset which should be preferred for over-sampling and that
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multiple kernel learning techniques could be explored in the future with the purpose of
over-sampling.
Although standard over-sampling methods can improve the classification of minority classes in ordinal classification, they tend to introduce severe errors in terms of the
ordinal label scale, given that they do not take the ordering into account. A specific ordinal over-sampling method is also developed in Chapter 5 for the first time in order to
improve the performance of machine learning classifiers. The method proposed includes
ordinal information by approaching over-sampling from a graph-based perspective. The
results presented in this paper show the good synergy of a popular ordinal regression method (a reformulation of support vector machines [26]) with the graph-based algorithms,
and the possibility of improving both classification and ordering of minority classes. The
methods developed show robustness and promising results when compared to the application of the classifier with the original imbalanced distribution and to a standard multiclass
over-sampling technique, both for classifying and ordering minority classes. Two main
conclusions can be drawn from the study: on the first hand, the fact that the exploitation
of the underlying latent manifold via shortest paths is useful to perform the over-sampling
process and, on the other hand, the notion that a cost-sensitive approach may in general improve the base performance, but still without reaching the results of over-sampling
methods.

6.2.

Generic discussion and future work
Ordinal classification can be said to be a relatively new area of machine learning

with a huge potential for approaching novel and significant applications in medicine, economics, and science in general. It is also interesting for the creation of surrogate models,
models intended to substitute the preferences of an user. The main idea behind ordinal
classification is that there exist a logical order between the categories, and that this order
is of vital importance when handling the data (not only for the classification itself, but
also for the generation of new samples or for fitting the parameters of the model). Usually,
a latent variable is assumed for ordinal variables (e.g. the age of a person when trying
to identify whether that person belongs to one these three categories: infant, teenager or
adult). One of the main hypothesis in ordinal regression is that the distance to adjacent
classes is lower than the distance to non-adjacent classes. Therefore, it can be said that,
ideally, there exists a latent distance-based manifold of the output variable that results in
Cq lying in the space between Cq−1 and Cq+1 . Most ordinal classification methods (and specially threshold models) try to uncover the nature of this assumed underlying outcome. It

is clear that the creation of a function that uncovers the path of a general nonlinear manifold (recall that we are referring to a manifold of the output variable) could be difficult.
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Because of this, the kernel trick is generally used in conjunction with threshold methods
because the kernel function can be able to map the data to a space where the classes are
linearly separable. A common approach is to search for K − 1 parallel hyperplanes [26]

(K being the number of classes) for separating the data. However, this could be less flexible than other formulations. A slightly different approach is to decompose the original
problem into more simpler classification tasks, relaxing then the order restrictions and the
parallelism assumption and obtaining promising results. In this sense, decomposition methods have been seen to be very flexible in this thesis, being their reformulation to other
tasks very simple (such as the one considered in this paper, the imbalanced classification
problem). A trainable combination rule for the outputs of the different probabilistic models have been seen to be an ideal option, simplifying the task of selecting a previously
defined combiner function.
In light of the number of kernel methods specially designed for ordinal classification, it has also been considered as interesting the formulation of a general technique for
constructing a kernelised classifier, even when the method can not be cast in terms of
dot products. It has been seen that, using such an approach, the pioneer linear methods
in ordinal regression are able to obtain similar performance to the most recent advances
in this topic. Moreover, as said before, a better way to map the data could be explored
to maintain and improve the order information of the classes (i.e. not only use a kernel
function but to fit this kernel to the data considering the ordering of the classes). This
approach also presents a very good performance in terms of ordinal metrics.
Finally, the imbalance problem has been also seen to be a great handicap for ordinal
data. It is clear that there are some classes that are naturally of a lower prior probability
(and this problem accentuates when the number of classes grows). It is widely known that
the imbalanced problem is not an issue when there is sufficient data. However, this is not
the case for most ordinal datasets. Because of this, there is a great need of approaching
the imbalanced classification problem, even for binary and multiclass tasks, but specially
for this ordinal classification setting. In this vein, the use of kernel functions have been
seen to alleviate the problems associated with previous proposals (data inconsistencies
that are created due to the way in which new patterns are generated). The use of neighbourhood graphs for over-sampling is also interesting, as it is usually assumed for practical
applications that a graph is a good estimation of the real structure of the data and many
different graph construction and pruning strategies could be considered. It is also interesting to note that the superiority of over-sampling over cost-sensitive approaches have
been demonstrated as well, via different experiments.
From this discussion, there are several main conclusions that can be extracted which
mainly sum up to the following statement: there is still a long way to go when referring
to the topic of machine learning and specially to ordinal classification. A lot of attention
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should be paid to solve the current challenges in order to improve the state-of-the-art and
its potential applications. The ordering of the data should be considered for each step
of the learning process, not only for the classification method itself but also for generating new patterns, for clustering data, for interpolating missing values, for measuring the
performance of different classifiers, and so on, because this has been shown to be very
advantageous for a wide range of ordinal datasets.
As future work, several promising lines can be introduced. Firstly, and in line with
the previous statement that kernel techniques are common in ordinal classification, a
large-scale or under-sampling methodology could be developed, given the high computational load of these methods and their inability to handle large volumes of data. For
example, the Nyström approximation [36] could be used to reduce the size of the kernel
matrix but taking the ordering of the classes into account (e.g. reducing noisy data).
The decomposition methods developed could also be tested in conjunction with the
over-sampling methods proposed in this thesis (as both are designed to handle imbalanced
classification). As a more ambitious objective concerning the over-sampling of patterns,
some techniques designed to extract the underlying manifold without the construction of
a neighbourhood graph could also be explored. This could be interesting because, usually,
a notion of distance is assumed for the neighbourhood graph construction which may not
actually hold for the manifold. Therefore, the patterns could be over-sampled according
to the geodesic distance specified by the constructed manifold, leading then to a much
more correct approximation. Moreover, in light of the promising results obtained by oversampling in the empirical feature space, other methodologies could also be reformulated
to work in this ideally linearly separable feature space, such as denoising algorithms or
under-sampling ones.
Furthermore, in the context of kernel learning, the over-sampling process could be
incorporated in the kernel learning stage or the model training step to search for the
most suitable representation of data, not only the better class separation. Finally, other
intelligent optimisation techniques could be developed for the generation of synthetic
patterns, and pruning strategies could be considered for cleaning the graph representing
the patterns (such as the notion of purity of a graph).
Our work on multi-scale kernels also suggest that a distance-based initialisation technique could be used to improve the results of current gradient-descent optimisation
strategies, and further research could be done in this line. Nonetheless, our results also
encourage the development of a hybrid metaheuristic approach with the gradient ascent
method to explore the whole search space and obtain better results. More complex kernel
could also be considered, such as the generalised Gaussian kernel with the Mahalanobis
distance or other strategies for optimising different kernels in the literature (e.g. opti-
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mising a single kernel for the multiple-output classification case or a specific kernel for
histograms).
Concerning the application to liver transplantation, a sensitivity analysis could be
developed to determine the most important variables for the end-point variable. We also
intend to extend the study to other liver transplantation centres in the European Union
to unify the procedure and create a more generic supranational organ allocation system.
Moreover, the use of privileged information can also be tested in this case, as there are
some post-operative factors that could be of vital importance for training and fitting the
learning model.
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[46] E. González-Rufino, P. Carrión, E. Cernadas, M. Fernández-Delgado, and
R. Domı́nguez-Petit. Exhaustive comparison of colour texture features and classification methods to discriminate cells categories in histological images of fish ovary.
Pattern Recognition, 46:2391–2407, 2013.
[47] P. A. Gutiérrez, M. Pérez-Ortiz, F. Fernandez-Navarro, J. Sánchez-Monedero, and
C. Hervás-Martı́nez. An Experimental Study of Different Ordinal Regression Methods and Measures. In 7th International Conference on Hybrid Artificial Intelligence
Systems (HAIS), volume 7209 of Lecture Notes in Computer Science, pages 296–307,
2012.
[48] J. Hall, E. Giovannini, A. Morrone, and G. Ranuzzi. A framework to measure the
progress of societies. OECD Statistics Working Papers 2010/5, OECD Publishing,
July 2010.
[49] T. Hastie, R. Tibshirani, and J. Friedman. The elements of statistical learning: data
mining, inference and prediction. Springer, 2 edition, 2008.
[50] H. He, Y. Bai, E. A. Garcia, and S. Li. Adasyn: Adaptive synthetic sampling approach for imbalanced learning. In International Joint Conference on Neural Networks (IJCNN), pages 1322–1328, 2008.
[51] H. He and E. A. Garcia. Learning from imbalanced data. IEEE Transactions on
Knowledge and Data Engineering, 21(9):1263–1284, 2009.
[52] G. Hinton and T. Sejnowski. Unsupervised Learning: Foundations of Neural Computation. Computational Neuroscience. Mit Press, 1999.
[53] J. H. Holland. Adaptation in natural and artificial systems. MIT Press, Cambridge,
MA, USA, 1992.
[54] T. Howley and M. G. Madden. The genetic kernel support vector machine: Description and evaluation. Artificial Intelligence Review, 24:379–395, 2005.
[55] C.-W. Hsu and C.-J. Lin. A comparison of methods for multi-class support vector
machines. IEEE Transaction on Neural Networks, 13(2):415—-425, 2002.
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